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Preface

I have been scheming to writing this book for years. Optimization is such a fundamental
topic in mathematics, quietly underpinning nearly all of our modern industrial and tech-
nological world. Over time, I've come to realize that optimization is a persistent theme
underlying much my work, including machine learning, control theory, and model dis-
covery. However, optimization is often overlooked in engineering applied mathematics
curricula, or at least it was in mine. Perhaps this is becausd is so foundational, much
as we often take for granted the concrete and steel all around us, or the production and
transportation networks that ensure food and goods arrive. It seems we rarely notice them
until they don't work. Optimization is one of the best industrialized elds of mathematics,
which means that it is constantly working behind the scenes; this also contributes to it be-
ing somewhat hidden. For example, fast, robust, and easy-to-use optimization algorithms
are the unsung heroes of the machine learning era. However, they are often forgotten in
favor of other enabling factors of modern neural networks, advanced computing chips,
and abundant data. How, we should ask, are these neural network parameters tuned to t
the data?

This book is designed to provide a rapid, yet reasonably thorough, overview of the
eld of applied mathematical optimization. This could easily Il several books, but | have
opted to streamline and cover about 80% of the key ideas in about 20% of the space. In
other words, my goal was to nd a Pareto optimalbalance of topics and depth. In my ex-
perience, mathematical optimization is often presented in a form that is either extremely
mathematical and abstract, too shallow to be useful, or so narrow that it covers only one
topic very well. In this text, | seek a middle ground. As such, this book is not meant to
be the de nitive compendium on all things optimization, but rather a guide to rapidly
become familiar with the main issues and types of optimization, the leading optimization
algorithms, and how to use them. The methods discussed in this book have been chosen
primarily for their relevance and general applicability. Further, | attempted to present a
progression of topics, from basic introductory material that students can apply immedi-
ately, to research-level techniques.

An earlier version of this book was called Optimization Bootcampto re ect the quick
and introductory nature of the treatment. However, it has grown into something a bit
larger and more serious, so now Chapter 1 is the Optimization Bootcamp, and then we
take deep-dive excursions into various topics in the subsequent chapters. This idea of an
Optimization Bootcampvas inspired by my Control Bootcampwhich is a series of videos |
created almost ten years ago to help my students quickly get up to speed in control theory
without taking several courses, many of which were too mathematically abstract to be
immediately useful or intuitive for the practicing engineer. Because this format proved so

Vii



viii Preface

effective, | began planning this current book and accompanying video lectures, as | believe
that optimization is one of the most useful elds in applied mathematics, up there with
linear algebra and calculus. Who knows, maybe there will be a Linear Algebra Bootcamp
next.

Every section of this book is accompanied by YouTube lectures to make it as easy as
possible to interact with the material. Likewise, the book includes extensive Python code
with working examples, ranging from very simple to rather advanced case studies. This
book only assumes knowledge of basic linear algebra and calculus, so it should be acces-
sible to advanced undergraduates and beginning graduate students. When possible, | will
also try to connect to history, as this has always made the material come to life for me.

Topics in this book are motivated by three main application domains: machine learn-
ing, control theory, and inverse problems. Although there are many other compelling uses
for mathematical optimization, | feature these three topics because they are particularly
interesting and relevant in the modern era. They each demonstrate some of the most im-
pressive and relatable bene ts of optimization, and they are each areas of intense active
research, meaning that they areliving elds of applied optimization.

| thoroughly enjoyed writing this book, and | tried my best to make this subject come
to life for my readers, which are two ways of saying the same thing. This was also a
structured excuse to indulge in learning a topic I've wanted to know more about for years.
| still have a lot to learn, so if you catch anything off, or have suggestions, please let me
know. | wrote this book with the second edition in mind, and | hope you, the reader, will
help improve this material through use. The next generation of readers, and I, thank you.

As a parting thought: Optimization might make you rich and famous, but there is no
guarantee that it will make you happy. Sometimes optimizing is not optimal. There are
times you need to wander and explore and enjoy and fritter, to have no objective, to be
unconstrained. With that said, it is your turn to begin optimizing.

Themes and organization of this book. A number of key themes have emerged through-
out this book. First, in optimization there is the high-level concept and problem statement,
and then there is the algorithmic implementation; the two are often disconnected. Under-
standing how to formulate and then solve an optimization problem is my primary goal
for you when reading this book. In my experience, this skill takes repetition and practice.
Second, in the modern era, we are often faced with intractable, nonconvex, nonsmooth,
or ill-posed optimization problems. For example, training a neural network or learning a
nonlinear control policy is highly nonconvex. One of the most exciting trends in modern
optimization is the increasing availability to either solve such nonconvex problems di-
rectly, or solve nearby problems, using relaxation and regularization, with more tractable
forms. A third and perhaps the most prevalent theme is that of data-driven applied optimiza-
tion. The most exciting emerging techniques involve optimization based on data: nding
optimal low-dimensional patterns from high-dimensional data, optimal sensor placement,
machine learning optimization optimalcontrol, etc.

Much of the book is organized around the major dichotomies of convex vs noncon-
vex optimization problems, and constrained vs unconstrained problems. Chapter 1 begins
with a substantial introductory overview, the optimization bootcamgntroducing key con-
cepts of the gradient, convexity, and constraints. Gradient-based methods are widely used
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in modern optimization, and they apply to convex and nonconvex problems alike, so we
begin Chapter 2 here. Next, we explore two of the largest classes of convex problems:
linear programming (Chapter 3) and linear least-squares regression (Chapter 4). This is
followed by Chapter 5 where we explore nonsmooth and gradient-free methods, along
with global approaches for nonconvex problems. Here, we begin to solve increasingly
challenging (and interesting!) problems, as it is increasingly possible to directly tackle
nonconvex and nonsmooth problems using proximal methods. Although these methods
have less global guarantees, they are quite useful in practice. Next, we cover constraints
and duality in Chapter 6, which are topics I've wanted to understand more deeply for
about twenty years. | struggled to learn Lagrange multipliers and variational methods to
my satisfaction, and so this chapter ended up being a passion project of mine. That said, it
is still a work in progress. | then introduce Bayesian optimization and statistical optimiza-
tion problems in Chapter 7, which will be used in the last three chapters. The last three
chapters may be thought of as introductions to entire large application domains of opti-
mization: inverse problems (Chapter 8), control theory (Chapter 9), and machine learning
(Chapter 10).

Online material.  This book was designed to make extensive use of online material, in-
cluding videos, codes, data, and homework. All material can be found at:

eigensteve.com/optimization

| have recorded and posted video lectures on YouTube for most topics in this book. Sup-
plementary videos are also included for students to Il in gaps in their knowledge. All
videos may be found in the various playlists on my YouTube channel eigensteve

https://www.youtube.com/@eigensteve

In addition, all of the Python code and data used in the book are available for download.
The codes posted online are more extensive than those presented in the book, and | in-
cluded code used to generate publication quality gures. These are available at

github.com/dynamicslab/optimizationbook

How to use this book.  The intended audience for this book is advanced undergradu-
ates, beginning graduate students, or practitioners in engineering and science. As such,
methods are introduced at a beginning level, but we quickly get to advanced topics and
research-ready methods. The perspective taken in this book is that applied optimization
is a mathematical toolkit and a common language for solving modern problems in science
and engineering.

Most important, | want this book to be fun, interesting, and empowering for researchers
new to the eld. As always, my goal is to make the material as simple as possible, while
still having the depth and breadth required to be useful in research and real-world appli-
cations. | hope you enjoy learning about applied optimization as much as | have, and that
you seek opportunities to use these tools to make positive change in the world.
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Chapter 1

Optimization Bootcamp

| write this as my ight approaches Charles de Gaulle airport in Paris, and | am over-
whelmed by signs of optimization. The aircraft itself is a pinnacle of modern engineering
optimization. Flying at nearly the speed of sound, the shape of the wings has been care-
fully re ned for ef cient ight at cruise and to provide enough lift for a heavy, fully fueled
take off. The composite materials used to construct the wings and body were designed
for strength and durability, and to provide higher cabin pressure and moisture to reduce
hypoxia and jetlag for its passengers. Further, the aircraft has been optimized not only
for ight, but for global manufacturability, as it is assembled from supply chains spanning
several continents. Out the window, | see farmlands yield to city, a quiet scene of dis-
tributed optimization; elds and water management transition into planned streets and
urban arterials, ensuring the city is fed. The surrounding landscape has been shaped by
the scars of war, a terrible reminder of the birth of modern optimization. As we near the
city, | see hills that did not exist in Roman times, signs of Napoleon's great earth-moving
efforts and the birth of optimal transport 1. The airport itself is a city of its own: supply
chains, inventories, ground crews, ight controllers, food service workers, and custodians
working in shifts, all in a vast system of local optimization. And | write this on my laptop 2,
which is a compact masterpiece of constrained optimization.

Our world is built on optimization. How did we get here, and what are the tools
of modern, applied optimization? This chapter provides an introductory overview of key
concepts in optimization, as well as several motivating applications. Although this chapter
is not meant to be entirely standalone, it serves as the bulk of an initial bootcampourse,
augmented with deeper dives into each topic in later chapters. Many of the sections here
will be explored in much more detail in later chapters, and so this is mostly meant to
provide a rapid overview and categorization of the major topics in optimization, important
algorithms, and how the various ingredients t together. Thus, this is also meant to be a
preview of later chapters.

We begin with a categorization of different optimization problems, the so-called anatomy
of an optimization problem. We introduce the objective function, to be maximized or min-
imized, and constraint equations that limit the set of feasible solutions.

My favorite caf & in the city is on Rue Monge, named after Gaspard Monge, who developed optimal trans-
port to ef ciently reshape Paris at Napolean's command.

2This book was an exercise in constrained optimization. My objective: to write the most interesting and
informative book possible for scientists and engineers within the constraints of one year and 500 pages.

1



2 CHAPTER 1. OPTIMIZATION BOOTCAMP

Next we introduce two of the main concepts in optimization: convexity and the gra-
dient. Convexity provides a fundamental dichotomy in optimization, where convex prob-
lems are essentially solved, at least numerically, and where local optimal solutions are also
globally optimal. Convexity is used throughout the book, although this is the only chapter
that formally discusses the conditions for convexity and its implications for global opti-
mization. Chapters 3 and 4 on linear programming and quadratic programming (e.g.,
least-squares regression) cover two broad classes of convex optimization problems. Non-
convex problems are often more challenging, and do not generically have solutions that
scale computationally. However, there has been a major shift in applied optimization,
where it is increasingly possible to directly solve nonconvex problems, rather than relax-
ing them to nearby convex problems. Although there are fewer guarantees, solving the
nonconvex problem directly is often highly effective in practice. Chapter 5 explores mod-
ern approaches to nonconvex optimization problems in more detail.

The gradient is another fundamental concept in optimization, as it provides critical in-
formation about the geometry of the optimization landscape, and which direction (locally)
improves the solution. This topic is explored in much greater depth in Chapter 2, includ-
ing algorithms that use gradient descent, Newton's method, and modern extensions for
high-dimensional systems, such as stochastic gradient descent in machine learning.

Throughout the chapter, we examine examples of unconstrained and constrained op-
timization, to remind the reader of basic properties and approaches. These will be simple
low-dimensional optimization problems, where it is possible to solve for the optimum so-
lution using basic calculus. We also brie y introduce the notion of Lagrange multipliers,
which are an intuitive and physical way of handling constraint equations. Lagrange mul-
tipliers are closely related to the notion of a dual optimization problem, and both concepts
are developed further in Chapter 6.

Modern mathematical optimization opens up a world of applications in science, en-
gineering, and industry. We conclude with a brief look at three major application areas
of modern optimization: inverse problems, control theory, and machine learning. For ex-
ample, nearly all of machine learning is built around optimization, which is used to train
models to t data. Similarly, control theory is essentially a eld of applied optimization,
where the problem is constrained by a differential equation that captures the underlying
dynamic behavior of a system. Inverse problems form another major class of applied op-
timization problems, where the goal is to infer unknown quantities or parameters of a
model to best match observed data. Each of these topics will be their own chapter in the
later half of this book, with an additional chapter on Bayesian optimization to complement
the topics of inverse problems and machine learning.

Onyour rstread, this chapter may be skimmed, and | encourage you to peek into later
topics in the book. Some of the technical results around convexity can also be skipped, es-
pecially the proofs. However, the big-picture idea that convexity leads to powerful guar-
antees and ef cient algorithms is an important message of this chapter. | want you to
remember that convexity isn't everything, that most of the real world has horns and fangs,
and that we must be ready to face nonconvexity in its many forms. The rest is meant to
pique your interest and provide you with a road map for further studies. Bon voyage.

This work is in copyright and is a draft of a book to be published by Cambridge University Press.
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1.1. ANATOMY OF AN OPTIMIZATION PROBLEM 3

1.1 Anatomy of an Optimization Problem

In its simplest form, an optimization problem involves minimizing or maximizing an ob-
jective function f (x) with respect to a set of decision variables x 2 R":

min f (x): (1.1)

This is an unconstrainedoptimization problem, as it is assumed that the decision variable
may take any value. For scalar functions of a scalar variable, we have experience solving
these optimization problems by nding points where the derivative of  f with respect to x
is equal to zero that also have a positive second derivative. See Panel 1.1-Panel 1.3.

However, many real-world optimization problems do have constraints on  x, which are
written either as inequality or equality constraint equations. In Panel 1.1, we implicitly
assumed that the angle should be constrained to be between 0 and =2. Panel 1.1-
Panel 1.3 also admit natural constraints, such as restricted river crossing zone, or positivity
constraints on the coef cients of the model. In general, a constrainedptimization problem
over a variable x may be written in the following standardform:

mxin f(x); (1.2a)
subjectto g(x) O; i=1;:::;m; (1.2b)
hj(x)=0; j=1;::5p; (1.2¢)

Panel 1.1: Maximizing Projectile Distance

First, let's solve for the best angle to launch a projectile with initial speed v to
maximize its range. The distance traveledis D( ) = % sin(2 ).

To derive the total distance, we decompose v into the vertical velocity vy = vsin( ),
and the horizontal velocity vy = vcos( ). The acceleration due to gravity is g, so
the vertical positionis y(t) = vsin( )t %tz. The ball lands on the ground again after
time T, soy(T) = 0 which implies T = %"sin( ). In this time, the projectile travels

D( )= Tvcos( )= %sin( )cos( ) = %sin(z ) in the horizontal direction.

We now optimize this with respect to . At a maximizing , changing has no
affect on the distance D, so the derivative dD( )=d = % cos(2 ) must be equal to
zero. Thus,2 = =2, which implies an optimal angle of = =4

This work is in copyright and is a draft of a book to be published by Cambridge University Press.
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4 CHAPTER 1. OPTIMIZATION BOOTCAMP

Panel 1.2: Example 1: Optimal River Crossing

A classic optimization problem is to nd the fastest path between points A and
B, where some distance is traveled on land, and some is traveled over water. If
the distance was all traveled on level ground, we know that the shortest path is
a straight line. However, when the land speed is v; and the swimming speed is
V2 < V3, the solution becomes more interesting. Speci cally, what is the optimal
point x to cross the river?

This problem may be approached several ways, which we will explore in the home-
work. This geometric problem is a simple, discrete cousin of the famous Brachis-
tochrone problem, which is discussed in much greater detail in Section 6.6.

B

Panel 1.3: Data Fitting

A more relevant example is tting a model to describe data. In this case, we have
a collection of data points f(X;j;y; )gj”=1 , and we optimize the parameters of either a
linear or an exponential model. We explore data tting as an optimization problem

in Chapter 4 on least-squares regression and Chapter 10 on machine learning. The
following code shows how simple it is to solve for a linear tin Python.

import  numpy as np
from scipy.optimize import  minimize
x = np.linspace(0, 10, 20); y = 3 *X + 2 + np.random.randn(20)
def f(p):

return — np. sum((y - (p[O] *X + p[l])) =+ 2) # least squares loss
res = minimize(f, [0,0]) # initial guess slope=0, intercept=0
a opt, b_opt = res.x
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