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Multi-channel closed-loop interfaces using biosignals measured from sensors in, on, or around

our bodies have the potential to revolutionize the way we interact with devices, machines,

and each other. Such signals can be used to more intuitively and accessibly control human-

machine interfaces (HMIs) for machines like vehicles, computing devices, or virtual reality

avatars. However, we do not yet have the tools to develop individualized adaptive interfaces

that are stable in closed-loop with an adaptive human. This dissertation focuses on how

individualized adaptive algorithms can be leveraged to improve accessibility and health

toward a more inclusive and equitable society.

A significant challenge with multi-channel biosignals-based control is that the measured

signals are noisy and require the user to correct for errors in addition to tracking a desired

trajectory. For example, to control a powered wheelchair with biosignals like electromyog-

raphy (EMG), users must correct for noisy signals that make the wheelchair deviate from

the intended path using feedback control. In parallel, users can track a desired path us-

ing feedforward control. We first need to develop methods that can separate feedforward

and feedback control. As an initial step, I recruited non-disabled participants to perform

trajectory-tracking and disturbance-rejection tasks and used control theory methods to sep-

arately quantify the user’s feedforward and feedback control. I used this model to examine

whether handedness affects learned controllers with participants without disabilities. Par-



ticipants learned feedforward and feedback controllers equally well with both hands and

participants’ learned controllers transferred between hands. Reduction of motor noise (i.e.,

extraneous movements to the task at hand) was a large factor in improved trajectory-

tracking, highlighting the need for an assistive algorithm to compensate for a person’s

intrinsic motor noise.

I next investigated how HMIs can be enhanced with EMG as a multi-channel control

method. EMG is an attractive multi-channel, intuitive, always available control option

because it is non-invasive, can be detected even if muscle contractions are small, and sensor

placement can be individualized to the abilities and preferences of the user. I conducted

a study with nondisabled participants comparing EMG and manual interfaces during a

trajectory-tracking task when people are controlling the velocity and the acceleration of

a cursor on a screen. People implemented better feedforward control (i.e., closer to the

ideal controller to perfectly track the reference) when using an EMG interface than when

using a manual interface for high-frequency acceleration-based trajectory-tracking tasks. I

also had participants with upper-arm disability after stroke perform the tracking task with

the EMG and manual interfaces, and found that they adapted their feedforward controllers

similarly to participants without disabilities for both interfaces. This suggests that EMG

interfaces could enable accessible device interactions for people with disabilities if an assistive

algorithm helps minimize errors arising from motor disturbances.

I then used game theory to model and enhance HMIs during continuous disturbance-

rejection tasks. There are significant challenges with applying traditional control the-

ory methods to quantify how humans and interfaces co-adapt to reference-tracking and

disturbance-rejection tasks. Game theory provides a framework to model such two-learner

problems. I modeled the human and the interface as two separate agents who are both

trying to minimize task error and effort. Based on the results of my previous two aims, I

developed an adaptive interface that augments the person’s feedback controller and found

through simulation and experiment that co-adaptation improved performance and decreased

human effort.



Lastly, I worked directly with people with disabilities to identify how technology can

support people’s health and accessibility. I qualitatively assessed through an interview study

how wearable sensors could support physical therapy access for people with disabilities to

improve adherence and function. People’s access to physical therapy was hampered by

both social (e.g., physically visiting a clinic) and physiological (e.g., chronic pain) barriers.

I defined core design principles (flexibility, movement tracking, community building) and

tensions (insurance) to consider when developing technology to support physical therapy

access.

Individualized HMIs with multi-channel, closed-loop control provides exciting oppor-

tunities for improving the accessibility of current and future technologies and improving

health outcomes for people with and without disabilities. To advance our field’s capacity

to design and optimize interfaces that can adapt to individual users, both user-centered

and quantitative approaches to enhancing interfaces must be developed. My dissertation

provides the foundation for developing biosignal-based interfaces that support accessibility

and health for people with and without disabilities.
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1

Chapter 1

INTRODUCTION

High-bandwidth closed-loop interfaces using biosignals measured from sensors in, on,

or around our bodies have the potential to revolutionize the way we interact with devices,

machines, and each other. Conventional interfaces like a computer mouse transfer infor-

mation from our brains to machines slowly and inflexibly due to the limited number of

communication channels available. Increasing the bandwidth of these interfaces through

biosignals (e.g., multi-channel electromyography (EMG) signals, inertial measurement unit

(IMU) signals), can take advantage of the multiple modes of communication that our bodies

have to potentially enable faster, more intuitive, and always available transfer of informa-

tion. My research focuses on how biosignals can be used to more intuitively

and accessibly control human-machine interfaces (HMIs) for machines like ve-

hicles, computing devices, or virtual reality avatars, in a variety of situations

and for many different goals. HMIs are rapidly being developed for commercial use,

but algorithms and sensor placements that make assumptions about the user’s abilities may

be inaccessible for many groups, such as people with disabilities [95, 108, 183], and are not

optimized for any particular user’s abilities, goals, or situation.

To support technology accessibility, the philosophy of ability-based design recommends

developing “a system that is aware of the abilities of the user and provides an interface

better suited for those abilities” [178]. Individualized interfaces can be developed to learn

and be optimized to each user’s abilities [56, 177]. Such personalized technology design could

be beneficial for healthcare applications as well [9], especially for encouraging actions that

support functional recovery for people with short- or long-term disabilities. Individualized

interface design could also be beneficial for improving the performance of biosignal-based

interfaces for people without disabilities. Developing safe and high-performing interfaces

that generalize to multiple users is challenging due to the variability in the efficacy of
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biosignal-based interfaces across users [190] and variability in biosignals within a single user

over time [185]. Therefore, for invasive and non-invasive biosignal control, individualized

interfaces that are calibrated for each user are ideal [20, 35, 87, 124, 120, 140, 193]. However,

many of these interfaces are machine learning-based and the stability and safety of such

interfaces when in closed-loop with a human user are not guaranteed [3, 90].

Control theory [12] provides methods for assessing the stability and safety of closed-loop

linear time-invariant (LTI) systems [12, Ch.3, pg. 4]. Many continuous HMIs, where the

human is continuously providing input to the machine to produce a desired output, involve

the human controlling a machine with LTI dynamics. Some common dynamical systems

are zeroth- (e.g., position of mouse corresponding to cursor position on screen), first- (e.g.,

position of joystick corresponding to velocity of wheelchair), or second- (e.g., force on gas

pedal corresponding to acceleration of car) order systems. One of the earliest instantiations

of modeling the HMI as an LTI system arose from modeling humans manually controlling

vehicles [105]. The McRuer gain-crossover model demonstrated that when a human user is

in the loop with an LTI machine and performing a disturbance-rejection task, the human

will behave like an LTI system. Additionally, near the crossover frequency (i.e., where the

open-loop transfer function magnitude of the human and the machine is equal to 1), the

open-loop behavior can be modeled as a first-order system with a delay [105]. Later studies

demonstrated that during reference-tracking tasks, humans invert the machine dynamics

to implement as their feedforward controller [82, 189, 191] and that feedforward model

formulation improves with practice [192]. Although a control theory-based HMI model holds

promise for enabling the development of individualized closed-loop HMIs, there has been

limited work investigating the application of this model for biosignal-based HMIs, especially

when humans are tasked with controlling machines with dynamics [31, 88]. Additionally,

the gain-crossover model solely accounts for how the human user learns to control a static

machine and does not consider how the stability of the closed-loop system will evolve when

the interface adapts as well.

Co-adaptive HMIs, where the human and the interface adapt to jointly complete a

desired task or goal, are ideal for developing individualized HMIs that adapt to the user’s

abilities. However, co-adaptive HMIs present a “two-learner” problem that presents unique
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challenges, due to the human and the interface jointly learning in closed-loop. Game theory

has been proposed in recent years as a framework for studying these two-learner dynamics in

sensorimotor control [23, 84, 85, 93, 112] and provides techniques for predicting convergence

to and stability of equilibrium points in two-learner systems [19, 131]. Game theory provides

a promising avenue for developing closed-loop individualized interfaces that are stable and

adapt to changes in user needs.

The goal of this dissertation is to develop the tools necessary to build individ-

ualized, adaptable HMIs for people with and without disabilities. I approached

this goal from both a quantitative and qualitative perspective. First, by integrating quanti-

tative tools from control and game theory with biosignal-based interfaces, my work enables

the development of stable, closed-loop, individualized HMI algorithms that adapt to users’

abilities. These methods provide guarantees on the stability and safety of biosignal-based

HMIs and enable the prediction of HMI convergence. Additionally, such methods poten-

tially provide predictive methods to shape user learning as human users learn to control

adaptive interfaces. Second, my qualitative work on identifying user needs for individuals

with disabilities ensures that the algorithms and technologies that are developed will be

directly beneficial to such users. Incorporating user perspectives during the development

of novel interfaces is important to ensure that the developed systems are actually usable

for the intended user groups. Both quantitative and qualitative perspectives are critical for

ensuring that biosignal-based HMIs fully support the accessibility and health of people with

and without disabilities.

1.1 Dissertation Contributions and Organization

The major insights of my work are twofold:

1. next-generation biosignal-based interfaces require the development of stable individ-

ualized interfaces where its effects are predictable in closed-loop with a human user,

2. ability-based interfaces present opportunities for improving the accessibility of inter-

faces, thus enabling people with disabilities to encourage actions that support func-

tional recovery during activities of daily living.
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Each chapter of my thesis aims to build tools that enable the development of individu-

alized biosignal-based HMIs that support accessibility and health for people of all abilities.

Below, I summarize the main findings and contributions of each aim.

1.1.1 Chapter 2: Model Continuous HMIs Using Control Theory

The first step towards individualized, co-adaptive HMIs is to develop models of how

users learn to control continuous HMIs. We applied control theory methods to quan-

tify how human feedback and feedforward controllers adapt when participants without dis-

abilities are tasked with a combined disturbance-rejection and trajectory-tracking task [181].

We found that participants quickly improved tracking and disturbance-rejection perfor-

mance and the performance improvement transferred when they switched hands [186]. We

additionally found that feedback but not feedforward controllers adapted with practice, and

sensorimotor noise decreased with practice. These findings suggest that learning transfers

between hands and individuals without disabilities may benefit from an interface that can

augment the person’s feedback controller. The main contribution of this aim was to estab-

lish a predictive model of how humans control static LTI machines during an unpredictable

reference-tracking and disturbance-rejection task and leverage the model to quantify how

learning is transferred between dominant and non-dominant hands.

1.1.2 Chapter 3: Leverage Electromyography Interfaces to Enhance HMI Control

Another step towards enabling closed-loop biosignal control is to quantify how biosignal-

based HMIs affect human feedback and feedforward controllers. Understanding

how biosignal control differs from manual control is beneficial for developing HMIs that

take advantage of the benefits of biosignals. We quantified the effects of interfaces (EMG

versus manual) and machine dynamics (first- versus second-order) on trajectory-tracking

and disturbance-rejection performance for participants with and without disabilities [187].

Participants without disabilities formed better feedforward controllers that more closely ap-

proximated the inverse of the machine dynamics with the EMG interface than the manual

interface when controlling a second-order machine. Participants with disabilities performed
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much worse than participants without disabilities at the tracking task when comparing the

time-domain tracking error. However, participants with disabilities had comparable feed-

forward model formulation to participants without disabilities, suggesting that augmenting

the user’s feedback controller with a co-adaptive interface may improve device accessibility.

The main contribution of this aim was to demonstrate that control theory can be used to

quantify differences between EMG and manual interfaces that can be leveraged to develop

HMIs that take advantage of the benefits of both interfaces.

1.1.3 Chapter 4: Develop Co-Adaptive HMIs

One step towards developing co-adaptive HMIs is to define challenges with co-adaptive

HMIs for reference-tracking and disturbance-rejection tasks and quantify through

simulation and experiment how humans and interfaces co-adapt to jointly com-

plete a disturbance-rejection task. We highlighted challenges with applying tradi-

tional control theory methods to quantify how humans and interfaces co-adapt to reference-

tracking and disturbance-rejection tasks [184]. We then demonstrated in simulation and in

experiment how co-adaptation improved performance and decreased human effort compared

to baseline. This suggests that further development of theory that can be applied for con-

tinuous tasks is needed and that we can also begin to explore this application area through

simulations and experiments. The main contribution of this aim was to define challenges

with applying traditional methods to the problem of reference-tracking and disturbance-

rejection in continuous HMIs and identify how co-adaptation affects final performance and

human and interface effort.

1.1.4 Chapter 5: Define User Needs to Support Accessibility and Health with HMIs

Lastly, we cannot begin to develop biosignal-based HMIs that support people’s accessibility

and health without direct input and co-development with people with disabilities. Through

a qualitative interview study, we characterized how people with disabilities envision

biosignal-based HMIs supporting their health and accessibility. Specifically, we

investigated how biosignal-based HMIs could support access to physical therapy for people
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with disabilities [183]. We identified recommendations and tensions to consider when lever-

aging technology to support physical therapy, and conclude with insights on how technology

could potentially improve access to healthcare.

1.1.5 Chapter 6: Conclusions and Future Work

I conclude the dissertation by summarizing my main contributions and discussing potential

future extensions in enabling accessible HMIs that support people’s health. My work lays

the foundation for developing biosignal-based HMIs that improve accessibility and health

for people with and without disabilities.
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Abstract

In human-in-the-loop control systems, operators can learn to manually control dynamic

machines with either hand using a combination of reactive (feedback) and predictive (feed-

forward) control. This article studies the effect of handedness on learned controllers and

performance during a trajectory-tracking task. In an experiment with 18 participants, sub-

jects perform an assay of unimanual trajectory-tracking and disturbance-rejection tasks

through second-order machine dynamics, first with one hand then the other. To assess

how hand preference (or dominance) affects learned controllers, we extend, validate, and

apply a nonparametric modeling method to estimate the concurrent feedback and feedfor-

ward controllers. We find that performance improves because feedback adapts, regardless

of the hand used. We do not detect statistically significant differences in performance or

learned controllers between hands. Adaptation to reject disturbances arising exogenously

(i.e., applied by the experimenter) and endogenously (i.e., generated by sensorimotor noise)

explains observed performance improvements.
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2.1 Introduction

Humans interact with dynamic machines and devices such as computers, quadrotors, and

cars in daily life. These interactions give rise to a human-in-the-loop control system where

the human and the machine jointly accomplish a task through one or more sensorimotor

loops. For instance, in trajectory-tracking tasks, people can visually observe the machine

and provide input through a manual interface like a mouse, joystick, or steering wheel [40,

105, 137, 164, 181, 189, 192, 187, 111]. In such cases, people learn to steer computer

cursors, quadrotor drones, and personal vehicles using visuomotor control. Such manual

interfaces often prescribe how we interact with the system: some tasks are performed with

one hand, others require coordination between hands, and still others may use either or both

left and right hands (e.g. the mouse, joystick, and steering wheel, respectively). Because

performance in tasks involving fine motor control is affected by the hand used [51], we

seek to understand how human visuomotor control differs between hands toward developing

effective human-in-the-loop systems. For instance, modeling differences in control between

hands could be used to improve bimanual interfaces or to assist unimanual interaction when

someone’s preferred hand is unavailable due to injury, disease, or circumstance.

Colloquially understood as the “differences between the hands in terms of skill” [51],

handedness can be quantitatively assessed with questionnaires (e.g. the Edinburgh Hand-

edness Inventory [115] or Annett Handedness Questionnaire[76]) or observed from dexterity

tasks [76] when questionnaires are difficult or unreliable to administer (such as for young

children). These assessments suggest that about 63% prefer to use the right hand and about

7% prefer to use the left hand [76]. This means that about 70% of people have a preferred

or dominant hand that is more dexterous than the non-preferred or non-dominant hand.

Ongoing research indicates that the observed differences in dexterity between dominant and

non-dominant hands may be due to each hemisphere of the brain specializing for different

aspects of limb movements (termed lateralization) [43, 75, 139].

Studies in sensorimotor neuroscience suggest that participants learn different sensori-

motor skills with their dominant versus non-dominant hand. For instance, when per-

forming a reaching task under the influence of a force field applied by a robotic manip-
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ulandum, participants learned to improve final position accuracy for both dominant and

non-dominant hands [43]. However, initial movement direction improved only for the par-

ticipants’ dominant hand, which the researchers attribute to changes in predictive (i.e.

feedforward) control, whereas the non-dominant hand primarily improved in final error cor-

rection, which the researchers attribute to changes in reactive (i.e. feedback) control. These

findings suggest that participants rely more on feedforward than feedback control when us-

ing their dominant hand, and vice-versa when using their non-dominant hand, for reaching

tasks [43, 14, 143, 139, 10].

For continuous trajectory-tracking and disturbance-rejection tasks through (smooth

non)linear machines, prior research primarily focused on modeling participants using their

dominant hand [40, 105, 137, 164, 162, 181, 187, 189, 192]. The results from these experi-

ments support the hypothesis that humans learn to use a combination of feedback and feed-

forward control to reject disturbances and track references. However, little is known about

the differences between controllers learned with different hands and whether learned con-

trollers transfer between hands [111]. We seek to determine whether the differences in control

mechanisms between left and right hands found in rapid reaching tasks [43, 14, 143, 139]

extend to continuous trajectory-tracking tasks.

The goal of this paper is to determine whether participants learn different feedback or

feedforward controllers when using their dominant versus non-dominant hand during a vi-

suomotor trajectory-tracking task. We extend, validate, and apply a nonparametric system

identification method to estimate feedback and feedforward controllers using unpredictable

reference and disturbance signals and second-order machine dynamics. Then we experimen-

tally assess differences in sensorimotor learning between the dominant and non-dominant

hand and test whether controllers transfer between hands.

We previously reported preliminary results for first-order machine dynamics in a non-

archival conference proceeding [181]; this paper extends those results to a second-order sys-

tem and provides additional support for the underlying assumptions and hypotheses. More

significantly, this paper presents new results comparing learned controllers and performance

obtained with dominant and non-dominant hands.

Specifically, two groups learned to perform a unimanual trajectory-tracking and disturbance-
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rejection task. One group started with their dominant right hand before switching to their

non-dominant left hand, and vice-versa for the other group. To assess the effect of handed-

ness on learning and transfer, we compared (i) feedback and feedforward controllers and (ii)

performance obtained by the two groups with their dominant and non-dominant hands. We

found that handedness did not affect the learned controller during a continuous trajectory-

tracking and disturbance-rejection task. Additionally, we provide evidence that improve-

ments in trajectory-tracking performance may be attributed to changes in feedback gain to

reject disturbances applied (a) externally by the experimenter, leading to system-level per-

formance improvements only for the group that learned the task with their non-dominant

hand first, and (b) internally due to sensorimotor noise.
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Figure 2.1: Human-in-the-loop trajectory-tracking. (a) Human response u is obtained with

a one-dimensional manual slider and input to machine M to produce output y, which is

overlayed on a display with 1 sec of a reference trajectory (0.5 sec preview). (b) The human

H transforms reference r and output y to user response u; the machine M transforms

the sum of control u and disturbance d to output y. We hypothesize that the human’s

transformation is the superposition of a feedforward F response to reference r and a feedback

B response to tracking error r − y. Representative data from one trial of the linearity

experiment are shown in (c) the time-domain and (d) the frequency-domain. The frequency

content of r and d are confined to prime multiples of a base frequency (1/20 Hz). Magnitudes

shown as percent of output or input space extent.
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2.2 Problem Formulation

We adopt a tutorial expository style in this section for two reasons. First, to support

validation of the assumptions underlying our modeling and analysis methodology, it is im-

portant that we explicitly state these assumptions. Second, to support the application of

our methods outside the human-in-the-loop controls community, it is valuable to explicitly

provide details and rationale that would ordinarily be taken as common knowledge in our

niche community. The expert reader may wish to skim or skip this section after reviewing

the following table of symbols and Fig. 2.1, returning only if questions arise in subsequent

sections.

Table 2.1: Table of symbols.

symbol reference meaning

u Fig. 2.1 human response signal

y Fig. 2.1 machine output signal

r Fig. 2.1 reference trajectory signal

d Fig. 2.1 input disturbance signal

Tzx Sec. 2.2.1 transformation from signal x to signal z

T (x) Sec. 2.2.1 transformation of x by T

x̂, T̂ Sec. 2.2.1 Fourier transformation of x, T

M Sec. 2.2.2 machine transformation: y = M(u+ d)

H Sec. 2.2.2 human transformation: u = H(r, y)

B Sec. 2.2.2 human feedback controller

F Sec. 2.2.2 human feedforward controller

2.2.1 Response to Reference and Disturbance Superimposes

In the laboratory, we instantiate the human-in-the-loop system as a one-degree-of-freedom

reference-tracking and disturbance-rejection task (Fig. 2.1) [105]. The transformations that
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must take place inside the human (i.e. to observe cursor position, generate a motor plan, and

control muscles to move the hand) are known to be nonlinear. However, when tasked with

tracking reference r and rejecting additive disturbance d through a linear time-invariant

(LTI) [12, Ch. 3, pg. 4] system M , we assume that people behave approximately like LTI

transformations for a range of reference and disturbance signals [105, 111, 116, 164, 181, 189].

When this assumption holds, the control signal u produced by the human in response to

reference r and disturbance d satisfies the law of superposition,

u = Tur(r) + Tud(d), (2.1)

where Tur and Tud are LTI transformations.

Hypothesis 2.2.1. The user response for reference tracking with disturbance is consistent

with a superposition of the user response to the reference and disturbance signals presented

individually.

Signals and LTI systems have time-domain and frequency-domain representations as

in Fig. 2.1(c,d), related by the Fourier transform [126, Ch. 5]; we will adorn signal x and

transformation T with a “hat” ·̂ to denote the Fourier transform x̂, T̂ . Importantly in what

follows, the frequency-domain operation performed by an LTI system is particularly sim-

ple: each frequency component of the input is independently scaled and phase-shifted [12,

Ch. 9]. Thus, frequency-domain LTI transformations (termed transfer functions) can be em-

pirically estimated by dividing Fourier transforms of time-domain input and output signals

at each frequency of interest ω and visualized using a Bode plot [126, Ch. 5] as in Fig. 2.4.

Specifically, when disturbance d = 0 in (2.1) we have

T̂ur(ω) =
û(ω)

r̂(ω)
(2.2)

and when reference r = 0 in (2.1) we have

T̂ud(ω) =
û(ω)

d̂(ω)
. (2.3)
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In contrast, an LTI system’s time-domain operation (2.1) – convolution [126, Ch. 3] – is

mathematically and computationally more complicated than frequency-domain multiplica-

tion. For this reason, we design and analyze experiments using frequency-domain represen-

tations of signals and systems.

2.2.2 Combined Feedback and Feedforward Improves Prediction

In the absence of reference, (i.e. r = 0), we assume that the human response is solely due

to a feedback B transformation of tracking error e = r − y = −y (i.e. H(0, y) = B(−y)).
If a nonzero reference r ̸= 0 is known to the human, we assume that it evokes an additive

feedforward F transformation of r, so that the overall human response can be written as

u = H(r, y) = F (r) +B(r − y), (2.4)

where e = r− y is tracking error. Using a combination of feedback and feedforward control

to model human trajectory-tracking has a long history in the field [40, 42, 41, 105, 111, 163,

137, 181, 189, 192], and is a well-known strategy to improve performance over error feedback

alone [12, Ch 8]. We emphasize, however, that certain neurologic conditions like cerebellar

ataxia could impair people’s ability to perform feedforward control. In such cases, feedback

alone may provide better predictions [155, 197].

Under Hypothesis 2.2.1, we can apply block diagram algebra [12, Sec. 2.2] to tran-

scribe Fig. 2.1(b) into equations that can be manipulated to express the empirical and

prescribed transfer functions T̂ur (2.2), T̂ud (2.3), M̂ (2.7) in terms of the unknown trans-

formations F and B,

û(ω) =
F̂ (ω) + B̂(ω)

1 + B̂(ω)M̂(ω)︸ ︷︷ ︸
T̂ur(ω)

r̂(ω) +
−B̂(ω)M̂(ω)

1 + B̂(ω)M̂(ω)︸ ︷︷ ︸
T̂ud(ω)

d̂(ω), (2.5)

and solve (2.5) to estimate the feedback B and feedforward F components of the human’s

controller at each stimulated frequency ω,

B̂(ω) = −M̂−1(ω)
T̂ud(ω)

1 + T̂ud(ω)
, (2.6a)

F̂ (ω) =
(
1 + B̂(ω)M̂(ω)

)
T̂ur(ω)− B̂(ω). (2.6b)
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If we instead assume that the human’s response to reference r is entirely due to feedback

B, then the feedforward controller F estimated in (2.6b) will be approximately zero, so it

can be neglected in (2.4) without affecting prediction accuracy.

Hypothesis 2.2.2. The combined feedback and feedforward model predicts user responses

better than a solely feedback model.

2.2.3 Feedback and Feedforward Adapt with Experience

Previous studies on point-to-point reaching tasks suggest that improvements in end-point

accuracy can be attributed to improvements in initial movement (feedforward control) for

the dominant hand and improvements in error correction (feedback control) for the non-

dominant hand [43, 14, 143], possibly due to specialization of each arm and the corre-

sponding brain hemisphere that controls the arm [43, 75, 139]. These findings lead to the

hypothesis that similar observations will hold in the trajectory-tracking task considered

here.

Hypothesis 2.2.3. Human feedback and feedforward controllers will adapt with practice.

(a) Feedback will adapt when using the non-dominant hand. (b) Feedforward will adapt when

using the dominant hand.

Note that this hypothesis does not speculate about how controllers adapt in the trajectory-

tracking task.

2.3 Experimental Methods

Two experiments approved by the University of Washington, Seattle’s Institutional Review

Board (IRB #00000909) were conducted to:

(linearity) validate the proposed problem formulation and

(handedness) assess differences between dominant and non-dominant hands

during sensorimotor learning and control in a continuous trajectory-tracking task.
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2.3.1 Manual Interface

Participants used a one-degree-of-freedom manual interface to control the position of a

cursor on a screen to track a reference trajectory (Fig. 2.1a). The interface handle was

attached to a linear potentiometer; the user response u was determined by measuring the

potentiometer voltage using an Arduino Due (Arduino.cc). The linear potentiometer had a

10 cm extent, and trials were designed such that the input required to produce the reference

trajectory was restricted to the middle third of this physical extent. The handle geome-

try changed between the linearity and handedness experiments to improve ergonomics

(Fig. 2.2):

(linearity) participants used a 35 × 12 × 22 mm (width×height×depth) rectangular

handle;

(handedness) participants used a 35× 150 mm (diameter×height) cylindrical handle.

(a) linearity handle (b) handedness handle

Figure 2.2: Handles for linearity and handedness experiments. (a) Participants pinched a

rectangular handle with their fingers in the linearity experiments. (b) Participants grasped

a cylindrical handle with their hand in the handedness experiments.
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2.3.2 Unpredictable Stimuli

Reference and disturbance signals were constructed as a sum of sinusoidal signals with dis-

tinct frequencies. Each frequency component’s magnitude was normalized by the frequency

squared to ensure constant signal power, and the phase of each frequency component was

randomized in each trial to produce pseudorandom time-domain signals as in Fig. 2.1(c). A

similar stimulus design procedure was employed in [189] to produce unpredictable reference

and disturbance signals, and in [40] to produce unpredictable disturbance signals. However,

to prevent harmonics from confounding user responses at different frequencies, we adopted

the procedure from [136] that restricts stimuli frequency components to prime multiples

of a base frequency (1/20 Hz in our experiments). Each trial consisted of two periods of

the periodic stimuli (40 sec total) after a 5 sec ramp-up. The number of prime multiples

changed between the linearity and handedness experiments to balance the experiment

design:

(linearity) first seven prime multiples of base frequency;

(handedness) first eight prime multiples of base frequency.

2.3.3 Trajectory-Tracking Task

User response u was transformed through a second-order system with damping to produce

output y:

M : ÿ + ẏ = u+ d, M̂ :
1

s2 + s
. (2.7)

In all experiments, 1 second of reference r was displayed with 0.5 second preview, partici-

pants were tasked with adjusting their control u to make a cursor positioned at y track the

reference, and the user’s response u was modified by an additive disturbance d to determine

the machine output y = M(u+ d).

Conditions for Linearity Experiment

To test the superposition principle (2.1), the three different types of conditions illustrated

in Fig. 2.3 were presented to the user in the order shown in TABLE 2.2. In disturbance-only
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trials (condition (0, d)), the reference r was constant (zero) and the disturbance d was non-

constant. In reference-only trials (condition (r, 0)), the reference r was non-constant and the

disturbance d was zero. In reference-plus-disturbance trials (condition (r, d)), both signals

were non-constant, but their frequency components were interleaved as in Fig. 2.3 (bottom)

to distinguish the user’s response to both signals: specifically, reference or disturbance were

active at even or odd multiples of the base frequency (indicated by an E or O subscript,

respectively). The two types of (r, d) trials – (rE , dO) and (rO, dE) – were presented to the

participants in alternating order.

Table 2.2: Conditions for linearity experiment (cf. Fig. 2.3).

Order 1 2 3 4 5

Condition (r, d) (0, d) (r, d) (r, 0) (r, d)

# Trials 2 10 2 10 10

Conditions for Handedness Experiment

To assess the effects of handedness on feedback and feedforward control, participants were

divided into two groups. All participants were right-handed, so we refer to the dominant

hand as the “right” hand and the non-dominant hand as the “left” hand. The first group

completed 30 (r, d) trials with their dominant right hand, then 30 (r, d) trials with their

non-dominant left hand (Group RL). The second group completed the same number of

trials, but with their non-dominant left hand first, followed by their dominant right hand

(Group LR).

2.3.4 Data Analyses

Measured data and the code reproducing the analyses can be found at [1]. User response u,

reference r, disturbance d, and output y were sampled at 60 Hz and converted to frequency-

domain representations using the fast Fourier transform (FFT). Data were analyzed using
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Figure 2.3: Conditions for linearity experiment (cf. TABLE 2.2). To assess whether

the human’s response to external reference r superimposes with the response to external

disturbance d, we empirically estimated transfer functions using data from four experi-

mental conditions: disturbance-only ((0, d), upper left); reference-only ((r, 0), upper right);

reference and disturbance interleaved at different frequencies ((r, d), bottom left, right).

The magnitude of r̂ is denoted with solid lines and filled circles, while dashed lines and

open circles denote that of M̂d̂; insets show corresponding time-domain signals r, M(d).

Magnitudes shown as percent of output or input space extent.

Python3.5. Transfer functions were estimated at stimulated frequencies from distribu-

tions obtained using equations (2.2), (2.3), and (2.6); this simple non-parametric modeling

scheme is referred to as the Fourier coefficients method [113] or the spectral measurement

technique [189].

Hypothesis 1

We computed frequency-domain representations of the transformation from disturbance d

and reference r to response u (T̂ud, T̂ur, respectively) at each stimulated frequency using (2.2)

and (2.3). We performed a Wilcoxon signed-rank test with significance threshold α = 0.05

to assess whether the magnitudes and phases of T̂ud and T̂ur in the (0, d) and (r, 0) trials were



20

different from those in the (r, d) trials. The Wilcoxon signed-rank test is a non-parametric

paired t-test for data that is not normally distributed [30, Sec. 5.7], selected for this study

due to the small expected sample size of less than 10 participants (see Appendix A.1.3

for more details). If there are statistically significant differences between transformations

estimated from different conditions, it suggests that the human is not well-modeled as an

LTI system.

Hypothesis 2

Feedback B was estimated for each participant by applying (2.6a) to data from disturbance-

only trials (condition (0, d)) and averaging across trials; similarly, feedforward F was esti-

mated for each participant by applying (2.6b) to data from reference-only trials (condition

(r, 0)), using B that was just estimated from the (0, d) trials and averaging across trials.

These controller estimates were used to predict user response û by applying (2.5) to data

from disturbance-plus-reference trials (condition (r, d)) for the last 10 trials. The coeffi-

cient of determination R2 [60, Eqn. (3.9)] was used to assess prediction accuracy at each

frequency (see Appendix A.1.1 for more details). We assessed differences between the R2

value obtained from the feedback-only (B) model and the feedback-plus-feedforward (B+F )

model with the Wilcoxon signed-rank test with significance threshold α = 0.05. If there is a

statistically significant improvement in the R2 value for the B + F model compared to the

B-only model, it suggests that the human response is better modeled with a combination

of feedback and feedforward control.

Hypothesis 3

We assessed the performance of each participant using time-domain tracking error computed

as the mean-square error (MSE) between reference r and output y:

∥r − y∥2 =
∑

t∈[0,40]

|r(t)− y(t)|2. (2.8)

Changes in performance over time were assessed by applying the Wilcoxon signed-rank test

with α = 0.05 to the average performance of each individual over the first and last five trials
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with each hand. To assess differences between Group RL and Group LR, we performed the

Mann-Whitney U test, a non-parametric unpaired t-test, with α = 0.05.

To assess whether a transformation T changed with practice, we averaged the magnitude

of the frequency-domain representation T̂ at stimulated frequencies ω ∈ {0.10 Hz, 0.15 Hz},

|T̂ | = 1

2

(
|T̂ (0.10 Hz)|+ |T̂ (0.15 Hz)|

)
, (2.9)

averaged this quantity over the first and last five trials with each hand for each participant,

and applied the Wilcoxon signed-rank test with α = 0.05. We only included the first two

stimulated frequencies in (2.9) since the other stimulated frequencies exceeded the crossover

frequency1 observed in our population, and prior work indicates (and our results corrobo-

rate) that reference-tracking and disturbance-rejection performance degrades at frequencies

higher than crossover.

This procedure was applied to the estimated human feedforward F̂ and feedback B̂ trans-

formations, as well as the system-level transformations |T̂yd| and |T̂yr−1|. Our focus on the

latter two transformations is motivated by the observations that the disturbance is rejected

if T̂yd = 0 and the reference is tracked if T̂yr = 1. However, we note that T̂yr = T̂yd(F̂ + B̂)

(assuming F and B are LTI), so it is not possible for the user to simultaneously achieve

T̂yd = 0 and T̂yr = 1 (assuming F̂ and B̂ have finite magnitude). We quantify system-

level performance at each frequency using statistics for trajectory tracking and disturbance

rejection, |T̂yr − 1| and |T̂yd|. Smaller values correspond to better performance.

Non-Stimulated Frequencies

Our methods can only estimate transfer functions at stimulated frequencies; the denom-

inators in (2.2) and (2.3) are undefined at frequencies ω where r̂(ω) = 0 or d̂(ω) = 0,

respectively. Although we expect the power of the user response signal to be concentrated

at these stimulated frequencies, we nevertheless measure user response at intermediate non-

stimulated frequencies (see Fig. 2.1(d)). Since any user response at non-stimulated frequen-

cies degrades task performance (there is no reference to track or disturbance to reject), we

1Frequency where gain of loop transfer function L̂ = B̂M̂ equals 1 [105].
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use the deviation of |û| from 0 as another way to quantify task performance. Tracking er-

ror (3.1) is affected by user response across both stimulated and non-stimulated frequencies,

which we separately quantify using system-level performance and |û|.

2.4 Results

We recruited participants from the greater University of Washington community: 7 for the

linearity experiment, and an additional 18 (9 male, 9 female; age 18-32; height 145-190

cm; weight 48-98 kg) for the handedness experiment.2 The participants had no reported

neurological or motor impairments and all were daily computer users.

2.4.1 Response to Reference and Disturbance (Approximately) Superimposed Across Con-

ditions

We tested Hypothesis 2.2.1 with the linearity experiment to determine whether user re-

sponse u in disturbance-only (0, d) or reference-only (r, 0) conditions was consistent with

user response in disturbance-plus-reference conditions (r, d) (Fig. 2.4). The magnitude and

phase of the transfer functions from d and r to u (T̂ud and T̂ur, respectively) estimated from

these different conditions were indistinguishable at most stimulated frequencies (p > 0.05;

exceptions denoted with † in Fig. 2.4), indicating that participants’ response to reference and

disturbance signals approximately satisfied the law of superposition across the qualitatively

different conditions in Fig. 2.3.

2.4.2 Combined Feedback and Feedforward Improved Prediction

We tested Hypothesis 2.2.2 with the linearity experiment to determine whether a combined

feedback-plus-feedforward (B+F ) model improves prediction compared to a feedback-only

(B) model (Fig. 2.5). Predictions for both models were better (R2 closer to 1) below

crossover frequency (0.25 Hz, determined as the lowest stimulated frequency where the gain

of the open-loop transfer function L̂ = B̂M̂ is less than 1 [105, 189]), and decreased in

accuracy (R2 closer to 0) at higher frequencies, suggesting the linear models were more

2Demographics were not recorded for the linearity experiment.
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Figure 2.4: Transfer function estimates in linearity experiment. Distributions (median,

interquartile) of transfer functions T̂ud (left), T̂ur (right) estimated from disturbance-only

or reference-only trials, (0, d) or (r, 0), and reference-plus-disturbance trials (r, d), for the

conditions in TABLE 2.2 and Fig. 2.3. Statistically significant differences (Wilcoxon signed-

rank test: p < 0.05 ) in distribution magnitude or phase at each frequency indicated with

†.

accurate at lower frequencies. Prediction accuracy for the B + F model was higher than

the B model at all frequencies (Z = 0.0, p = 0.016), suggesting that user responses u

to references r and disturbances d are better predicted with a combined feedback-plus-

feedforward (B + F ) model than a feedback-only (B) model.

2.4.3 Performance Improved and Feedback Adapted

We tested Hypothesis 2.2.3 with the handedness experiment (Fig. 2.6 and Fig. 2.7) to

determine whether task performance changed with practice using time-domain reference
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Figure 2.5: Predictive accuracy of models, linearity experiment. Distribution (median,

interquartile, range) of coefficient of determination (R2) between human inputs u and pre-

dictions from feedback-only (B) and feedback-plus-feedforward (B+F ) models. The B+F

model had significantly better prediction accuracy than the B model at all frequencies

(Wilcoxon signed-rank test: Z = 0.0, p = 0.016; indicated with ∗).

tracking error ∥r− y∥2 from (3.1). We found that performance improved rapidly within the

first five trials and then did not change significantly, even after switching hands, regardless

of which hand was used first (Fig. 2.7a). Performance improved significantly between the

first and last five trials with the first hand (trials #1–5 and #26–30; Group RL: Z = 0.00,

p = 0.004; Group LR: Z = 0.00, p = 0.004), and did not change significantly between the

last five trials with the first hand and the first five trials of the second hand (trials #26–30

and #31–35; Group RL: Z = 21.0, p = 0.86; Group LR: Z = 19.0, p = 0.68). We did not

find statistically significant differences between Group RL and Group LR in the first or last

five trials with either hand (Mann-Whitney U : p > 0.05).

To determine whether improvements in ∥r − y∥2 could be attributed to changes in

feedback or feedforward control, we assessed whether feedback B or feedforward F control

changed with practice using the mean magnitude of the frequency-domain representation
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Figure 2.6: Tracking error from handedness experiment. Distributions (median, interquar-

tile) of time-domain tracking error ∥r − y∥2 for 60 trials, with a switch between dominant

(right; red circles) and non-dominant (left; blue squares) hands after trial 30, for two groups

of 9 participants: (top) right then left (Group RL); (bottom) left then right (Group LR).

Summary statistics in Fig. 2.7 use data from first five and last five trials with each hand,

highlighted with light and dark gray boxes.

|B̂| or |F̂ | from (2.9). The mean magnitude of the feedback controller increased with practice

for both groups (Z = 3.0, p = 0.02 in both) between the first and last five trials with the

first hand, and did not change when switching to the second hand (p > 0.05). There was no

statistically significant change in the mean magnitude of the feedforward controller across

all conditions (p > 0.05) (Fig. 2.8). We did not find statistically significant changes in the

phase of F and B at any stimulated frequency.

We observed system-level performance improvements at the first two stimulated frequen-

cies (0.10, 0.15 Hz) solely for Group LR (Fig. 2.7). Group LR significantly decreased both

|T̂yr − 1| (Z = 4.0, p = 0.028) and |T̂yd| (Z = 0.0, p = 0.004) through experience with their
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first (left) hand, indicating significant improvements in reference tracking and disturbance

rejection. This improved performance persisted even after switching from the left hand to

the right hand, suggesting some transfer of knowledge between hands.
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Figure 2.7: Summary statistics from handedness experiment. Distributions (median,

interquartile, range) from first five (light gray box) and last five (dark gray box) of 30

trials with dominant (red solid background) and non-dominant (blue hatched background)

hands: (a) tracking error ∥r−y∥2; mean magnitude of (b) feedforward |F̂ | and (c) feedback

|B̂| controllers (shared y axis); mean magnitude of (d) disturbance rejection |T̂yd| and (e)

reference tracking |T̂yr−1| errors (shared y axis). Statistically significant (Wilcoxon signed-

rank test: p < 0.05) differences between adjacent distributions indicated with ∗. Group RL

in top row, Group LR in bottom row, as in Fig. 2.6.

2.4.4 User Response Diminished at Non-Stimulated Frequencies

Although we saw significant improvements in tracking performance with practice, we only

observed modest or no improvements in system-level performance at stimulated frequencies.

These results led us to consider user response at non-stimulated frequencies, since atten-

uating such response improves tracking performance. For both groups, the magnitude of

the response at non-stimulated frequencies below crossover (0.25 Hz) decreased significantly

between the first and last five trials with the first hand (trials #1–5 and #25–30) (Fig. 2.9),

and this diminished response transferred between hands.
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Figure 2.8: Human feedback (B) and feedforward (F ) controllers. Distributions (median,

interquartile) obtained by pooling data from the last five trials with each hand for both

groups in the handedness experiment; we did not observe statistically significant differences

between groups or hands (Wilcoxon signed-rank test: p > 0.05).

2.5 Discussion

Prior work demonstrated that people adapt feedback and feedforward controllers differ-

ently with the dominant and non-dominant hands during reaching tasks [43, 14, 143, 139].

However, little is known about how handedness affects learned controllers in continuous

trajectory-tracking tasks such as the one considered in this study. When subjects reach to

targets, feedback and feedforward control are assumed to be episodic: the initial ballistic

motion is attributed to solely feedforward control (since sensorimotor delays preclude feed-

back) whereas corrective motions in the latter stage of the reach are attributed to solely

feedback control [43, 14, 143, 139]. In contrast, feedback and feedforward processes are

engaged simultaneously when subjects track continuous trajectories as in our experiments.
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Figure 2.9: Change in effect of sensorimotor noise. (top row:) Distributions (median,

interquartile) of magnitude of user response at non-stimulated frequencies from first and

last five trials with first hand (trials #1–5 in light gray and #26–30 in green) in handedness

experiment. (bottom row:) Ratio of user response magnitudes between first and last five

trials with first hand decreases significantly below crossover (0.25 Hz). Group LR in left

column, Group RL in right column.

To assess how feedback and feedforward controllers are learned through experience and

transferred between hands in a trajectory-tracking task, we extended, validated, and ap-

plied a non-parametric system identification method (adapted from [105, 181, 189, 187]).

We found that feedback and feedforward controllers estimated for different hands were not

distinguishable and that learned controllers transferred between hands. Trajectory-tracking

performance improved significantly with practice, but system-level performance improve-

ments were significant only for the group that learned the trajectory-tracking task with
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their non-dominant hand first. Surprisingly, we did not find significant adaptation of the

feedforward controller across the sample population. Instead, performance improvements

can be attributed to a significant increase in feedback gain below crossover frequency; this

accounts for significant changes in the effect of disturbances applied both externally by the

experimenter and internally by sensorimotor noise.

2.5.1 Response to Reference and Disturbance (Approximately) Superimposed Across Con-

ditions

We found small but statistically significant differences between the transformations Tud, Tur

estimated using data from disturbance-only (0, d) and reference-only (r, 0) trials and the

combined reference-and-disturbance (r, d) trials. Thus, the controllers implemented by our

participants to control a second-order system do not satisfy the superposition principle (2.1)

as well as in our previous findings for first-order systems [181]. We attribute this difference

to the increased difficulty of the trajectory-tracking task for a second-order system. How-

ever, considering how different each of the experimental conditions in Fig. 2.3 are from

the user’s perspective – namely, that (r, 0) trials only have reference, (0, d) trials only have

disturbance, and (r, d) trials have both reference and disturbance – we regard the empir-

ical transformations in Fig. 2.4 as remarkably consistent across the qualitatively different

conditions in Fig. 2.3.

Similarly to our previous findings for first-order systems [181], we found higher vari-

ability in estimates of transformation magnitude at higher frequencies compared to lower

frequencies. Thus, although we found evidence that our human-in-the-loop control system

is mildly nonlinear, neglecting this nonlinearity nevertheless yields good predictions for the

human’s learned controllers, so our results support Hypothesis 2.2.1 with caveats.

Although human behavior is richly varied and nonlinear in general, our results support

the assumption that people can behave remarkably linearly after sufficient experience inter-

acting in closed-loop with a linear time-invariant system [40, 170, 171, 189, 181, 187, 192].

Previous studies have ensured that human-in-the-loop-systems are approximately linear by

using experts such as pilots [105] or only collecting data after participants undergo prac-
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tice [40, 171]. Because our experiments commenced immediately without providing time

for participants to explore the interface or machine dynamics (let alone become experts),

this lack of practice may have contributed to the mild nonlinearities we observed. Future

studies may benefit from estimation of nonlinearity [170], especially during learning.

2.5.2 Combined Feedback and Feedforward Improved Prediction

We observed significant improvements in prediction accuracy with the feedback-plus-feedforward

model compared to the feedback-only model at all frequencies in Fig. 2.5. This improve-

ment in prediction accuracy implies that a model selection procedure based on an infor-

mation criterion [98] would favor the combined feedback-plus-feedforward model over the

feedback-only model if prediction accuracy was prioritized over model simplicity. Thus,

our results lend further support for Hypothesis 2.2.2, consistent with previous results for

first-order [40, 181, 189, 187] and fourth-order [171, 192] systems.

Our system identification method assumes the human controller consists of parallel feed-

back and feedforward controllers. However, the method does not assume or require either

controller to be non-zero; in particular, if participants did not employ feedforward control,

our method would yield a feedforward estimate with negligible magnitude. We emphasize

that including both reference-tracking and disturbance-rejection in the task is necessary to

ensure we can solve two independent equations in two unknowns (2.6) to uniquely determine

feedback and feedforward controllers using our non-parametric modeling method.

2.5.3 Performance Improved Because Feedback Adapted

Regardless of which hand was used first, participants significantly improved tracking

performance through experience with their first hand. This improvement in time-domain

performance persisted when participants switched hands, suggesting that learned controllers

transferred between hands. Since we observed corresponding significant increases in feed-

back gain and observed no significant change in feedforward, we attribute this performance

improvement to changes in feedback. These findings lead us to reject Hypothesis 2.2.3.
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Our Hypothesis 2.2.3 was motivated by previous studies of human sensorimotor learn-

ing during reaching tasks that suggest improvements in end-point precision were due to

improvements in initial movement (feedforward control) for the dominant (right) hand and

improvements in error correction (feedback control) for the non-dominant (left) hand [43, 14,

143, 139]. However, there are differences between target-reaching tasks and the trajectory-

tracking task used in this current experiment. For instance, the target-reaching tasks

in [43, 14, 143, 139] are brief (approximately 1 sec in duration), so feedforward control

is thought to dominate user response for a significant fraction of each trial since visual feed-

back is delayed by approximately 250 msec, and the target’s location changes discontinuously

when the trial begins. In contrast, feedback and feedforward are engaged simultaneously for

the entire 40 sec duration of each of our trajectory-tracking trials, and the reference changes

continuously throughout the trial. The differences in experiment design could account for

the differences we observed in how feedback and feedforward adapt. Since increasing the

difficulty of a target-reaching task affects adaptation of feedback and feedforward [147, 176],

it is possible that changing the machine dynamics or user interface may affect adaptation

of feedback and feedforward in trajectory-tracking tasks.

Our inability to detect adaptation in feedforward control over a 1-hour period is in-

consistent with previously published research that demonstrated adaptation of feedforward

control over a 2-week period [192]. However, there are significant differences between our

study methodology and [192] that may explain why we did not observe feedforward adap-

tation. First, the participants in [192] were tasked with learning to track a fourth-order

system, which is significantly more complex than the second-order system used here, and

the differing location of machine poles and zeros may affect learned controllers and track-

ing performance [191]. Second, since many of our participants reported prior experience

controlling second-order systems (e.g. driving cars, playing video games), they may have

employed a previously-learned feedforward controller in our experiment. Third, there was a

significant difference in practice time between the two studies. In [192], participants learned

the system dynamics over two weeks, whereas in our study, participants learned the system

dynamics over 1 hour. Although we observed performance plateau during the 1-hour study,

a longer practice time over the course of days or weeks may result in significant adapta-
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tion of feedforward control. Finally, and most significantly, while participants in [192] were

tasked with following a predictable chirp trajectory, we tasked our participants to track

unpredictable sum-of-sine trajectories. Stimuli predictability is known to affect tracking

performance for human-in-the-loop systems [189, Fig. 5] [110, Fig. 5], possibly due to the

use of internal signal generators [59, 32] (as opposed to the internal controllers posited

here).

2.5.4 Adaptation of Feedback Improved System-Level Performance For Group LR

To determine whether adaptations in feedback controller gain lead to system-level improve-

ments in performance, we looked for differences in T̂yd, T̂yr at the first two stimulated fre-

quencies (0.10, 0.15 Hz) by comparing the first five and last five trials with each hand. For

Group LR, we saw improvements in both T̂yd and T̂yr with their first hand, suggesting that

reference tracking and disturbance rejection both improved. Despite clear improvements

in time-domain performance for both groups, we did not observe statistically significant

improvements in system-level performance at the stimulated frequencies for Group RL.

One possible explanation for these findings is that participants may initially find it more

challenging to perform the trajectory-tracking task with their non-dominant hand, produc-

ing a larger effect that was easier to detect statistically. Consideration of sample size

provides an alternative explanation for observed system-level differences in group perfor-

mance that points to interesting directions for future study. Group LR and Group RL

were relatively small populations (9 participants in each group), so there may have been

unmeasured group-level differences. For instance, participants reported subjective differ-

ences in the strategy they employed to improve tracking performance. Some participants

acknowledged that they were controlling the cursor acceleration and consciously altered

their response accordingly, while others mainly focused on reactively minimizing tracking

error. Future experiments with a larger number of participants are needed to determine

whether different subpopulations employ different strategies when learning controllers.
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2.5.5 Adaptation of Feedback Affected the Effect (but not the Source) of Sensorimotor

Noise

Since time-domain tracking performance improved significantly for both groups of partici-

pants but rejection of disturbance stimuli and tracking of reference stimuli only improved

for one group, we are led to consider user response at frequencies we measured but did not

stimulate. Any user response at non-stimulated frequencies degrades time-domain track-

ing performance, so it is in the users’ best interest to suppress this response [166]. We

observed nonzero user response at non-stimulated frequencies, and this response decreased

significantly with practice for frequencies below crossover for the first hand in both groups

(Fig. 2.9). This suggests that, instead of (or in addition to) improving performance of dis-

turbance rejection and trajectory-tracking at stimulated frequencies, the participants sup-

pressed their response at low non-stimulated frequencies, leading to improved time-domain

performance.

Because the machine dynamics and feedback in Fig. 2.1(b) are linear time-invariant,

the user response at non-stimulated frequencies arises due to (i) nonlinearity in the hu-

man’s transformation and/or (ii) sensorimotor noise. Although we found evidence for (i)

mild nonlinearities (see Fig. 2.4 and Sec. 2.5.1), we tested for but did not find significant

coherent responses in the user response at harmonics of the stimulated frequencies (i.e. non-

stimulated frequencies), so nonlinearity alone does not appear to explain our observations.

Assuming instead that user response at non-stimulated frequencies arises solely due to (ii)

additive sensorimotor noise, we did not find statistically significant changes in this noise

with experience. Indeed, despite the fact that we observed significant changes in feedback

B and user response u at non-stimulated frequencies, we observed no significant changes

in the power spectrum of the imputed disturbance δ = (1 +MB)u. Instead, the effect of

the noise was attenuated by the increase in feedback gain below crossover. This result is

consistent with prior studies from sensorimotor control that found the presence of significant

noise whose statistics did not change with the limited amount of practice (less than 1 hour)

considered here [73].
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2.5.6 Does Stimulus or Noise Drive Learning?

When learning to perform novel tasks like controlling a cursor on a screen or reaching un-

der a force field, sensorimotor noise and movement variability are crucial for driving learn-

ing [38, 68, 180]. As people explore the action space for a particular task, certain movements

(e.g. tracking a trajectory with specific frequency components) result in greater reward (e.g.

improved tracking) [38]. With significant practice, noise and variability decreases, leading

to improved performance in ballistic throwing [66, 73] and reaching [180] tasks. Similarly,

we argue here that our observations that 1) there was time-domain improvement, 2) there

was no corresponding system-level performance improvement at stimulated frequencies, and

3) user response decreased at non-stimulated frequencies below crossover, suggests that re-

ducing the effect of sensorimotor noise may be a crucial aspect of performance improvement

in continuous trajectory-tracking tasks. Although out of scope for our study, our results

indicate that changes in sensorimotor noise at non-stimulated frequencies should be consid-

ered in addition to feedback and feedforward control at stimulated frequencies in studies of

human-in-the-loop control systems.

2.6 Conclusion

Understanding how humans learn to track continuous trajectories with their dominant and

non-dominant hands is crucial for enabling bimanual device control when teleoperating a

surgical robot or manipulating objects in augmented or virtual reality. To this end, we

first validated a non-parametric modeling method to simultaneously estimate feedback and

feedforward control during a second-order continuous trajectory-tracking and disturbance-

rejection task with seven participants. We then investigated adaptation of feedback and

feedforward control and corresponding system-level changes in performance when nine par-

ticipants learned to track with their right hand before their left hand, and when nine other

participants learned to track with their left hand before their right hand.

Our study demonstrated that: (1) feedback control adapted with practice and transferred

between hands in both groups; (2) feedback adaptation improved system-level performance

in tracking prescribed references and rejecting externally-applied disturbances for the group
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that first learned the task with their non-dominant (left) hand; and (3) feedback adaptation

improved tracking performance by attenuating the effect of a user’s sensorimotor noise in

both groups. These findings suggest that handedness may not affect learned controllers,

demonstrate that learned controllers may be transferred between hands, and highlight the

importance of attenuating sensorimotor noise for human-in-the-loop control systems.
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Abstract

Manual device interaction requires precise coordination which may be difficult for users

with motor impairments. Muscle interfaces provide alternative interaction methods that

may enhance performance, but have not yet been evaluated for simple (eg. mouse tracking)

and complex (eg. driving) continuous tasks. Control theory enables us to probe continuous

task performance by separating user input into intent and error correction to quantify how

motor impairments impact device interaction. We compared the effectiveness of a manual

versus a muscle interface for eleven users without and three users with motor impairments

performing continuous tasks. Both user groups preferred and performed better with the

muscle versus the manual interface for the complex continuous task. These results suggest

muscle interfaces and algorithms that can detect and augment user intent may be especially

useful for future design of interfaces for continuous tasks.
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3.1 Introduction

Users predominantly interact with devices using manual interfaces such as mice, touch-

screens, steering wheels, and joysticks. However, many of these interfaces may be difficult

or impossible to use for individuals with upper-extremity motor impairments after neuro-

logic injury. Such users may have difficulty precisely coordinating arm and hand function

to control manual interfaces due to weakness of the arm muscles, spasticity provoking un-

intended movement, and muscle tightness limiting mobility [63]. The lack of accessibility

of manual interfaces for users with motor impairments is well-documented [50, 62, 94, 109].

People with neurologic injuries that impact one side of the body like stroke or cerebral palsy

tend to solely use their unaffected side for device interaction [165]. This leads to slower and

more error-prone technology use and increases fatigue [158]. Alternatives that can be per-

sonalized and require less strength and coordination could encourage greater use and utility

of the affected side. Muscle interfaces are one potential alternative to manual interfaces

that may enable users with and without motor impairments to interact effectively and un-

obtrusively with their device [140]. The placement of the muscle sensors can be personalized

so that users can adapt the interface to their own ability level [178]. Such interfaces may

decrease errors, increase use of the affected side, and enhance long-term function.

In this paper, we investigate the performance of a muscle versus a manual interface for

continuous trajectory tracking tasks in users with and without motor impairments using

modeling techniques from control theory. While other performance metrics for modeling

continuous task performance exist [5, 92], we demonstrate that control theory techniques

provide powerful insights not available with other techniques. To the best of our knowledge,

there are no methods in human-computer interaction (HCI) that separate and quantify

user intent (feedforward control) from error correction (feedback control). This could be

particularly useful for users with motor impairments. Users with motor impairments after

neurologic injury often retain the ability to determine the input needed to control a device

to follow a desired trajectory in the absence of errors. However, they may have difficulty

correcting for errors that arise from unexpected disturbances like arm tremor [63] (Fig. 3.1).

We apply techniques from control theory to decode user intent, providing a foundation for



39

Figure 3.1: Successfully completing continuous tasks with manual or muscle interfaces is

crucial for many tasks including cursor navigation. While a user may intend to follow a

desired reference path (dotted red line) with user intent (dotted red arrows), unexpected

disturbances (sudden change in cursor position between the two blue circles) introduce errors

that must be corrected with error correction (solid blue arrows). The user input (mouse

position) combines user intent and error correction and maps to the cursor position on the

screen (blue solid line).

future development of HCI algorithms that assist users as they perform continuous tasks

like mouse tracking and driving.

We used frequency-domain analysis to separate and quantify feedforward and feedback

control for simple (velocity-based) and complex (acceleration-based) continuous tasks using

a muscle and manual interface in eleven users without motor impairments. We also studied

muscle and manual interface performance for the complex task for three participants with

motor impairments. We computed two performance metrics: (i) time-domain error between

a desired trajectory and actual cursor position and (ii) frequency-domain error between the

user’s feedforward controller and the controller required to perfectly follow a reference in

the absence of errors.

The contributions of this paper are threefold:
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C1 extend control theory-based quantitative modeling techniques that separate user intent

(feedforward control) and error correction (feedback control) to muscle interfaces;

C2 experimentally compare muscle versus manual interface performance for simple

(velocity-based) and complex (acceleration-based) continuous trajectory

tracking tasks;

C3 conduct preliminary evaluations of muscle versus manual interface performance for a

complex continuous task for users with motor impairments.

We report two key experimental findings:

F1 users without motor impairments were 49% better at tracking continuous trajectories

using the muscle than the manual interface for the complex continuous task;

F2 users without motor impairments were 61% better at tracking high-frequencies above

0.35 Hz with the muscle versus the manual interface.

Our paper proposes and extends an experimental and analytical method to guide future

development of accessible interfaces like muscle interfaces using control theory. The results

demonstrate the feasibility of using methods from control theory to inform future interface

design and develop assistive algorithms to aid users with motor impairments in achieving

desired tasks.

3.2 Related Work

3.2.1 Accessible Interfaces for Users With Motor Impairments

Despite technological advancements in personal computing, device accessibility for users

with motor impairments and alternate abilities remains a challenge [178]. Researchers

have demonstrated how ability-based assumptions underlying traditional interfaces such

as touchscreens [50, 62, 159] and mice [50] are inappropriate for users with motor impair-

ments, and how these assumptions can be modified to encompass users of all abilities. Other

researchers have worked on using artificial intelligence to adapt current interfaces such as
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touchscreens [109, 194] and screen layouts for use with a mouse [56] such that they take into

account each user’s ability level. Researchers have also worked on modeling stroke gestures

on touchscreens for users with motor impairments [161]

We are interested in whether alternative interfaces could provide performance advantages

for continuous tasks. Although it is crucial to understand how traditional interfaces can

be adapted for users with motor impairments, novel interfaces like smart watches [94] and

headsets [96] are quickly being developed for commercial use. Understanding whether muscle

interfaces provide performance benefits for users of all abilities is important for encouraging

development of muscle interfaces.

3.2.2 Electromyography as Non-Invasive Muscle Sensors

Although muscle interfaces have gained popularity in research as a hands-free interaction

method, muscle electrical signals are most often used in clinical research to quantitatively

assess impairments level, track progress, and evaluate clinical interventions for various clini-

cal populations [16, 34, 153]. Electromyography (EMG) sensors are commonly used in these

settings to noninvasively measure muscle electrical activity from the skin surface. Dry or

wet electrodes passively measure these electrical signals, which can then be relayed to a

computing unit for analysis. EMG technology is still limited to short-term use due to low

battery life, bulky form factor, high cost, and lack of comfort [13, 48, 123]. Researchers

are currently addressing these limitations by developing novel electrodes and hardware for

long-term EMG use [129, 185, 188].

3.2.3 Electromyography in Human-Computer Interaction

Muscle interfaces for HCI have mainly focused on gesture classification tasks for hands-free

device use for users without motor impairments. Such interfaces have been demonstrated

to have high gesture classification accuracy even when: hands are occupied with other

objects [140, 141], EMG signals are weak [71], consumer-level EMG sensors are used [64], and

a large number of gestures are attempted [8]. These studies demonstrate that users without

motor impairments can successfully use muscle interfaces to reliably perform discrete tasks
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like tapping and swiping.

Work on enabling discrete interactions with EMG data is crucial for the adoption of

muscle interfaces into everyday life, but little work has studied the use of muscle interfaces

for continuous tasks or for users with upper-extremity motor impairments. In addition,

prior research on gesture classification with EMG data demonstrates the strength of muscle

interfaces in scenarios where manual interfaces would be difficult to use, but have not directly

compared performance of muscle and manual interfaces.

3.2.4 Continuous Control Using Muscle Interfaces

Prior work on continuous muscle interfaces focused on measuring EMG signals from resid-

ual muscles of amputees for prosthetic control. EMG control is desirable for prosthesis

users because it requires minimal effort, allows for intuitive device manipulation, and is

noninvasive [47, 145]. In this application, EMG signals are measured from the user and

fed into a proportionality controller to manipulate position, speed, or acceleration of the

prosthesis [54].

Preliminary research on continuous muscle interfaces for prosthetic control is limited

and compares manual and muscle interfaces for simple tasks that map the user input to the

position or velocity of a cursor on a screen. Researchers [31, 88] performed investigations

where they compared force-based, EMG-based, and position-based interfaces for controlling

position and velocity of a cursor. They demonstrated that users tracked a desired reference

more accurately with force-based and position-based interfaces. However, they also found

that users could track higher frequency signals with the muscle interface than with the

manual interfaces.

Our study builds on this work by using metrics from control theory to compare simple

and complex task performance for users with and without motor impairments. Understand-

ing tradeoffs between muscle and manual interface performance for simple and complex tasks

may lead to greater incorporation of muscle interfaces that are more accurate, easier to use,

and encourage muscle use in users with motor impairments.



43

3.2.5 Feedforward Controller Formulation for Manual Interfaces

An emerging technique for modeling continuous human and device interactions is using con-

trol theory to separate user input into a feedforward component that expresses the intended

output and a feedback component that corrects for errors [40, 105, 137, 182, 189, 192]. The

feedforward component can be considered a performance metric to determine whether the

user has learned how their user input maps to the device output in the absence of errors

(Fig. 3.1). Control theory provides established frequency-domain techniques for separating

and quantifying feedforward and feedback controllers for users without motor impairments.

In the 1960’s, McRuer et al. [105] used trajectory tracking data collected from pilots to

demonstrate feasibility of estimating a user’s feedforward and feedback controllers from

data. More recent work focuses on quantifying user performance using the estimated feed-

forward controller. Researchers demonstrated that users without motor impairments using

a manual interface develop good feedforward controllers for predictable [40, 137, 192] and

unpredictable [182, 189] trajectories. In addition, researchers also demonstrated that users’

feedforward controllers improve as users gain experience performing a trajectory tracking

task [192].

Our study extends the control theory-based experimental methods and analyses previ-

ously used to study how users without motor impairments use manual interfaces. Our paper

focuses on how users with and without motor impairments use muscle interfaces. Under-

standing how feedforward and feedback controllers are affected by alternative interfaces and

motor impairments is crucial for improving device interaction for all users.

3.3 What is a Continuous Task?

Continuous tasks can range from simple to more complex. We define simple tasks as being

position- (eg. mouse tracking, where the position of the mouse determines the cursor po-

sition) or velocity-based (eg. wheelchair navigation, where the joystick position determines

the velocity of the wheelchair). We define complex tasks as being acceleration-based (eg.

automobile or robot control, where the user input determines the acceleration of the me-

chanical system). Mathematically, the increase in task complexity arises from the increased
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number of derivatives that relate the user input to the device output. These complex tasks

require more abstraction (derivatives) for the user to determine the input they should apply

to produce the desired device output. In continuous tasks, the user input is theorized to

be a combination of i) user intent (feedforward control; the input that yields the desired

device output in the absence of any errors) and (ii) error correction (feedback control; the

input that corrects for errors that can arise from unexpected perturbations, inappropriate

inputs (eg. due to motor impairments), or unexpected changes in the task) [57]. In this

paper, controller or control refer to the process by which the user determines their input in

response to device output. Mathematically, a controller is a function that transforms time-

and/or frequency-domain signals. Taking the example of mouse tracking as a continuous

task, user intent could express the user’s desire to move the cursor along a specific path,

while error correction could compensate for deviations from the intended path caused by

unintentional tremors of the user’s arm (Fig. 3.1).

Neurologic injuries like stroke or cerebral palsy that result in motor impairments usually

do not affect the cerebellum, where user intent (feedforward control) is formed [18]. In-

stead, the injury usually occurs in the motor cortex that coordinates and transmits signals

to arm muscles [63]. The injury to the motor cortex can cause errors between the user’s

intended motion and the implementation of the desired motion (eg. causing unintentional

arm tremor), making it difficult to perform error correction (feedback control). Thus, we

hypothesize that neurologic injury may impair feedback but not feedforward elements of

user input. To test this hypothesis, we separately quantify user intent and error correction

in continuous tasks for users with and without motor impairments using frequency-domain

techniques from control theory. These techniques have previously been applied to partici-

pants without motor impairments using manual interfaces [105, 182, 189, 192]. This study

extends the applicability of these tools to include simple and complex tasks using muscle

interfaces and users with motor impairments after neurologic injury (post-stroke).
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Figure 3.2: (i) Block diagram representation of user interacting with device adapted

from [105]. The user, contained within the purple dotted square, transforms external refer-

ence R and tracking error R− Y through feedforward (user intent, F in red) and feedback

(error correction, B in blue) controllers to produce user input U . The device transforms the

sum of user input U and external disturbance D to device output Y via mapping M . (ii)

While it is difficult to separate the two reference (dotted red line) and disturbance (solid

blue line) signals in the time-domain (left), the task is much easier in the frequency-domain

(right). We can easily go back and forth from time- and frequency-domain using the Fourier

and inverse Fourier transform.

3.4 Methods

3.4.1 Experimental Design

We manipulated the following conditions: interface (muscle versus manual), task (simple

versus complex), and population (with versus without motor impairments). We conducted

two types of experiments. First, we ran a 2× 2 factorial design study with 11 participants

without motor impairments (interface: muscle versus manual, task : simple versus complex).

Second, we conducted a case series study with 3 participants with motor impairments after

stroke, and compared muscle versus manual interface performance for the complex task.
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We compared the results from this experiment against the participants without motor im-

pairments. To shorten the study and avoid fatigue among participants who had a stroke,

data was only collected for the complex task for participants with motor impairments. The

order of presentation for the conditions was randomized for each participant.

3.4.2 Participants

We recruited 11 participants without motor impairments for this study from the broader

community (4 female, 7 male; 1 left-handed, 10 right handed; age: 25±3.7 years, height:

171±11.3 cm; weight: 68±10.5 kg). All were daily computer users and played video games

monthly or yearly. Six participants were familiar with the concept of EMG signals, and one

participant regularly worked with EMG signals.

We also recruited 3 participants who had a stroke that affected one side of their body

from clinics and local stroke survivor support groups (Table 5.1). P1 and P2 predominantly

used their unaffected arm for activities of daily living, including using a computer or phone.

As shown by the self-reported impairments, P3 had fairly good control over her affected

arm, and used her affected side for mouse navigation and writing. However, she only uses

her affected side to use the mouse, and types solely with her non-affected side. Potential

participants were asked if they could touch their shoulder and move their arm back as a

measure of bicep and tricep control.

3.4.3 Task

Participants used their muscles or a slider to control a cursor on a screen to track a yellow

trajectory (Fig. 3.3). Since one goal of this work is to encourage bilateral device interaction,

participants without motor impairments used their non-dominant arm and participants

with motor impairments used their affected arm to complete the tasks. When using their

muscles, participants were strapped into a padded rigid device with their palms facing up

(Fig. 3.3 bottom). Participants moved the cursor up by pulling up against the rigid device

to activate the biceps, and moved the cursor down by pushing down into the rigid device

to activate the triceps. We previously found during a pilot study on participants without
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Self-reported impairments

Age

yrs
Sex

Yrs

since

str-

oke

Aff-

ec-

ted

side

Mo Sp St Tr Co Fa Gr Ho Se Dr Ds

P1 48 M 2 L ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

P2 47 M 11 R ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

P3 51 F 6 R ✓ ✓ ✓ ✓

Mo = slow movements, Sp = spasm, St = low strength, Tr = tremor, Co = poor coordination,

Fa = rapid fatigue, Gr = difficulty gripping, Ho = difficulty holding, Se = lack of sensation,

Dr = difficulty controlling direction, Ds = difficulty controlling distance.

Table 3.1: Participant Characteristics. Self-reported impairments adopted from Findlater

et. al [49] and Mott et. al [109]

motor impairments that participants moved the slider in many different ways from flicking

the slider to using their whole arm to move the slider. To standardize how participants

moved the slider, participants were asked to lay their elbow on a hard surface and move the

slider with their biceps and triceps (Fig. 3.3 top).

The user input was mapped to the output of the device as either the velocity (simple task)

or the acceleration (complex task) of the cursor. Participants without motor impairments

performed 30 trials per condition, each 45 seconds long. At the end of each trial the error

between the reference trajectory and the cursor position was displayed as a scaled number

between 0 and 100%. Participants were asked to make this number as small as possible.

Participants with and without motor impairments were highly encouraged to take breaks

between trials and between conditions and were reminded that they were free to stop the

experiment at any time. Reset screens where participants could take breaks were shown

between each 45 second trial. Participants with motor impairments performed at least 20
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Figure 3.3: Participants controlled a purple cursor on a computer screen using either a

manual slider (top) or muscle EMG (bottom) interface.

trials per condition, depending on fatigue. Continued clonus or spasticity (more than once

per 45-second trial) was also used to indicate muscle fatigue as a break or stop point during

the experiment.

After each condition, participants filled out the NASA Task Load Index (TLI) [65] to

subjectively quantify the difficulty of completing the trajectory tracking task across six

different categories – mental demand, physical demand, temporal demand, performance,

effort, and frustration. The NASA TLI rates the workload of a task from 0 (low workload)

to 100 (high workload). At the end of the experiment, we asked participants whether they

preferred the muscle or slider interface.

3.4.4 Game Development

The experiment was described to participants as a trajectory tracking game (Fig. 3.3).

Participants were asked to control a purple diamond cursor on the screen using a slider
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or their muscles. The cursor was restricted to motion in one-dimension (up or down).

Participants controlled the cursor by either manipulating a manual interface (slider) towards

or away from the body, or activating the muscle interface by pulling up or pushing down

against a rigid device.

The trajectory tracking task was visualized using pygame 1.9.4 in Python3.5. We used

a randomly phase-shifted sum-of-sines at eight fixed frequencies between 0.1-0.95 Hz and

amplitude to generate pseudorandom references and disturbances (Fig. 3.2(ii)). Researchers

previously found that frequencies much higher than 1 Hz are difficult to track in the context

of this experiment [105, 182, 189]. The position of the cursor on the screen was updated by

the user input at 60 Hz, the same update frequency as a standard computer screen. This

game was adapted from work by [105] and more recently by [182, 189].

3.4.5 Muscle Interface Development

We used the Delsys Trigno EMG System (Delsys Inc. Massachusetts, USA) to collect EMG

activity from the biceps and triceps of our participants. The Delsys sensor is a wireless

dry electrode commonly used in clinical settings, and collects EMG data at 1926 Hz. The

electrodes were placed on the biceps and triceps according to Surface Electromyography

for the Non-Invasive Assessment of Muscle (SENIAM) [67] guidelines. The Delsys software

development kit was used to import raw EMG signals from the Delsys unit to Python for

further processing.

EMG values were normalized by calibrating the EMG activity against participants’

maximum expected contraction. At the beginning of the trial, we asked each participant

to flex their biceps or triceps as hard as they could three times, each for two seconds,

while secured by the rigid device or by a researcher. The 95th percentile of the EMG data

collected was saved for each 2-second trial, and the average of the three trials was saved as

the maximum contraction.

Raw EMG signals were processed similarly to [31, 88]. EMG signals were filtered by

processing 100 ms of EMG data at a time. Each 100 ms window was further split up into

two, 50 ms windows and delinearized before taking the average of the two windows. We
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then scaled the filtered EMG activity by the value of the maximum contraction for each

muscle. If scaled user input for both the biceps and triceps were below a specified threshold

(defined as 2.5% of the maximum contraction for participants without motor impairments),

the user input was set to zero. This ensured that participants could reach zero despite minor

fluctuations in EMG signal from measurement noise. Otherwise, the muscle with the larger

scaled value was returned as the user input. If the biceps had a larger scaled value than

the triceps, the cursor would move up, and if the triceps had a larger scaled value than the

biceps, the cursor would move down.

All of the participants who had a stroke could not sufficiently relax their muscles to

obtain a zero user input with the 2.5% threshold due to weaker maximum contractions.

The threshold for zero user input for the muscle interface was adapted to a maximum of

12% of the maximum contraction, depending on the level of EMG activity we observed

during rest.

3.4.6 Slider Interface Development

Participants manipulated a custom slider connected to a 10 kΩ potentiometer. An Arduino

Due (Arduino.cc) was used to measure and import the potentiometer values into Python

for further processing. The slider was 35 mm wide × 12 mm tall × 22 mm deep and printed

with a 3D printer using ABS filament. Pushing the slider required very little strength

similar to pushing a pen across a table.

3.4.7 Data Analysis

User input from either the muscle or manual interface, reference and disturbance trajecto-

ries, and position of the cursor on the screen was collected at 60 Hz. Collected data was

analyzed in Python3.5. To quantify user performance taking into account both user intent

and error correction, we compute the mean-square error (MSE) between the prescribed

reference R and the measured position of the cursor Y over time t:

MSEtime =
∑

t

(|R− Y |)2. (3.1)
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To quantify user performance solely taking intent into account and ignoring difficulties with

error correction arising from motor impairments, we compute the MSE between the inverse

of the device dynamics M−1 and the estimated feedforward controller F over frequencies w:

MSEfreq =
∑

w

(|M−1 − F |)2. (3.2)

The performance for the last five trials was averaged as a measure of error after learning

for both performance metrics.

For the 2×2 factorial design with participants without motor impairments, we looked for

potential differences between conditions (interface, task) for the two performance metrics

defined in eq. (3.1, 3.2) using the two-way analysis of variance (ANOVA) test. We tested

the normality distribution assumption of our data using the Shapiro-Wilks test and allowed

for minor violations in normality because of the robustness of the ANOVA. We hypothesized

that participants will perform worse when performing the complex task compared to the

simple task due to the added abstraction (derivative). Additionally, we hypothesized that

muscle interfaces will perform worse than manual interfaces because participants will be

more acquainted with manual interfaces than the muscle interface. Paired t-tests with

α = 0.05 were used as a post-hoc test.

Similarly to previous studies [31, 88], we also hypothesized that we will see perfor-

mance differences between muscle and manual interfaces at higher frequencies. Although

researchers previously only compared muscle and manual interfaces for the simple task, we

hypothesized that their finding will extend to the complex task as well. We tested for differ-

ences in frequency-domain performance at each frequency between the muscle and manual

interface with the paired t-test for the complex task with α = 0.05.

As we only had three participants with motor impairments, comparisons between users

with and without motor impairments are descriptive. This experiment was mainly to assess

the viability of a muscle interface for users without motor impairments. We hypothesized

that users with motor impairments will perform worse than users without motor impair-

ments with the time-domain performance metric, but perform similarly for the frequency-

domain performance metric. This is because motor impairments after neurologic injury

usually affect the error correction (feedback), not user intent (feeforward) contributions to
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user input [63].

3.5 Results

3.5.1 Study 1: Muscle versus Manual Interfaces for Simple and Complex Tasks

To determine when muscle interfaces provide performance advantages over manual inter-

faces, this study compared performance for users without motor impairments using muscle

and manual interfaces for simple and complex continuous tasks.

Muscle Interface Improves Performance for Complex Task

The time-domain performance metric (MSEtime) quantifies the performance of continuous

trajectory tracking tasks when taking into account both user intent and error correction.

The two-way ANOVA only found a main effect for the task difficulty (Table 3.2). Contrary to

our hypothesis that participants will perform better with the manual interface, participants

without motor impairments performed equally well with either interface for both the simple

and complex tasks (simple: t=1.88, p = 0.09; complex: t=-0.15, p = 0.88) (Fig. 3.4).

However, participants performed significantly worse for the complex task compared to the

simple task using the manual interface (t=-5.76, p < 0.001) (Fig. 3.4). This suggests that

participants did find the increased abstraction (derivative) more difficult but only when

using the manual interface.

The frequency-domain performance metric (MSEfreq) quantifies the performance of con-

tinuous trajectory tracking tasks when only taking into account the user intent. This metric

ignores how well or poorly participants perform error correction. We found a significant

main (interface, task) and interaction (interface × task) effect for the frequency-domain

performance (Table 3.2). As expected, users developed a better feedforward controller for

the simple task compared to the complex task when using the manual interface (t=-7.81,

p < 0.001) (Fig. 3.4). This suggests that participants found it easier to determine the input

required to track the desired trajectory for the simple task compared to the complex task

when using the manual interface. Participants performed equally well for simple and com-

plex tasks when using the muscle interface (t=-2.09, p = 0.063). Surprisingly, users had 49%
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Figure 3.4: Time-domain (left) and frequency-domain (right) measures of error for both

simple and complex tasks. Lower values indicate better performance. Statistically signifi-

cant differences are marked with their respective p values.

more accurate feedforward controllers when performing the complex task with the muscle

interface than the manual interface (t=-4.66, p < 0.001). This means that in the absence of

errors users can track reference trajectories more accurately with the muscle interface than

the manual interface, but only for the complex acceleration-based task. This suggests that

interface performance is task-dependent and feedforward controller accuracy is dependent

on the type of interface used.

Comparing the performance of muscle and manual interfaces by solely quantifying user

intent (MSEfreq) enabled us to detect differences between the two interfaces that were not

readily apparent when also taking into account error correction (MSEtime). While the two

interfaces performed similarly in the time-domain performance metric, the muscle interface

performed significantly better than the manual interface in the frequency-domain metric.
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Factor F1,40 p Partial η2

MSEtime

Interface 1.19 0.28 0.025

Task 6.55 0.014 0.14

Interface × task 0.74 0.39 0.15

MSEfreq

Interface 4.83 0.034 0.047

Task 43.5 <0.001 0.43

Interface × task 13.5 <0.001 0.13

Table 3.2: Two way ANOVA (interface × task) results for time-domain (MSEtime) and

frequency-domain (MSEfreq) measures of performance.

Having an accurate prediction of what the user intends to do is critical for developing

algorithms that assist the user in performing tasks.

Muscle Interface Accurately Tracks High-Frequency Signals

To more deeply understand why the muscle interface performed better than the manual

interface for the complex task in the frequency-domain, we compared the frequency-domain

performance at each stimulus frequency. For the complex task, participants performed

significantly better at frequencies above 0.35 Hz with the muscle interface than the manual

interface (Fig. 3.5). Overall, participants performed 61% better at high frequencies above

0.35 Hz with the muscle than the manual interface. Without accounting for error corrections,

users’ inputs more accurately tracked faster moving components of the reference trajectory

with the muscle than the manual interface. This suggests that if a task requires users to

track rapidly changing trajectories like navigating a drone in a forest at a high speed, they

may find it easier to do so with the muscle than the manual interface.



55

Figure 3.5: Frequency-based performance across different frequencies for complex

acceleration-based task. Participants performed significantly better with the muscle (yel-

low) than the manual (purple) interface.

3.5.2 Study 2: Comparing Interface Performance for Users With Motor Impairments

We learned from the first study that users without motor impairments perform better using

muscle compared to manual interfaces while conducting complex tasks in the absence of

errors. In this study, we compared differences and similarities in performance for users with

and without motor impairments as they navigate a complex task with a muscle or manual

interface. This study was a proof-of-concept case study with 3 participants (P1, P2, P3)

who had a stroke to verify whether muscle interfaces were a viable alternative to manual

interfaces for users with motor impairments.

Muscle Interface Improves Performance

Participants with motor impairments successfully completed the complex trajectory track-

ing task with both muscle and manual interfaces. P1 learned to use the muscle interface
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quickly and preferred it over the manual interface. P2 and P3 had more difficulties learn-

ing to use the muscle interface and isolating bicep and tricep activation. They expressed

that they would have performed better if they had more time to practice. Despite the

limited practice time, users with motor impairments performed 24% and 44% better using

the muscle than the manual interface with the time- and frequency-domain performance

metrics respectively (Fig. 3.6). As we only had three participants, the performance of each

participant with motor impairments is shown as a dot. As we hypothesized, users with

motor impairments had much worse time-domain performance (MSEtime) than users with-

out motor impairments (Fig. 3.6). However, frequency-domain performance (MSEfreq)

for users with motor impairments were within the range observed for users without motor

impairments. Since frequency-domain performance excludes contributions from error cor-

rection while time-domain performance accounts for both user intent and error correction,

we can conclude that users with motor impairments were worse than users without motor

impairments with error correction, but not with forming user intent.

NASA Task Load Index (TLI)

Users with and without motor impairments perceived no differences in task load across tasks

and interfaces (Fig. 3.7). We found no significant main (interface: muscle versus manual;

task : simple versus complex) or interaction (interface × task) effects from the results of

the NASA TLI for participants without motor impairments. NASA TLI for users with

motor impairments ranged from 45 to 80, well within the range of users without motor

impairments. This suggests that users subjectively found all interfaces equally easy to

manipulate, despite the muscle interface being a novel interface for many participants.

3.6 Discussion

We demonstrate for the first time that users with and without motor impairments per-

form better when using a muscle interface compared to a manual interface for a complex

(acceleration-based) continuous task. Muscle interfaces provide an attractive alternative

interaction method to manual interfaces that encourage bilateral interaction for users with

motor impairments after neurologic injury. The fine coordination of multiple arm and finger
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Figure 3.6: Time-domain (left) and frequency-domain (right) measures of error for complex

task for users with and without motor impairments. Lower values equals better performance.

The time-domain error for users with motor impairments is much worse than users without

motor impairments for both the muscle and manual interface. Users with motor impairments

perform comparably to users without motor impairments in forming feedforward models in

the frequency-domain.

muscles required to use manual interfaces are simplified to activating one or two user-chosen

muscles with muscle interfaces. For users with difficulties performing error correction like

users with motor impairments, quantifying the intent from the user input while ignoring

error correction is an important metric for quantifying interface performance. To the best of

our knowledge, we proposed the first performance metric for users with motor impairments

that quantifies user intent, that is, the user input needed to control a device to follow a

desired trajectory in the absence of errors.

We found that both users with and without motor impairments preferred and performed

44% and 49% better respectively with the muscle than the manual interface for the complex
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Figure 3.7: Results from NASA TLI demonstrates similar subjective workload across all

tasks for users with and without motor impairments.

task but not the simple task. We additionally found that users without motor impairments

performed 61% at frequencies above 0.35 Hz. It may be that muscle interfaces are par-

ticularly intuitive for acceleration-based tasks. The electrical activity that we measure as

the user input for the muscle interface is a result of electrical signals sent from the brain

to the muscle fibers, which then produce force that generates movement [34]. Since force

(F ) is correlated to acceleration (a) and the mass of the system (m) by F = ma, EMG

activity can be directly mapped to acceleration without the need for abstraction. This is

one possible explanation for why muscle interfaces were preferred and performed better for

the complex acceleration-based task. Something to consider for future iterations of this

study is comparing the muscle interface against a force-based manual interface instead of

a position-based manual interface that we used for this study. If direct mapping between

the user input and device output is important for performance, then muscle interfaces and

force-based interfaces should perform similarly for the complex task.

Muscle interfaces performing better for complex acceleration-based high-frequency tasks
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have implications for interface design for users with and without motor impairments. Mus-

cle interfaces may be beneficial for tasks where the user controls the acceleration of the

device that require quick maneuvers like flying a drone through a dense forest or remotely

controlling a legged robot through rocky terrain. Continuing research on comparing how

various interfaces perform with frequency-domain analysis from control theory is useful for

informing intuitive interface design for device control.

A key contribution of this study is the use of techniques from control theory to decode

user intent for users with motor impairments for the first time. Previous studies solely

compared performance between manual and muscle interfaces from users without motor

impairments [31, 88]. Our study demonstrated that while users with motor impairments

have higher time-domain error (MSEtime) than users without motor impairments, they per-

formed better with the muscle interface compared to the manual interface. Users with motor

impairments had to coordinate and activate their whole arm and upper body to hold and

move the manual interface. With the muscle interface, however, they solely activated their

biceps and triceps, requiring less coordination and movement than the manual interface. In

the frequency-domain, we successfully derived user intent for users with motor impairments,

and showed that the quantified feedforward controllers were within range of users without

motor impairments. This is consistent with what is known about motor impairments after

stroke, as stroke that results in the impairments often affects the motor and sensory cortices

of the brain affecting muscle recruitment and sensory feedback, but not the planning of the

movement in cerebellum [63]. These promising results suggest that muscle interfaces may

be a viable alternative to manual interfaces to enable bilateral device interaction for users

with motor impairments. It is especially exciting that users with motor impairments appear

to perform better using the muscle than the manual interface even when the performance

metric takes into account error correction. However, we expect that users with motor im-

pairments will perform even better when their intent is used by artificial intelligence to

assist them with error correction. In future work the derived user intent could also be used

to design algorithms that adapt to user capabilities to assist with error correction.
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3.6.1 Limitations

With such a small population of participants with motor impairments (3), it is not possible

to draw statistically significant conclusions. In addition, motor control ability in users

who have had a stroke is diverse, and even in our case study we saw a large heterogeneity

in user capabilities, making it challenging to draw general conclusions about users with

motor impairments from this study. However, our preliminary results suggest that muscle

interfaces are a viable alternative to manual interfaces and modeling methods from control

theory can be used to quantify user intent separate from error correction for users with

motor impairments.

We only compared the muscle interface against a custom-built slider, one type of manual

interface that is not as commonly used in daily life and was not designed for user comfort or

performance. Additionally, users were not able to customize how the physical displacement

of the slider mapped to the movement on the screen. In the future, comparing the muscle

interface against commercially-available manual interfaces like touchscreens, joysticks, and

mice and allowing for customization of interface sensitivity would inform when muscle inter-

faces are a desirable alternative to manual interfaces for complex high-frequency continuous

tasks.

Lastly, there were a number of restrictions placed on the participants during this study

that would not be in place during everyday use that may have affected the results of the

study. To standardize how participants interacted with the manual interface, we asked

participants to place their elbow on a hard surface and solely use their biceps and triceps,

rather than using their wrists or fingers to manipulate the slider. We also do not know

the effect of handedness on muscle or manual interface performance. Participants may have

performed better with the manual than the muscle interface if they had used their dominant

hand since users generally have better coordination with their dominant hand.

3.7 Conclusion

This is the first paper to report on the performance of muscle versus manual interfaces for

simple (velocity-based) and complex (acceleration-based) continuous tasks for users with



61

and without motor impairments. We introduced techniques from control theory to quantify

the performance of user intent in the absence of errors (like unintended tremor from motor

impairments). Users without motor impairments performed 49% better with the muscle

than the manual interface for tasks that required rapid changes to user inputs. Users with

motor impairments performed 44% better with the muscle than the manual interface and

had similar intent to users without motor impairments, suggesting that the modeling method

successfully separated the users’ intent from errors arising from motor impairments.

Muscle interfaces provide performance advantages for users with motor impairments and

for complex tasks that require users with and without motor impairments. Such alternate

interfaces should continue being developed to support users of all abilities.
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Abstract

In continuous human-machine interfaces such as robot teleoperation, both the human and

interface must work together to achieve a common goal. To optimally assist the human

user, co-adaptation schemes that enable the prediction of how the human and interface will

adapt to stimuli and parameters in closed-loop with fixed dynamics is ideal. However, co-

adaptive HMIs present a “two-learner” problem with unique challenges, due to the human

and interface jointly learning in closed-loop. In this paper, we demonstrate that the co-

adaptation game variation where the human and interface are series interactions with the

goal of reference tracking or disturbance feedforward are theoretically ill-posed. We find in

simulation and in experiment that minimizing for task error and human and interface effort

in a co-adaptive HMI results in improved performance and decreased human effort compared

to baseline. Further investigation is needed to identify the optimal parameterization of

the human controller and how adaptive interfaces can be best synthesized in closed-loop

with an adaptive human to optimally control a fixed machine during reference tracking or

disturbance feedforward tasks.
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4.1 Introduction

When controlling human-machine interfaces (HMIs) such as prostheses [35, 196], brain-

computer interfaces [120, 174], and robots [84, 114, 172], it is often desirable for the human

and the interface to jointly control a fixed machine by co-adapting to achieve a common

goal or task. In many of these scenarios, the human and interface must control the output

of a machine with dynamics. To optimally assist the human user, co-adaptation schemes

that enable prediction of how the human and interface will adapt to certain stimuli and

parameters when in closed-loop with fixed dynamics are ideal.

However, co-adaptive HMIs present a “two-learner” problem with unique challenges,

due to the human and the interface jointly learning in closed-loop. Game theory has been

proposed in recent years as a framework for studying these two-learner dynamics in senso-

rimotor control [23, 84, 85, 93, 112] and provides techniques for predicting convergence to

and stability of equilibrium points in two-learner systems [19, 131]. Previous studies have

demonstrated that for HMIs where the human and interface have the same inputs and out-

puts (i.e., the human and the interface are parallel interactions), closed-form solutions to

the two-learner problem can be found with classical techniques [84, 114, 195]. However, the

case where the human and the interface have different inputs and outputs (i.e., the human

and the interface are series interactions) and are both interacting with a fixed machine with

dynamics has not been as well studied.

Examples such as invasive [120] or non-invasive [187] neural interfaces, rehabilitation [100],

driving [2], prosthetics [196, 35], motor learning [79], and surgical robotics [61] highlight the

ubiquity of existing and emerging HMIs that fall within the category where the human and

interface are series interactions. To more clearly define this problem category, we can take

the example of a neural interface [93]. A common framework for a neural interface is to

measure neural signals, such as firing rates, (i.e., the human) and use a decoder (i.e., the

interface) to translate those signals to control an external device, such as a computer cursor

to follow a target on a screen [93, 120]. In this scenario, the input to the human is the tar-

get position and the output is the neural activity. The input to the interface is the neural

activity and the output is the cursor position. Similarly, there are many other application
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areas in which we can define the human and the interface as being series interactions, with

the input to the interface being the output of the human and the output from the interface

potentially interacting with a fixed machine with dynamics.

In the application areas listed above, we aim for the machine output to track references

and reject disturbances that occur in the form of additive noise. For example, when control-

ling a computer cursor via a neural interface, there are references that the user may want

to track (e.g., moving a cursor from the center of the screen to a desired location) as well as

additive noise that the user may want to reject (e.g., unintended cursor movement due to in-

stability in the neural interface) [187]. In this paper, we demonstrate that the co-adaptation

game variation of the human and the interface as series interactions in an HMI with the

goal of reference tracking or disturbance feedforward is theoretically ill-posed [195]. Yet, the

ubiquity and utility of such two-learner systems suggest that this is an important problem

to investigate. Therefore, we focus on the experimental results and computational analysis

of co-adaptation games in HMIs with series interactions and disturbance feedforward.

We demonstrate that by minimizing task error and human and interface effort in a co-

adaptive HMI, we can synthesize usable, adaptive interface controllers in both simulation

and during real-time experimentation. We test the co-adaptation strategies of the human

and interface in a disturbance-feedforward experiment with a fixed 2nd order machine and

adaptive 0th, 1st, and 2nd order interfaces. We find improved performance and decreased

human effort in only the 1st order adaptive interface compared to baseline. We do not find

significant differences in performance or human effort between baseline and co-adaptation

for the 0th or 2nd order adaptive interfaces. Our simulation results demonstrate that perfor-

mance improves with co-adaptation compared to baseline at low human penalty parameters,

but human effort improves with co-adaptation compared to baseline only for the 2nd order

human and interface controllers. Combined, our experimental and computational results

suggest that co-adaptation does improve performance compared to baseline, and the 2nd

order parameterization of the human controller with a low human penalty produces similar

computational results as our experiments. Further investigation is needed to identify the

optimal parameterization of the human controller and how adaptive interfaces can be best

synthesized in closed-loop with an adaptive human to optimally control a fixed machine
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during reference tracking or disturbance feedforward tasks.

4.2 The co-adaptation game in human-machine interfaces

For a generalized co-adaptation game, we can model the two-learner HMI using the block

diagrams in Fig. 4.1, where: H represents the human, M the (fixed) machine that is being

controlled, and I the (adaptive) interface we seek to synthesize. The analysis and synthesis

of feedback systems like these is the raison d’être for the field of control theory [12, 103].

In particular, a sub-field termed robust control [195] is concerned with the synthesis of the

interface I (conventionally termed the controller) to optimize a performance criterion with

respect to a model of the machineM and humanH (and, optionally, uncertainty in the given

models). The performance criteria of interest in robust control are (induced) norms [195,

Ch. 4] that quantify how much signal power is transferred from disturbance w to error z.

From the perspective of synthesizing the interface I, the optimal control problem takes the

form1

min
I
∥H/M/I∥I (4.1)

where the norm ∥·∥I is determined from components of z that involve y or u.

In a classical robust control framework, the controller to be synthesized is the only un-

known or nonstationary transformation – once the optimal controller is found (e.g. using

efficient numerical algorithms [21]), it can be implemented with confidence that it will ex-

tremize the chosen performance criterion. The problem in (4.1) is therefore non-classical

due to the presence of the human H, who will undoubtedly adapt [105] in response to

perceived changes in the interface I, for instance by solving its own optimal control prob-

lem [39, 146, 157],

min
H
∥H/M/I∥H , (4.2)

where the norm ∥·∥H is determined from components of z that involve p or q. If the interface

adapts to observed changes in the human, for instance by iteratively (re-)solving its optimal

control problem (4.1), it is natural to regard this co-adaptive interaction as a game [169]

1As an example, when the disturbance w is Gaussian and the error z consists of the state of the machine
x and the control input u, solving (4.1) using the frequency-domain 2-norm as the performance criterion
yields the well-known linear-quadratic Gaussian (LQG) regulator [195, Ch. 14].
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Figure 4.1: Block diagram models for HMIs. These diagrams specify the flow of informa-

tion, with signals illustrated by arrows and transformations of signals illustrated by blocks.

We allow signals to be multidimensional, and blocks to be multi-input multi-output [195,

Ch. 1]. For instance, M has three inputs (q, w, u) and outputs (p, z, y). We enumerate the

inputs and outputs from top-to-bottom in the diagram, so q is the first input to M and y is

the third output from M , and we use subscripts to denote transformations between (groups

of) signals1. When the blocks H, M , and I are linear time-invariant [195, Ch. 3], these

diagrams are not solely conceptual – they provide precise mathematical specifications of

the closed-loop transformation from input disturbance w to output error z. Indeed, the left

diagram is equivalent to the two diagrams in the middle where the block M/I is determined

by the feedback interconnection (formally, the lower linear fractional transformation [195,

Ch. 10.1]) between M and I, and the block H/M is determined by the feedback intercon-

nection (formally, the upper linear fractional transformation [195, Ch. 10.1]) between M

and H. Finally, all of these are equivalent to the right diagram that is obtained by applying

the same interconnection algebra to the feedback loops that remain in the middle diagrams

to obtain the transformation H/M/I from input disturbance w to output error z.

1e.g. My,q = M3,1 denotes the transformation that M defines from q to y and M(z,y),q = M(2,3),1

denotes the transformation that M defines from q to (z, y); the order of subscripts is chosen to

match the position of the inputs and outputs in the equation y = My,q · q.
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– specifically a dynamic game [19], owing to the presence of dynamics in the machine M

(and, presumably [105], the human H and interface I).

We now discuss several variants of this co-adaptation game. The dynamic non-cooperative

game defined by the optimal control problems in (4.1) and (4.2) has been studied extensively

in the case that the human H and interface I share input and output spaces [19, Ch. 6] – this

parallel interaction has applications in collaborative and rehabilitation robotics [84, 114].

Motivated by applications in teleoperated robots, neuroprosthetics, and other assistive de-

vices where the human’s input or output are processed through the interface, we consider

the less well-studied case of series interactions. It is natural in our applications of inter-

est that the input disturbance w contains a reference r we want the machine’s output y

to track, or additive noise d we want to the machine’s output to reject, so that the out-

put error z contains tracking error e = r − (y + d). However, including these types of

disturbance feedforward in the output errors renders the optimal control problems in (4.1)

and (4.2) theoretically ill-posed [195, Ch. 14.7]. Thus we focus in the remainder of this

paper on experimental and computational studies of co-adaptation games in HMIs with

series interactions and disturbance feedforward.

4.2.1 Modeling the HMI with series interaction and disturbance feedforward

We focus the remainder of this paper on the variant of the co-adaptation game with series

interaction and disturbance feedforward. We model the adaptive human and interface as

two players that interact in a closed-loop dynamic game [19] where the human provides a

response with a one-degree-of-freedom slider uH(t) ∈ R that the interface then transforms

into the interface response uI(t) ∈ R to reject disturbances d(t) ∈ R (Fig. 4.2).

We previously demonstrated that when humans are tasked with tracking references r

and rejecting additive disturbances d through a linear time-invariant (LTI) [12, Ch. 3, pg. 4]

system M , humans behave approximately like LTI transformations for a range of reference

and disturbance signals [181, 186]. As such, we can analyze our system in Figure 4.2 using

the frequency-domain representations [126, Ch. 5] of signals and LTI systems; we will adorn

signal x and transformation T with a “hat” ·̂ to denote the Fourier transform x̂, T̂ .
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Figure 4.2: HMI model with series interaction and disturbance feedforward. Left: When

reference r = 0, the adaptive human H transforms output y to user response uH ; the

adaptive interface I transforms the user response uH to interface response uI ; the fixed

machine M transforms the sum of interface response uI and disturbance d to output y.

Right: Human response uH is obtained with one-dimensional manual slider and is input to

the adaptive interface I and fixed machine M to produce output y.

Therefore, for a given prescribed and measured signals and transformations r̂, d̂, ŷ, Î, M̂ , we

can apply block diagram algebra [12, Sec. 2.2] to transcribe Fig. 4.2 into equations that can

be manipulated to express the empirical and prescribed transfer functions T̂uHd = ûH

d̂
as a

function of the unknown human transfer function Ĥ(ω):

ûH(ω) =
−Ĥ(ω)M̂(ω)

1 + Ĥ(ω)M̂(ω)Î(ω)︸ ︷︷ ︸
T̂uHd(ω)

d̂(ω). (4.3)

We can then estimate the human’s controller Ĥ(ω) at each stimulated frequency ω as:

Ĥ(ω) = −M̂−1(ω)
T̂uHd(ω)

1 + Î(ω)T̂uHd(ω)
(4.4)

We can additionally apply block diagram algebra to obtain the user controlled cursor

position ŷ as a function of prescribed and measured signals and transfer functions:

ŷ(ω) =
M̂(ω)

1 + Ĥ(ω)M̂(ω)Î(ω)
d̂(ω) (4.5)

For a given sinusoid of frequency ω, the adaptive interface can be synthesized as minimiz-

ing the task error ∥ŷ(ω)∥22 and effort ∥Î(ω)∥22. Assuming that the human is also minimizing

the task error and effort ∥Ĥ(ω)∥22, we can assume that the human and the interface are



70

playing a potential game [69, Ch. 12] and define a corresponding potential function:

p̂(Ĥ(ω), Î(ω)) = ∥ŷ(ω)∥22 + λH∥Ĥ(ω)∥22 + λI∥Î(ω)∥22, (4.6)

where λH , λI > 0 corresponds to penalty parameters of the human and interface effort,

respectively. Therefore, for a given human controller Ĥ, we can synthesize the interface

controller Î by minimizing the potential function (4.6), where the user-controlled cursor

position ŷ(ω) is defined by (4.5).

4.3 Experimental results

The goal of this experiment was to determine the effects of human-interface co-adaptation

on final interface dynamics, performance, and human and interface effort as participants

completed a disturbance-rejection task with a one-degree-of-freedom slider. We recruited

eleven participants (age: 28 ± 7 years (mean ± standard deviation); gender: 8 women, 3

men, 1 non-binary (some identified with multiple genders); hand dominance: 11 right-hand

dominant). All participants provided consent according to the University of Washington,

Seattle’s Institutional Review Board (IRB #00000909). All were daily computer users.

Participants completed three conditions of disturbance-rejection tasks in random order:

1) 0th order interface controller; 2) 1st order interface controller; 3) 2nd order interface con-

troller. Each condition started with a randomized interface initialization, and the interface

was updated every three trials by minimizing for the human effort, interface effort, and the

joint performance of the human and the interface to make the cursor position magnitude

as close to 0 as possible (4.6). Participants completed 21 trials per condition. Between

each condition, participants completed three baseline trials where the interface was set to 1

(passthrough). Participants were asked to keep the randomly disturbed cursor as close to

the center of the screen as possible.

4.3.1 Participants converge to different interface controllers

For all tested interface controllers, participants converged to a range of interface controller

parameters after co-adaptation that were not the baseline (Fig. 4.3).
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Figure 4.3: Individualized interface controllers after co-adaptation. Participants converged

to a range of interfaces after co-adaptation. The black point represents the baseline interface

(i.e., I = 1) and the blue points represent each participants’ final interface coefficients after

co-adaptation.

4.3.2 Co-adaptation improved performance for 1st order interface

Compared to baseline, participants improved or maintained performance with co-adaptation

(Fig. 4.4). For cursor position output in the time-domain, regardless of interface order,

there was no difference between baseline and co-adaptation (p > 0.05). For the frequency-

domain performance metrics, we solely computed performance for stimulated frequencies

below crossover frequency of 0.25 Hz2 (i.e., we solely took into consideration performance

at ω = 0.10, 0.15 Hz). For the 1st order interface, participants performed better for all

frequency-domain performance metrics with interface co-adaptation compared to baseline

(cursor output error
∑

ω |ŷ(ω)|2: p = 0.03; potential function loss
∑

ω |p̂(ω)|2: p = 0.04; dis-

turbance rejection performance
∑

ω T̂yd(ω): p = 0.04). However, for the 0th order interface,

there was no difference in any of the frequency-domain performance metrics between co-

adaptation and baseline (p > 0.05). For the 2nd order interface, only the potential function

loss
∑

ω |p̂(ω)|2 was significantly lower with interface co-adaptation compared to baseline

(p = 0.02); there was no difference with other performance metrics.

2frequency at which the open-loop transfer function magnitude is below 1, |L̂(ω)| = |Ĥ(ω)M̂(ω)Î(ω)|
[105]
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Figure 4.4: Baseline versus co-adaptation performance. Distributions (median, interquar-

tile) for baseline and co-adaptation for various performance metrics for 0th (left), 1st (mid-

dle), and 2nd (right) order interface dynamics. Top to bottom: time-domain cursor output

error
∑

t |y(t)|2; frequency-domain cursor output error for stimulated frequencies below

crossover
∑

ω |ŷ(ω)|2; potential function loss below crossover
∑

ω |p̂(ω)|2; disturbance rejec-

tion performance below crossover
∑

ω T̂yd(ω). Statistical significance (p < 0.05) computed

from Wilcoxon signed-rank test is indicated by the bracket.

4.3.3 Co-adaptation decreased human effort for 1st order interface

We computed various time- and frequency-domain measures of human and interface effort,

including time-domain user response magnitude, frequency-domain user response magni-

tude at stimulated and non-stimulated frequencies, human controller magnitude, and in-

terface controller magnitude. All frequency-domain measures were computed solely below

crossover. For the 1st order interface, all measures of human effort was lower with interface

co-adaptation compared to the baseline (p < 0.05; Fig. 4.5). However, for the 0th and 2nd

order interface, there was no significant difference in human effort between co-adaptation

and baseline (p > 0.05). All three interface controllers resulted in the interface effort being



73

higher with interface co-adaptation compared to baseline (p < 0.05).
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Figure 4.5: Human and interface effort. Distributions (median, interquartile) for base-

line and co-adaptation for various human and interface effort metrics for 0th (left),

1st (middle), and 2nd (right) order interface dynamics. Top to bottom: time-domain

user response
∑

t |uH(t)|2; frequency-domain user response for stimulated frequencies be-

low crossover
∑

ω |ûH(ω)|2; frequency-domain user response for non-stimulated frequen-

cies below crossover
∑

ωnon−stim
|ûH(ω)|2; human controller magnitude below crossover

∑
ω |Ĥ(ω)|2; interface controller magnitude below crossover

∑
ω |Î(ω)2|. Statistical sig-

nificance (p < 0.05) computed from Wilcoxon signed-rank test is indicated by the bracket.

4.4 Simulation results

The goal of the simulation was to establish simulation parameters that approximate the ex-

perimental results, towards developing a predictive model of co-adaptive HMIs. We wanted

to determine whether it was possible to obtain similar results as the experiment with a
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simple co-adaptation scheme.

To simulate our experimental results, we assumed that the human model was parame-

terized similarly to the interface (i.e., 0th order human controller when testing 0th order

interface controller, 1st order human controller when testing 1st order interface controller,

and 2nd order human controller when testing 2nd order interface controller). We randomly

initialized the human and interface controllers within the parameter bounds tested experi-

mentally, and found the human controller with the lowest potential function value for the

randomized interface controller. We then held the human controller constant and found the

interface with the lowest potential function value, and repeated the alternating optimization

until convergence. We repeated the random initialization and convergence 100 times for var-

ious human penalties to determine whether initialization affected convergence. We held the

interface penalty at the same penalty parameter used in the experiment (λI = 10−4). We

additionally performed the same optimization but solely for the human controller, holding

the interface constant at Î = 1 to obtain how the human controller adapts for a baseline

interface.

4.4.1 Human and interface co-adaptation convergence is order-dependent

Regardless of the human controller order, as the human penalty term decreased, the human

gain increased, ranging from the bounded minimum of b = 0.2 at the highest simulated

human penalty λH = 1e− 01 to the bounded maximum of b = 7.0 at the lowest simualted

human penalty λH = 1e−08 (Fig. 4.6). The 0th and 1st order human controllers converged

to the same gain regardless of initialization, but the 2nd order human controller gain was

dependent on initialization location. The interface convergence was order-dependent. For

0th and 1st order interfaces, higher human penalties resulted in lower interface gain, and

lower human penalties resulted in higher interface gain. However, for the 2nd order interface,

the final interface gain was dependent on initialization location, and there was not a clear

dependence of gain value on the human penalty. We found that this may be due to the

increased degrees-of-freedom provided by the poles that enables the 2nd order interface to

have multiple stable points for a given human penalty.
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Figure 4.6: Final interface and human gain for 0th, 1st, and 2nd order interface dynamics.

Count for final interface (top) and human (bottom) gain for 0th (left), 1st (middle), and

2nd (right) order interface dynamics. Darker shade of grey represents lower gains; lighter

shades represents higher gains. The simulation was bounded with a minimum gain of 0.2

and a maximum gain of 7.0.

4.4.2 HMI co-adaptation improves performance at low human penalties

We next simulated the effects of human and interface order and human penalty on perfor-

mance metrics. For all performance metrics, we took the difference between the computed

performance metric with co-adaptation and the baseline, so values less than 0 indicate

that co-adaptation resulted in better performance than the baseline. Low human penalties

resulted in better performance with co-adaptation compared to baseline across all tested hu-

man and interface orders (Fig. 4.7). At high penalty parameters, co-adaptation had similar

performance to baseline.

4.4.3 Changes in human and interface effort with co-adaptation is order-dependent

We computed human effort in two ways: 1) with the user response magnitude |ûH(ω)|
and 2) with the human controller magnitude |Ĥ(ω)|. We additionally computed the in-

terface effort with the interface controller magnitude |Î(ω)|. For the user response magni-

tude, co-adaptation resulted in similar or increased user response magnitude at high hu-
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Figure 4.7: HMI performance for 0th, 1st, and 2nd order interface dynamics. HMI perfor-

mance for 0th (left), 1st (middle), and 2nd (right) order human and interface. From top to

bottom: potential function loss p̂(ω); cursor output ŷ(ω); disturbance rejection performance

T̂yd(ω). All performance metrics represent the difference between the performance with co-

adaptation and baseline. Performance difference less than 0 represents better performance

with co-adaptation compared to baseline for the given human penalty.

man penalties and decreased user response magnitude at low human penalties compared

to baseline (Fig. 4.8). The effects of co-adaptation on human controller magnitude was

order-dependent. For 0th and 1st order human and interface controllers, co-adaptation did

not affect or increased human controller magnitudes compared to baseline. However, for

the 2nd order human and interface controller, co-adaptation increased human controller

magnitude at low and high human penalties and decreased human controller magnitudes at

medium human penalties compared to baseline. We found a similar order-dependence for

the interface controller magnitudes as well. For 0th and 1st order human and interface con-

trollers, co-adaptation decreased interface controller magnitudes at high human penalties

and increased interface controller magnitudes at low human penalties compared to base-

line. However, for the 2nd order human and interface controllers, co-adaptation increased
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interface controller magnitudes regardless of the human penalty.
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Figure 4.8: Human and interface effort for 0th, 1st, and 2nd order interface dynamics.

Human and interface effort for 0th (left), 1st (middle), and 2nd (right) order human and

interface. From top to bottom: user response ûH(ω); human effort Ĥ(ω); interface effort

Î(ω). All effort metrics represent the difference between the effort with co-adaptation and

baseline. Effort difference less than 0 represents lower effort with co-adaptation compared

to baseline for the given human penalty.

4.5 Discussion

There are many application areas including prosthetics [35, 196], brain-computer inter-

faces [174, 120], and robotics [84, 172, 114] where the adaptive human and interface are

series interactions and both interacting with a fixed machine with dynamics. However, we

demonstrated in this paper that in the scenario of the HMI tracking references and rejecting

disturbances, the co-adaptation game is theoretically ill-posed. Previous studies have inves-

tigated the use of classical optimal control solutions when the adaptive human and interface

are parallel connections [84, 114]. In these scenarios, however, they do not take into con-

sideration tracking references or disturbance feedforward, as the goal is to find the optimal
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action that the robot can take to support human-robot teams [114] or support reaching

movements using contact robots [84]. Therefore, we performed experimental and compu-

tational studies of co-adaptation games in HMIs with series interactions and disturbance

feedforward to examine how the human-interface co-adaptation game evolves.

To begin to identify how a HMI where the human and interface are series interactions will

adapt, we investigated a simple case where the adaptive interface is updated by minimizing

a potential function that accounts for the performance to minimize the cursor output and

human and interface effort. The co-adaptation game where the human and interface are

series interactions with disturbance feedforward in the output error has not been addressed

previously [84, 114] and it was not clear whether or what equilibria the HMI will converge to

and the effects of co-adaptation on performance and effort compared to baseline. We found

in experiment that co-adaptation improved performance and decreased human effort only for

the 1st order interface compared to baseline. We did not observe significant improvements

with co-adaptation compared to baseline for the 0th and 2nd order interface compared to

baseline. We found in simulation that co-adaptation improved performance at low human

penalties compared to baseline for 0th, 1st, and 2nd order human and interface controllers.

Co-adaptation decreased human response for all tested controller orders at low human

penalties, but decreased human effort only for the 2nd order human and interface controllers

compared to baseline. Interface controller effort increased with co-adaptation compared to

baseline at low human penalties for all tested controller orders.

Our mixed experimental results as to whether co-adaptation will improve performance

is consistent with prior experimental results investigating co-adaptation for a myoelectric

interface [196]. The researchers found that shared control may be especially beneficial to

users who have limited experience with myoelectric interfaces [196]. In our study, the use of

a manual slider interface that can commonly be found in daily life as well as the fixed ma-

chine dynamics being second-order non-minimum phase [12, 191] may have contributed to

the lack of performance improvement with co-adaptation compared to baseline for the 0th

and 2nd order interface dynamics. Non-minimum phase systems, where the inverse of the

system dynamics M̂ is unstable are somewhat commonly encountered in everyday life, such

as making a turn on a bicycle or driving a car in reverse [12, Ch 14] so our participants may
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have had too much familiarity with the task to observe significant performance improve-

ment with co-adaptation compared to baseline. Additionally, previous studies that looked

at how humans optimize gait demonstrated that people have difficulty finding optimal gait

parameters to minimize energetic cost [179] – participants need guided exploration and ex-

perience to find optimal gait parameters [148]. It is possible that our experimental protocol

did not provide participants with enough variability in which to explore different human

and interface parameters to optimize performance, and a broad exploration of parameters

prior to human adaptation and optimization may have improved performance.

It is not immediately evident why we experimentally found improved performance and

lower human effort with co-adaptation compared to baseline solely for the 1st order interface

controller. One reason could be that the 0th order interface does not provide enough degrees

of freedom to significantly affect the performance and human effort, whereas the 2nd order

interface was too complex for the HMI to fully co-adapt with the number of trials tested.

Considering that the human is tasked with controlling a 4th order system since the interface

and fixed machine dynamics are both 2nd order, it is reasonable for participants to require

a longer adaptation time than what was provided in this experiment. The trend shown

with the potential function loss being lower with co-adaptation compared to baseline for

the 2nd order interface, but not the other performance metrics supports this theory as

well. In general, while most of the performance and effort metrics for the 0th and 2nd

order interface controllers were not statistically significant, we can observe a trend of co-

adaptation improving performance and decreasing human effort. This also highlights that

the small number of participant was a limitation of our pilot study and it is unclear whether

the lack of statistical significance was due to the small number of participants or some other

factor. Testing a larger range of parameters (e.g., different fixed machine dynamics, longer

co-adaptation time, different interface penalty parameters, different learning rates) with

more participants could further elucidate how the different parameters affect performance

and effort.

Our simulation results also supports the theory that we may not have provided sufficient

learning time with our experimental protocol for the 2nd order interface. The goal of the

simulation was to find human parameters that reflect our experimental results, towards the
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goal of developing a HMI model that could be used to test parameters in simulation prior

to experiment. Our performance metrics results suggest that across the three human and

interface controllers tested, having a lower human penalty results on the order of 10−4 and

below resulted in improved performance and decreased user response with co-adaptation

compared to baseline, in line with our experimental results from the 1st order interface

controller. However, for the human controller magnitude, only the 2nd order human and

interface controllers with human penalty between 10−5 to 10−4 resulted in decreased human

effort with co-adaptation compared to baseline. This suggests that we need at least a 2nd

order controller to model the human during HMI co-adaptation. Together, these simulation

results suggests that for the experiment that we ran, humans can be modeled as a 2nd order

adaptive system with low human penalty on the order of λH = 10−4. Such HMI models

are valuable for making qualitative predictions of human-interface co-adaptation [84, 112],

especially to rapidly test the effects of different parameters on performance and effort prior

to running a user study. Convergence of HMI co-adaptation is not always guaranteed and

can be dependent on parameter choices [33, 58], so it is important to ensure that the chosen

experimental parameters will lead to convergence of HMI co-adaptation [84, 120].

Lastly, theoretical developments for the case of co-adaptation games in HMIs with series

interactions and reference tracking or disturbance feedforward is needed to design optimal

interfaces for the HMI applications described in this paper. Such applications are increas-

ingly ubiquitous in our daily lives, and it is important to ensure that the adaptive interfaces

lead to stable HMIs that are optimal for the user.

4.6 Methods

4.6.1 Experimental methods

All participants provided consent according to the University of Washington, Seattle’s In-

stitutional Review Board (IRB #00000909). The goal of this experiment was to determine

the effects of human and interface co-adaptation on final interface dynamics, performance,

and human and interface effort. This was a pilot study to determine whether humans co-

adapt to individualized interface controllers or if they co-adapt to the baseline or to a single
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equilibrium.

Task

Participants were tasked with controlling a cursor on the screen with a one-dimensional

slider. A 35×12×22 mm (width×height×depth) rectangular handle was attached to a linear

potentiometer with a 10 cm extent. Similarly to [181, 186], unpredictable disturbance signals

were constructed as a sum of sinusoidal signals with the first eight prime multiples of a base

frequency of 1/20 Hz (Ω = [0.10, 0.15, 0.25, 0.35, 0.55, 0.65, 0.85, 0.95] Hz). Each frequency

component’s magnitude was normalized by the frequency squared to ensure constant signal

power, and the phase of each frequency component was randomized in each trial to produce

pseudorandom time-domain signals. The disturbances moved the cursor in an unpredictable

fashion, and participants were asked to keep the cursor as close to the center of the screen

as possible. Each trial was two periods of the periodic stimuli (40 seconds total) following

a 5 second ramp-up.

User response uH were transformed through a fixed non-minimum phase second-order

machine M to produce output y to increase the complexity of the task [191]:

M : ÿ + 3.6ẏ + 4 = 2(u̇+ 2.2u) + d, M̂(s) =
2(s+ 2.2)

s2 + 3.6s+ 4
(4.7)

As the updates to the cursor position y occurred at 60 Hz, the machine was discretized prior

to implementation in the code.

Experimental conditions

Three conditions (0th, 1st, and 2nd order) of interface controllers were tested (Table 4.1).

As the updates to the interface controller response uI occurred at 60 Hz, discrete dynamics

were used to update the interface controller output from one time point to the next.

Each condition started with three trials of a baseline where the user response uH was

unaffected by the interface controller dynamics (uI [t] = uH [t−1], Îbaseline(ẑ) = 1), followed

by 21 trials of co-adaptation for each condition (∼30 min per condition). The condition

order was randomized for each participant. After all three conditions were completed, the

participants performed three more baseline trials. All participants were encouraged to take
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Table 4.1: Tested Conditions for Interface Controller Dynamics.

time-domain update frequency-domain transfer function

0th uI [t] = buH [t− 1] Î0(ẑ) = b

1st uI [t] = auI [t− 1] + bu[t− 1] Î1(ẑ) =
b

z−a

2nd
uI [t] = (a1 + a2)uI [t− 1]

−a1a2uI [t− 2] + bu[t− 1]
Î2(ẑ) =

b
(z−a1)(z−a2)

breaks between the 45-second trials, and participants were asked to take at least a one-

minute break after each condition.

Interface controller adaptation

Interface controller updates occurred every three trials. This was to ensure that participants

could co-adapt to the new interface controller and was based on results obtained from pilot

studies (not shown). Interface controller parameters were restricted such that 0.2 < b < 7,

−0.95 < a, a1, a2 < 0.7 and initially randomly assigned within those ranges. We initially

restricted the poles to have any magnitude less than 1 to ensure a stable interface controller,

but found during pilot studies that poles smaller than −0.95 or larger than 0.7 resulted in

an uncontrollable interface. We additionally initially did not restrict the 2nd order interface

controller poles to be solely real numbers, but found during pilot studies that participants

were only converging to real values and so chose to only search over real poles.

The interface controller updates occurred in four steps. First, three trials of the dis-

turbance rejection task was completed by the participant. Next, the human controller Ĥ

was estimated with (4.4) solely using the data from the last two trials. Subsequently, a grid

search was conducted between the coefficient ranges noted above for the minimum potential

function value (4.6) with penalty terms λH = 10−6, λI = 10−4, and the resulting minimizing

interface controller Îoptimal was noted. The grid search was initialized with 100 equidistant

points between the ranges noted above. Lastly, to ensure gradual changes between inter-
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face controllers from trial to trial and slower changes with increasing trial numbers, Smooth

Batch [120] was implemented. The next interface controller Î+ was defined as a weighted

combination of the previous interface controller Î− and the computed optimal interface

controller Îoptimal:

Î+ = αÎ− + (1− α)Îoptimal. (4.8)

The parameter α was used to adjust the weighting of the previous interface controller and

computed optimal interface controller, and linearly increased from 0 (no previous interface

controller) to 1 (solely previous interface controller) as the number of trials increased. This

ensured that the interface controller would update rapidly initially, and then update slower

as the number of trials increased.

A pseudo-code summarizing the steps of the interface controller update is as follows:

Algorithm 1 Interface update algorithm performed every three trials

Human completes three tasks with Î(ω) = Î−(ω).

Input: User response ûH(ω), disturbance d̂(ω), previous interface controller Î−(ω) from

the last two disturbance-rejection trials.

Output: Next interface controller Î+(ω).

for all ω in Ω do

- Compute human transfer function (4.4) Ĥ(ω)← −M̂−1(ω)
T̂uHd(ω)

1+Î−(ω)T̂uHd(ω)
.

end for

- Grid search to find optimal interface controller (4.6) Îoptimal(ω)← min
Î(ω)

p̂
(
Ĥ(ω), Î(ω)

)
.

- Use Smooth Batch to update next machine (4.8) Î+(ω) = αÎ−(ω) + (1−α)Îoptimal(ω).

Human performs three more disturbance rejection tasks.

Data analysis

Time-domain and frequency-domain metrics were computed to analyze performance and

effort. For time-domain metrics, the squared sum of the time-series x(t) was computed

as:
∑

t |x(t)|2. For frequency-domain metrics, the squared sum of the signal and transfer
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function magnitudes x̂(ω), T̂ (ω) was computed as:
∑

ω |x̂(ω)|2,
∑

ω |T̂ (ω)|2. All frequency-

domain metrics were solely computed for frequencies below crossover frequency (i.e., at

ω = [0.10, 0.15] Hz). Additionally, some frequency-domain metrics were computed at non-

stimulated frequencies below crossover frequency (i.e., at ω < 0.25 Hz). As the participants

were shown disturbances at eight stimulated frequencies, metrics such as cursor position

ŷ(ω) and user response ûH(ω) can be computed at non-stimulated frequencies outside of

the stimulated frequencies as well.

All metrics were computed by taking the average metric across the last two co-adaptation

and baseline trials for each participant such that each participant was an individual data

point. Statistical significance was assessed using the Wilcoxon signed-rank test [30, Sec. 5.7].

4.6.2 Simulation methods

We simulated our experimental results by taking the same parameter ranges used in the

experiment to develop synthetic human and interface controllers. Because we solely sim-

ulated human and interface controllers at stimulated frequencies ω ∈ Ω, we did not take

into account human response at non-stimulated frequencies. We assumed that the hu-

man controller was parameterized similarly to the interface (i.e., 0th order human con-

troller for 0th order interface controller; 1st order human controller for 1st order interface

controller; 2nd order human controller for 2nd order interface controller; Table 4.1). To

mimic our experiment, interface and human controller parameters were restricted such that

0.2 < b < 7,−0.95 < a, a1, a2 < 0.7 and initially randomly assigned within those ranges.

The interface penalty parameter was set at 10−4, same as in the experiment, but as we

cannot control the human penalty parameter experimentally, we tested a range of human

penalty parameters 10−1 > λH > 10−8.

Co-adaptation and baseline simulations

For simulating the co-adaptation, we first randomized both the human and interface con-

troller parameters. We then held the interface controller parameters constant, and found the

human controller with the lowest potential function value (4.6). We next held the human
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controller parameters constant, and found the interface controller with the lowest potential

function value (4.6). This was repeated until parameter convergence. We repeated the

random initialization and convergence 100 times for the tested human penalty parameters

to determine whether initialization affected convergence.

For simulating the baseline, we solely randomized the human controller parameters, and

held the interface controller constant at Î(ω) = 1. We then found the human controller

with the lowest potential function value (4.6) for each tested human penalty parameter.

Simulation analysis

Once we obtained the final human and interface controllers for each human penalty pa-

rameter, we computed various performance and effort metrics such as potential function

loss p̂(ω) (4.6), cursor output ŷ(ω) (4.5), user response ûH(ω) (4.3), and human controller

magnitude Ĥ(ω) (4.4). While there was a distribution of final human and interface con-

troller parameters with the co-adaptation simulations, all baseline simulations converged

to the same human controller parameters for all human penalties and human and interface

order. Therefore, for each performance and effort metric
∑ |x|2, we plotted the difference

∆ between the mean of the co-adaptation and baseline simulations:

∆
∑
|x|2 =

∑
|xco−adaptation|2 −

∑
|xbaseline|2. (4.9)

As lower values indicated improved performance and lower effort for all metrics, ∆
∑ |x|2 <

0 indicated better performance and lower effort with co-adaptation compared to baseline,

whereas ∆
∑ |x|2 > 0 indicated worse performance and higher effort with co-adaptation

compared to baseline. We indicated the distribution of ∆
∑ |x|2 with error bars indicating

one standard deviation from the mean.
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Abstract

Many individuals with disabilities and/or chronic conditions (da/cc) experience symptoms

that may require intermittent or ongoing medical care. However, healthcare is an often-

overlooked domain for accessibility work, where access needs associated with temporary

and long-term disability must be addressed to increase the utility of physical and digital

interactions with healthcare workers and spaces. Our work focuses on a specific domain of

healthcare often used by individuals with da/ccs: Physical Therapy (PT). Through a twelve-

person interview study, we examined how people’s access to PT for their da/cc is hampered

by social (e.g., physically visiting a PT clinic) and physiological (e.g., chronic pain) barriers,

and how technology could improve PT access. In-person PT is often inaccessible to our

participants due to lack of transportation and insufficient insurance coverage. As such,

many of our participants relied on at-home PT to manage their da/cc symptoms and worked

towards PT goals. Participants felt that PT barriers, such as having particularly bad

symptoms or feeling short on time, could be addressed with well-designed technology that

flexibly adapts to the person’s dynamically changing needs while supporting their PT goals.

We introduce core design principles (flexibility, movement tracking, community building)

and tensions (insurance) to consider when developing technology to support PT access.

Rethinking da/cc access to PT from a lens that includes social and physiological barriers

presents opportunities to integrate accessibility and flexibility into PT technology.
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5.1 Introduction

Chronic conditions are highly prevalent, with six in ten adults in the US having a chronic

condition [78]. Many individuals with chronic conditions experience “uncertain, unpre-

dictable, [and potentially] progressively deteriorating illness” [15] that may require medical

care [128]. Yet, prior work around the inaccessibility of medical care [74, 44, 80, 125] and

physician bias towards patients with disabilities [74] raises significant concerns about people

with disabilities’ equitable access to healthcare. Physical therapy (PT) is a particularly

important domain in which to investigate healthcare accessibility concerns, given its fre-

quent use by individuals with a variety of chronic conditions that may impact access to

PT. A better understanding of social and physiological1 barriers to PT accessibility can

inform the design of technology supports, as well as improve our understanding of the PT

service ecosystem. In this paper, we examine the inter-relationship of managing embodied

illness experiences (eg., physical pain) and fighting socially created, exclusionary accessi-

bility barriers [29] in the context of PT access. We discuss the potential for technology to

alleviate these barriers [99] for people with disabilities and/or chronic conditions (da/cc)2

and introduce design principles to guide future innovation.

PT is an important health service for acute care such as after an injury (e.g., ankle

sprain, back pain), and as part of long-term care strategies for chronic conditions (e.g.,

Ehlers-Danlos syndrome, fibromyalgia) [11]. During PT, an individual and their physi-

cal therapist(s) work together to identify and achieve goals by assessing and implementing

an (often movement-based) intervention [52]. These interventions can be prescribed as

in-person sessions, where the individual meets with the physical therapist to do exercises

together, or as at-home sessions, where the individual is prescribed exercises to do at-

home. Adherence to the PT exercise routines is important for achieving the individual’s

goals [81, 89, 138], but is often low [53, 106, 167], due to challenges such as not having time

for the exercises, daily stress, and lack of social support and guidance [46]. Engagement

1We refer to the set of factors within a person’s body/mind including physical body parts but also
psychological/emotional processes.

2We specify da/cc because many people with chronic conditions do not necessarily identify as having a
disability, and vice versa.
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in PT exercises is one challenge where design recommendations for technology interven-

tions [101, 7] have been developed, such as collecting at-home compliance and performance

data [72] or gamifying PT exercises with commercially available gaming devices (e.g., Nin-

tendo Wii, virtual reality headsets) [6, 156, 55, 83, 102]. However, many of these technology

interventions do not take into account the unpredictable, fluctuating symptoms that people

may experience from their da/cc and how those symptoms interact with social barriers

to influence PT access in complex ways. Moreover, while prior work focuses mostly on

either physiological [72] or social [101, 7] barriers to PT, considering the nuanced interac-

tion between physiological and social barriers is important to support PT access for people

with da/ccs and inform technology design. Rethinking da/cc access to PT from this more

holistic lens presents opportunities to develop technology to improve PT accessibility.

We present an interview study with twelve people with da/ccs in the United States who

do PT exercises at-home or with a physical therapist in-person. Our study examines the

interaction of disability with their PT to address three questions:

1. What motivates or demotivates people with da/ccs to do PT?

2. What are the social and physiological barriers to PT access for people with a variety

of da/ccs?

3. How can technology address these barriers and support people’s PT goals?

Our interviews revealed the complexities of having one or multiple da/ccs and participat-

ing in PT. We found that da/ccs often served as a motivator to engage in PT, for example,

to maintain current physical abilities, relieve chronic symptoms, or achieve a physical feat

(e.g., engaging in a sport). At the same time, people with da/ccs sometimes found that PT

exercises required modification to be accessible, such as when having a “bad symptoms day”.

In addition to physiological barriers, our participants discussed accessibility challenges that

reflected socially constructed barriers, including trouble finding transportation to get to and

from in-person PT and challenges with insurance. Our findings also revealed the complex

interactions between physiological and social barriers to PT, such as feeling too sick on
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the day of an appointment to drive to and perform PT. Finally, we present insights from

participants about how technology could support at-home PT. Participants were excited

for such systems because of the potential to customize daily exercises or converse with a

physical therapist outside of the clinic; both are examples of important features when one’s

abilities fluctuate daily due to a da/cc or if in-person PT is not available to them.

Our contributions include:

1. an assessment of lived experiences of people with da/ccs who are doing PT,

2. identification of opportunities for technology to alleviate social and physiological bar-

riers to PT, and

3. an introduction of design principles from participant technology design suggestions

that could improve at-home PT access.

While technology development is only one aspect of improving accessibility to PT for

people with da/ccs, our results suggest that there are some PT access barriers that tech-

nology is uniquely situated to address, such as dynamically updating exercises or providing

opportunities to connect with other people with da/ccs doing PT. Considering the complex

interplay between social and physiological barriers to PT presents opportunities to develop

technology that holistically supports PT accessibility for people with da/ccs.

5.2 Related Work

There has recently been a shift towards a more nuanced interpretation of disability and im-

pairment, that encourages dismantling social access barriers while acknowledging that for

some, their bodies are at the center of their experience with disability [99, 175, 149, 150]. PT

sits squarely in this intersection. We identify the post-modern model of disability as a useful

framework for understanding the complex interplay between social and physiological barri-

ers. Applying this model to PT and healthcare accessibility highlights still underexamined

access barriers and opportunities for technology interventions.
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5.2.1 Defining Disability

In examining the PT experience for people with da/ccs, it is first important to examine how

we define disability and impairments. Two of the most prevalent models of disability – the

social and the medical model – have limitations that do not fully address the experiences

of people with disabilities. Although less prevalent, other models of disability highlight

different factors core to the disabled experience, such as interdependence [22] or social

effects [118]. Notably, the post-modern model takes into account both structural/social

factors and medical/physiological factors can be helpful to address these limitations [99,

175, 149, 150]. Key to this approach is to consider impairment (i.e., physical or mental

differences or limitations) and disability (i.e., social factors that limit a person’s participation

due to differences in ability) as interrelated in nuanced ways [29, 150].

The medical and social models of disability differ in describing what “causes” the dis-

abling experiences. The medical model has often been used in the medical or assistive

technology fields because it “focuses on the physical and functional limitations a person

may demonstrate” [99]. In contrast, a traditional interpretation of the social model frames

disability as arising from mismatches between a person’s ability and the world. When peo-

ple with disabilities face an access challenge, the blame for inaccessibility falls not on the

individual, but on society’s laws, architecture, and ableist enforcers of exclusionary, dis-

criminatory practices in life, work, and education [29, 175, 149, 150]. However, a pure

social model interpretation does not recognize the tight relation between disability and the

body [28]. Wendell argues: “some unhealthy disabled people, as well as some healthy peo-

ple with disabilities, experience physical or psychological burdens that no amount of social

justice can eliminate” [173].

Alternative models of disability aim to address the tension between the social and medi-

cal models (e.g., [22, 118, 99]). Among these, the interdependence model [22] can be a useful

lens to view medical care, and physical therapists in particular, as part of an interdependent

network that supports individuals across the lifespan. In medicine, the International Classi-

fication of Functioning, Disability and Health (ICF) model [118] has been used more heavily

in recent years to understand the environmental and social barriers that limit function in ad-



92

dition to physiological barriers. In HCI, the post-modern model of disability “privileges each

individual’s unique lived experience...disability, illness, impairment, functional limitation,

and bodily anomaly are separate but complementary issues, and successful assistive technol-

ogy must account for all of these perspectives” [99]. While an interdependence or ICF model

highlight key factors in disability, a post-modern model emphasizes the interplay between

social and physiological barriers.

Thus, the post-modern model of disability is a useful perspective to adopt in analyzing

PT, a system which is socially constructed and maintained through processes like insurance,

but one that is focused deeply on quality of physical movement. Indeed, the disabling situ-

ations, both created by an ableist society and physical differences in bodies, have important

roles to play in understanding someone’s experience with disability [127, 15]. Particularly

for people who may be involved in PT, not all daily pain and discomfort can be assuaged

solely by a social interpretation of accessible practices. On the other hand, adopting the

pervasive, and harmful assumption that physical and functional limitations are problematic

and must be overcome by technology also does people a disservice. Instead of making solely

social or physiologically based assumptions about why PT is inaccessible, the post-modern

model of disability provides a lens to examine each individual’s experience of the complex

interplay between social and physiological access barriers.

5.2.2 Defining Physical Therapy

The primary goals of doing PT are defined by the person doing PT and often include im-

proving or maintaining movement and function. Physical therapists and the person doing

PT strive to achieve this through a feedback loop of evaluation, plan development, imple-

mentation, and assessment [77]. The development of the plan of care generally involves

setting measurable short- and long-term outcome goals and considering the resources avail-

able to the person. During the course of treatment, people generally meet with their physical

therapists anywhere from weekly to monthly. People are encouraged to follow a (usually

daily) PT exercise program that is tailored towards them and their goals to supplement the

in-person PT sessions. When doing PT to improve symptoms of da/cc, high intensity or
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dosage can be important for recovery and to maintain quality of life [89]. For example, the

Levine protocol [152] is a rigorous eight-month cardiovascular and strength training rou-

tine for people with postural orthostatic tachycardia syndrome (POTS) where people work

up to exercising 5-6 hours per week. The exercises, frequency of the exercises, duration,

and number of repetitions are usually provided to people on a sheet of paper, and adapted

during the in-person PT sessions as people progress.

However, many accessibility barriers exist throughout the PT process that makes com-

pleting a treatment plan less accessible, or even hinder starting PT in the first place.

Technology has been developed to address a limited number of these barriers, but few stud-

ies provide guidelines or develop technology to address the intersectional needs of someone

with da/ccs whose symptoms may fluctuate. We detail both of these areas below.

Barriers to PT

Access and adherence to in-person and at-home PT can be challenging for numerous reasons.

For example, it can be challenging to obtain the in-PT dosage required for a da/cc due

to the prohibitive cost and limited number of PT appointments a person can make with

insurance [102, 151, 37]. In rural and/or low-and-middle income areas, lack of experienced

physical therapists, insufficient community-based programs, long travel times, and high cost

to travel are also significant barriers to attending in-person PT [27, 142, 119]. Unfortunately,

adherence to at-home PT programs also comes with its own challenges such as limited time,

daily stress, and lack of social support and guidance [17, 46]. There is room for innovation in

the space of PT by adapting a new perspective around adherence failure. Lack of adherence

is often viewed as a failure of the person doing PT to comply with medical advice [46]. A

better understanding of PT success from an accessibility perspective is needed. For example,

people with chronic conditions may have strong, uncomfortable symptoms that may worsen

when doing exercises or symptoms that vary day-to-day [70, 127, 130, 151]. This variability

within (e.g., daily fluctuation) and between people with chronic conditions is understudied,

or viewed simply as an adherence issue, rather than an opportunity for improved technology

design to help manage this variability [91].



94

5.3 Methods

We performed semi-structured interviews with twelve U.S.-based, da/cc individuals who

are currently doing PT either with a physical therapist and/or on their own at home.

Participants filled out a screening survey with demographic information and we selected

participants to include multiple disabilities, genders, and races. The interviews were one

hour-long on a video calling platform, due to COVID-19 restrictions. All participants were

compensated with a $15 Amazon gift card, and the interviews were recorded and transcribed

by hand. The protocol was approved by our Institutional Review Board.

5.3.1 Interview Protocol

Our interviews were composed of three main parts. First, we discussed the participant’s

background with technology and disability. We discussed the technologies that the par-

ticipants owned to understand potential sensors to use for PT tracking. We then asked

about the participant’s disability, including when they became disabled and how their dis-

ability affects their daily life. We also recorded what assistive technologies they used and

accessibility challenges they faced with their devices.

In the second part of the interview, we asked the participant about their experience with

PT, including the exercises they perform, their motivation for doing PT, and their goals

that they are working towards. We asked them to differentiate their PT routines done with

professional physical therapists (if they saw one) and routines they performed at home. We

also discussed what factors demotivated them to do PT and the effect that their da/cc had

on their exercises.

In the third part of the interview, we asked participants about potential sensor-based

systems to aid in at-home PT. We provided examples like using accelerometers to track

a PT exercise that then enables technology rewards like playing an episode of Netflix or

opening social media. We talked with participants about when they would want the system

to prompt them to do exercises, what exercises they would be willing to do, and how they

could dismiss the notifications to do exercises. Given our imagined form factor involving

smart devices, we asked if there were unique ways that our system could motivate them to
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complete exercises (e.g., the user must do 10 squats before they can open Instagram), and

if they would want the exercises to be logged manually or tracked automatically via sensor

data.

We concluded the interview with demographic questions and information about com-

pensation.

5.3.2 Analysis

Interview transcripts were analyzed using reflexive thematic coding [24, 25]. One author

conducted all of the interviews and reviewed all of the interview transcripts to take notes

and develop codes. Another author performed the same process on interview segments to

check for gaps or biases in code coverage. The full list of 233 codes were discussed and

revised by the first two authors. After the code book was complete, one author applied

the final codes to all of the transcripts. After all the data was coded, the authors met and

through discussion arrived at the broader themes presented in the results.

5.3.3 Positionality Statement

We recognize that, in performing reflexive thematic analysis, our backgrounds and position-

ality shaped our findings. This work was conducted by a mix of disabled and non-disabled

white and Asian scholars who work in US institutions. Of the four authors, two are engineers

who predominantly do research in improving rehabilitation outcomes. The other two au-

thors are computer scientists engaged in mostly accessibility research. Three of the authors

have experience receiving PT for a chronic condition and one author has supported multi-

ple family members through receiving PT for chronic conditions, both via telehealth and

in-person, as well as fighting for insurance supported access to PT for a chronic condition.

5.3.4 Participants

In total, we recruited and interviewed twelve participants from December 2020 - March 2021.

Six participants identified as men, five as women, and one as non-binary. The participants’

races included Caucasian/white (9), white Hispanic (1), African American (1), and Asian
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Table 5.1: The self-defined da/cc(s) of each participant.

ID Disability ID Disability

P01 Spinal injury affecting lower body P07 Vestibular neuritis, depression

P02
Lower-body left-side

hemiparesis, learning disability
P08

Gastroporesis, anxiety, depression,

chronic back pain, torn miniscus

P03 Epidermolysis bullosa, acid reflux P09 Herniated disc, radiculopathy

P04

Carpal tunnel, herniated disc,

hydrocephalus, epilepsy,

inverted scoliosis, fibromyalgia

P10

Autism, Ehlers-Danlos,

chronic pain, complex PTSD,

anxiety, depression, dyslexia

P05
Pulmonary lymphoma, irritable

bowel syndrome, bronchospasm
P11

Hypermobile Ehlers-Danlos,

partially deaf in one ear

P06 Chronic ankle pain after surgery P12

Ehlers-Danlos, autoimmune disease,

POTS, orthostatis hypotension,

celiac disease, chronic gastoritis

Disabilities included autism, cognitive disabilities, learning disabilities, mental health disabil-

ities, health-related disabilities, and motor disabilities. Ten out of twelve participants had multiple

da/ccs

Abbreviations: PTSD = post-traumatic stress disorder; POTS = postural tachycardia syndrome

(1). The mean age was 32.4 (range = 20-58). The highest degrees earned were high school

diploma (3), Bachelor’s degree (3), Master’s degree (3), Associate degree (1), and other

graduate degree (2). The da/ccs of each individual are listed in Table 5.1, and we briefly

summarize below the participants’ self-reported background on how their da/cc affects

technology accessibility and daily life.

The participants’ da/ccs affected the accessibility of activities such as work and employ-

ment (5), socialization with family and friends (4), and keeping up with non-disabled peers

(2). Access barriers stemmed from da/cc symptoms such as chronic pain (6), fatigue (3),

and nausea (1), their da/cc making it hard to sit, stand, or walk (6), and the effect of
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their da/cc on their mental health (3). Technology adaptations like speech to text (5), er-

gonomic keyboards and mice (5), and mobility devices (5) were helpful in improving access

to activities.

Further, the da/ccs that our participants had affected their technology use. Seven par-

ticipants discussed challenges physically interacting with devices, such as hand fatigue (5),

interacting with a standard mouse or keyboard (4), using a touchscreen, trackpad, or fin-

gerprint detector (2), and pressing multiple buttons at once (4). Consuming digital con-

tent caused similar challenges. Six participants discussed how technology use exacerbates

da/cc symptoms, including pain, strain, headaches, and motion sickness. Consequently,

participants used a variety of low- and high-tech assistive technologies ranging from screen

readers, to ergonomic devices, to placing adhesive tape on devices to allow for better grips.

Accessibility barriers meant that five participants had to abstain from using technology to

alleviate da/cc symptoms; these cases demonstrate the importance of designing PT-focused

technologies with accessibility in mind.

5.4 Results

Our participants described many benefits and motivations for doing PT; however, in doing

so, they encountered access barriers that were based in the embodiment of participant

impairments, social constraints like financial and physical access to PT, and interactions

between barriers. We then discuss how this information around motivators and challenges

influenced participant’s visions for future technologies supporting PT.

5.4.1 PT Improving Quality of Life is Motivating

Many people were motivated to do PT because of its potential to make areas of life more

accessible or comfortable given their da/cc, such as working, socializing, and exercising.

For some participants, aiming to close the performance gap between their current abil-

ities and those of the peers or themselves pre-da/ccwas motivational: “I know what it’s

like to be healthy and strong and I want that again” (P10). For others, their motivation

stemmed from maintaining quality of life. P02 discussed: “my function is deteriorating, so

I want to maintain my function and my current level of mobility as long as possible” and
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P05 was motivated “to slow down the progression of disease”. Improving and maintaining

performance are different goals that affect what “progress” looks like and can impact how

PT may be presented with technology.

Ten participants discussed improving mobility and strength as a tangible goal for main-

taining or regaining quality of life (P01-P04, P06, P08-P12). “Increasing mobility and the

amount that I can walk” (P02) was a goal for P01-P03, P06, P10, and P12. P01 describes

how PT could increase their physical abilities, allowing them more freedom from social bar-

riers: “so I would be able to walk around a store or go outside without having to bring my

wheelchair...it’s kind of a pain because I have to make sure the buildings that I go into are

ramp accessible before I go there” (P01), as many places are not accessible for people who

use mobility devices. Gaining strength and stamina was also an important goal for P02,

P09, P10 and P12 so they can participate in different activities like “playing sled hockey”

(P02). These smaller, more actionable steps that support higher level goals provide oppor-

tunities for technology to support tracking and celebrating progress, which may increase

participants’ motivation.

Participants also faced chronic symptoms due to their da/cc, which lowered their quality

of life and made activities less comfortable. PT served as a way to combat these negative

symptoms, such as pain (P02, P04-P06, P08, P09, P11) or dizziness (P07). Similarly, P03,

P04 and P12 felt that, by improving their strength and stamina, they could avoid symptoms

of their da/cc such as pain and scar tissue buildup. Two participants (P02, P11) performed

PT intermittently and used their pain levels as a gauge for when to restart PT exercises.

Overall, we saw that participants had clear motivations for engaging in PT, which usu-

ally revolved around maintaining or increasing physical capability, or increasing quality of

life through symptom mitigation. A purely medical goal for PT exercise compliance is

completing the number of exercises set by the physical therapist; framing this goal in the

context of their higher level goal (e.g., maintaining physical ability) could be motivating

and improve adherence to PT routines [72].
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5.4.2 Context-Dependent Barriers to PT

In-person (i.e., in clinics) and at-home are two common contexts for performing PT, each

of which has their own benefits and challenges. While in person PT can be more engaging

and allows access to therapist expertise, it can be physically and monetarily inaccessible.

At-home PT, while less expensive, makes it more challenging to stay engaged and safely

adapt and correctly perform exercises based on their current da/cc symptoms.

In-person PT was inaccessible to many of our participants due to insufficient insurance

coverage and lack of transportation. Insurance issues, such as a gap in coverage (P10, P12),

insurance only covering a limited number of sessions per year (P03, P09, P12), high out-

of-pocket cost (P11), and being too far out from the initial diagnosis to get PT covered by

insurance (P02) were all noted as barriers to in-person PT. The current insurance system in

the US only allows for a certain number of PT visits with a physical therapist per year, and

consequently, people often end up doing more at-home PT between or in lieu of in-person

visits. Such financial barriers can be viewed as accessibility barriers both in the literal sense

(since they remove access to PT) and also because people with disabilities are more likely to

be living in poverty [26]. As a result of theses insurance challenges, participants were forced

to choose between going to unaffordable PT or exacerbating the symptoms of their da/cc.

P11 discusses, “as a way to try to save me money [P11’s physical therapist] said let’s try to

meet less often.” Transportation was another commonly noted challenge of in-person PT.

Not all of our participants owned their own form of transportation. Public transportation

is not always available, or not an option during a pandemic. Relying on relatives or friends

can also cause additional tensions (P01). The pandemic further demotivated participants

from attending in-person PT due to potential exposures (P04, P09, P11). For example,

P11 discussed how meeting with their PT in-person is “a calculated risk” due to their

da/cc making them high-risk for COVID-19.

Because of the many social barriers to in-person PT, many participants relied on at-home

PT exercises to alleviate da/cc symptoms and improve mobility and strength. However,

at-home PT also came with significant barriers such as requiring time and effort, causing

discomfort and fatigue, dealing with fluctuating symptoms, managing safety, and feeling a
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lack of engagement and variety. Nine participants discussed how doing the PT exercises

took effort, time, and caused discomfort (P02-P04, P06-P08, P10-P12). For example, P07

discussed how their PT exercises exacerbates their da/cc symptoms, discouraging them

and making the rest of their day less comfortable. Symptoms of da/cc can also limit the

overall number of activities that a person can do in a day, making it even more challenging

for people to incorporate PT into their everyday routines. For example, P11 discussed

how they were “just piled on with more and more exercises, it is getting harder to stay on

track...it’s a challenge being motivated, it’s a challenge dealing with the fatigue [one of their

da/cc symptoms], I’ve been feeling overwhelmed by it all. I just feel like it’s an endless

list of things to do”. In P11’s broader narrative, we see that PT was a time-burden that

was compounded by the time to seek other medical care, which is an experience specific to

people with illness-based da/ccs [173]. P11 additionally had multiple disabilities that they

went to multiple physical therapists for, who all gave PT exercises that were solely specific

to the problem at hand, without considering the larger picture of P11’s multiple conditions.

P11’s narrative highlights how physiological barriers (e.g., fatigue due to da/cc) can interact

with social barriers (e.g., navigating the complex healthcare system to find and receive care

for multiple conditions), which made it challenging to fit PT exercises into their life.

Physiological barriers to PT access also affected participants’ confidence and motivation

to do PT. For example, several participants reported physically not being able to do the

PT exercises or not progressing in their PT (P01-P03, P08). P02 discussed how “it’s very

discouraging trying to use the theraband [a resistance band used to do their ankle PT exercise]

sometimes I can’t even do it without the theraband resistance...that is one reason why I do

those ones less.” Other health symptoms not related to the da/cc that the individual is

doing PT for could also affect people’s motivation. For example, P10 discusses how: “if

you’re really depressed, getting into the whole, ‘what’s the point of [doing PT], why bother”’

(P10). During in-person PT, many of these physiological PT barriers can be mitigated

with the help of the physical therapist because they can dynamically adapt the exercises.

Adapting the PT exercises when doing at-home PT is challenging without access to this

expertise. Many of our participants were given sheets of paper describing the PT exercises,

the number of repetitions, and how often to do the PT exercises, which can make it difficult
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to track and adapt the exercises to suit the person’s needs and symptoms. The challenges

adapting PT exercises to account for fluctuating symptoms can be considered as both a

physiological barrier stemming from their da/cc symptoms as well as a social barrier of not

having an accessible PT routine that can be easily adapted when people are having a bad

symptoms day.

Another challenge of at-home PT was getting feedback on whether participants were

doing the PT exercises safely and correctly to prevent injury. Seven participants (P01, P04,

P06, P07, P09-P11) discussed the importance of checking in with their physical therapists

when at-home PT exercises didn’t alleviate da/cc symptoms or if they were not making

progress. If people were not currently doing in-person PT or they needed feedback at that

moment, they resorted to “comparing myself as best as I can to the visuals on the screen”

(P12) using YouTube videos that they had searched. However, this can be a challenge

because “you have to be careful and make sure you’re not looking at something that’s not

a good source of information” (P11). Additionally, it is hard to ensure safety when doing

at-home PT. For example, P07 discussed how falls were a safety concern for some of their

PT exercises so they could only do them “if there’s someone home.” To alleviate these

challenges, P10 wished they had “an option to communicate [virtually and asynchronously]

with my physical therapist...having that check-in monitoring and what to do next”. Such a

system could mitigate both safety and exercise progression issues.

Lack of engagement and variety in exercises (P02, P05, P09, P12) was another barrier

to at-home PT. P02 wished the PT exercises “were more engaging...[the physical therapists]

used to try when I was a kid to make them more engaging, like stand on one leg and throw

a ball back and forth. But when you get older, [making the PT exercises engaging] is not

a thing anymore.” Lack of variety in exercises over time exacerbated the disinterest in

completing at-home PT exercises. P12 also commented that performing exercises in a PT

clinic was more engaging than at home because “at least physically going into PT, there were

people you could talk to, you had different tools that we’re using, now it’s just kind of the

same old, same old”. P12 alludes to the fact that the PT clinic was a source of socialization,

or perhaps even community, which was key to their motivation for PT. Therefore, in addition

to considering how to make people with da/ccs feel safe, technology that supports at-home
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PT must address the issues of engagement and community.

Although in-person PT supplemented with at-home PT is considered the norm for

exercise-based care for da/ccs, our participants discussed how in-person PT is often physi-

cally and monetarily inaccessible for them, forcing them to solely rely on at-home PT with-

out physical therapist supervision to manage the symptoms of their da/cc. While at-home

PT removes some barriers like transportation and risk of exposure to illness, it introduces

new access barriers that are specific to people with da/ccs like concerns with safety when

doing the exercises. Given the lack of communication channels with physical therapists

outside of clinic visits, people with da/ccs often need to choose which set of barriers (those

associated with at-home or in-person) are more appropriate, given their unique situation.

5.4.3 Participant Technology & Design Suggestions

All twelve participants were interested in incorporating technology into their at-home PT

routines to alleviate at-home PT barriers such as time and effort, fluctuating symptoms, lack

of motivation, and safety and injury (Table 5.2). Additionally participants cited insurance

as a potential concern for several features. The participants suggested seven technology

features that would improve at-home PT access: exercise presentation, tracking, technology

rewards, notifications, hardware preferences, data security, and sharing progress.
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Table 5.2: Summary of participant suggested features to include when developing technol-

ogy to support at-home PT and access barriers that are addressed with the features.

Feature
Access

Barriers
Participant Suggestions Sample Quote

Exercise

Presentation

TE

FS

Choose between different

exercises; customize depending

on day; customize number of

repetitions; support exercise

progression; minimal setup (e.g.,

sit-to-stand)

“[being able to choose exercises

is helpful] because certain

exercises are targeted to help

with certain areas...so only I

would know what I need

for the day” (P04)

Tracking

FS

MO

SI

Tracking PT progress is

motivating; feedback useful to

prevent injury or worsening

da/cc symptoms

“[I want to] make sure that I’m

doing [the PT exercises]

right because if I don’t, it’s

gonna mess [up the ankle]

even more” (P06)

Technology

Rewards
MO

Non-essential apps (e.g., not

email); time sinks (e.g., social

media); unlocking devices;

commercial breaks (e.g., Netflix);

congratulatory or fun elements

“If I’m really in the thick of it

with Grey’s Anatomy, that

would absolutely motivate

me [to do PT]” (P12)

Notifications

Timing

TE

FS

SI

Personalized notification timing

and frequency; preemptive

notifications for da/cc symptoms;

remind to do later; offer easier

exercises before dismissing

“I want it to detect my pain

somehow and then prompt

me [to do the PT exercise]”

(P09)
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Hardware

Preferences

IN

SI

Cameras with depth perception;

wearables; cost and sensor

failure concerns; some preferred

software only

“[software] would make it

easier to get updates...

hardware would be a never-

ending investment” (P08)

Data

Security
IN

No data security concerns; want

data to be anonymized;

HIPAA compliant; data security

against insurance is concerning

“[The data tracked by

technology should not be]

abused by insurance

companies” (P04)

Sharing

Progress

FS

MO

SI

Helpful for modifying exercises

or proving that PT isn’t

working; sharing can

improve accountability

“[sharing progress with PT]

would help if a modification

needed to be introduced

if something was severely

going wrong” (P12)

TE = time and effort; FS = fluctuating symptoms; IN = insurance; MO = lack of motivation; SI =

safety and injury

Exercise Presentation

Customization of how and what types of exercises were presented was important to partici-

pants so that they could account for fluctuating symptoms and decrease the time and effort

required to complete their PT exercises. Four participants wanted to customize their daily

PT routine by choosing between multiple exercises in an application (P02, P04, P09, P11)

so they could pick and choose according to their symptoms that day or equipment restric-

tions. As P04 explains, this option would be helpful “because certain exercises are targeted

to help with certain areas...so only I would know what I need for the day.” Three partici-

pants wanted different groups of exercises to be presented on different days (P10, P11, P12).

Other participants had a subset of exercises that they would want to get prompted to do

throughout the day such as exercises with minimal setup. For example, P01 and P10 were

interested in doing sit-to-stands because “that’s something you could do anywhere...even
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if you just had your wheelchair” (P01). Spreading out exercises that could be done with

minimal setup throughout the day was appealing to participants because it alleviated the

need to carve out time specifically to do the PT exercises.

The other element that participants were most interested in customizing was the number

of of repetitions for each exercise (P05, P10). Customizing the number of repetitions could

support participants in making an exercise goal more attainable. For example, on a bad

symptoms day, having a smaller goal may lead to more long-term success in adherence and

goal completion than trying and failing to reach the same number of repetitions each day.

Manually accounting for fluctuating symptoms took extra time and effort and was a

barrier to PT exercise completion. An application that can decrease time and effort needed

to make those daily adjustments around which exercises, what types of exercises, and the

number of repetitions to complete can help alleviate such PT barriers.

Tracking

Participants were excited to potentially use camera or sensor data to track at-home PT.

They thought about tracking both individual movements (for quality and safety purposes)

and overall progress (e.g., how many days did they do PT). If combined with da/cc symp-

tom tracking, participants thought this data could support self experimentation and data-

informed conversations with physical therapists or other medical care providers.

Tracking movement quality is key to ensure exercise quality and prevent injury. All but

two (P05, P08) participants had one or more exercises they did at-home for which they

wanted technology to provide feedback on movement quality. P04, P07, and P09 wanted

feedback on movement quality to prevent injuries and pain, while others wanted to ensure

they were doing the exercise correctly (P01, P02, P03, P06, P10-P12) and using the right

muscle groups (P11). P10 was interested in leveraging exercise accuracy tracking to self-

experiment to see how their movement quality changed over the course of the day as they

got more tired.

Participants were also excited to track PT progress so that they could keep track of

and account for fluctuating symptoms. Six participants (P01, P04, P06, P09, P11-P12)
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discussed tracking PT progress to get “an actual physical visualization of what I’m able to

do” (P12). P06 suggested using the technology for self experimentation to better understand

the efficacy of their PT; they commented that, if they could track their pain levels and the

amount of PT exercises they are doing, they can see “if I stretch every day consistently for a

month, does that decrease my pain levels or not.” In addition to supporting PT tracking, six

participants (P01, P02, P06, P07-P09) were also interested in tracking other aspects of their

life, such as tracking PT-like movements like walking during daily life or supporting tracking

of da/cc symptoms such as pain, fatigue, or mental health, especially since symptoms and

PT success and outcomes are so tightly intertwined.

Participants appreciated that better tracking encapsulated a more accurate represen-

tations of their daily practices into data that they could then share with their physical

therapists. For example, four of our participants (P06, P08, P09, P11) were excited about

being able to show more accurate pain levels and adherence to the PT routine over time.

People felt that when their physical therapist asked them to rate pain levels in a session

“it’s just my answer at that time...if the number changes [later], I can’t call them and tell

them differently” (P09). By tracking their PT progress and symptoms of da/cc, the par-

ticipants felt that “the data can really help [the physical therapists] see daily [changes in

da/cc symptoms]” (P09) and it would be helpful to prove to physical therapists that “I am

indeed doing ... what you’ve told me to” (P08).

Two participants (P03, P12) thought that tracking exercise progression could be espe-

cially useful when in-person PT is not available to them: “I could actually keep using it

even if I wasn’t actively in [in-person] PT” (P12). In particular, adjusting the difficulty

of the PT exercises between potentially infrequent PT visits can be challenging. Tracking

exercises could be helpful to support the unlocking of “new exercises that are similar to the

ones that you’ve already been doing or if there’s a way to build up the exercises that you’re

already doing...just make [the PT exercise] a little bit more challenging and a little bit more

complex” (P12). Similarly, two participants wanted the technology to encourage progres-

sion by increasing the difficulty of the exercises or by increasing the number of repetitions

required automatically (P03, P12).
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Technology Rewards

Technology-based rewards could help keep PT engaging and motivating but participants

differed in preferences as to the rewards looked like. Some participants (P02, P03, P04,

P06, P08) were interested in unlocking a device (e.g., phone, laptop), while others (P01,

P02, P04, P11) preferred to only gate access to less critical ”time sink” activities (e.g., social

media). Using PT as a ”commercial break” either before or as an interruption in a content

consumption activity like watching TV, podcasts, or online videos was another popular sug-

gestion (P02, P04, P07, P09, P10, P12). P12 mentioned how if they were “really in the thick

of it with Grey’s Anatomy, that would absolutely motivate me”. Eight participants (P01,

P03, P04, P06-P08, P10, P11) requested congratulatory or fun elements to be embedded

into the technology to increase motivation. P08 suggested a “sound notification....where it

does a clap...or says ‘nice job on your walk’....[that] would make the user feel good about

what they were doing” and P04 mentioned “it should help me celebrate and reward when

I’m keeping a good track...we like apps that make us feel good when we’re doing something

right”. P10 suggested a “wheel of PT”, where a randomized feature can pick different exer-

cises for them to do. The final popular suggestion was having some type of game-like reward

system, where they could accumulate points that add up to some sort of reward (P08, P09,

P10, P11, P12). The rewards that were suggested varied, from free subscription services,

to bloopers and special features for a show they are watching, and personalized quips and

positive visual feedback for hitting certain goals.

Notifications

Participants saw the portential for personalized notifications to decrease the time and ef-

fort of remembering to do the exercises. Some participants preferred to spread out their

exercises and notifications throughout the day (P03-P04, P08, P09, P11-P12), while others

preferred to receive one notification and do all their exercises (P06-P07). Additionally, P10

discussed the importance of the system customizations extending to include notifications.

For example, in addition to adjusting what and how many exercises to show on a “bad

pain day”, the system could time notifications to be at low pain-points in the day. Other
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participants saw the potential for more algorithmically driven notification timings based on

their symptoms. For example, P09 was interested in receiving a PT exercise notification as

a preemptive measure for or as a consequence of back pain: “I want it to detect my pain

somehow and then prompt me” (P09).

All participants defined the need to dismiss notifications when they were busy or having

a bad symptoms day. The most popular suggested dismissal method was a simple “remind

to do later” option (P02, P04, P08, P11, P12). P03 suggested that, before fully dismissing,

offering an easier exercise may encourage some PT rather than none in the moment. P04 and

P12 additionally suggested disabling dismissals after a certain point to strongly encourage

people to do the PT exercises or letting the person know that they have broken the record

for the number of dismissals they have done. Finally, P12 suggested having the technology

check-in with the person if they dismissed the notification too many times, which might

indicate that a PT exercise is too challenging or that a person’s symptoms are worsening.

Hardware Preferences

As movement tracking and feedback was of interest, many participants were open to pur-

chasing hardware such as cameras with depth perception (e.g., Kinect; P3, P07), wearables

(e.g., Apple Watch; P04, P06, P09, P11), and implantable chips (e.g., Neuralink; P09).

However, there were several concerns around the cost, upkeep, and comfort of hardware

devices. For example, if the hardware device was a wearable, P02 mentioned “I’m not sure

I would put it on everyday” as a potential challenge, and P03 mentioned that “I’d be much,

much less likely to use [wearables] ... because they would cause too much chafing,” which

is a concern for their da/cc. Others were concerned about both the base cost of hardware

(P03, P05, P06-P07, P10-P11) as well as updates: “[hardware] would be a never-ending

investment”. Participants noted that insurance coverage could help ease the cost burden,

but P03 was not optimistic: “I don’t feel like insurance is ready for the video game technol-

ogy yet”. Without insurance support, many participants seemed reluctant to acquire extra

hardware sensors for PT tracking.
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Data Security

Insurance was a significant fiscal barrier to in-person PT access, and data security against

insurance companies was a significant concern for tracking at-home PT. For example, P05

commented that “while movements on my arms might seem innocuous right now...”, that

information in the future could be used to prevent insurance coverage. P02-P04 were also

concerned about the data being “abused by insurance companies” (P03) because “the in-

surance company doesn’t need to know that I missed a week of PT because I was hospital-

ized...the physical therapist understands that, and she isn’t going to hold that against you,

but the insurance company can and will” (P04) because “...they already deny you for every-

thing” (P02). While tracking provides powerful affordances to support people in their PT

experiences, technology designers must always take precautions to safeguard against this

insurance abuse of their data.

Sharing Progress

All but two participants (P02, P05) were interested in sharing their at-home PT progress

with their physical therapist to help with motivation, adjust exercises for fluctuating symp-

toms, and prevent injury. Seven participants (P01, P03, P04, P06, P09, P10, P12) thought

that sharing progress with their physical therapist would be helpful “if a modification needed

to be introduced” (P12) and for the physical therapist “to have some control over how [the

exercises] are programmed” (P04). P06 felt that sharing the data would be helpful to work

with their physical therapist to understand “where this PT regimen is working or it’s not

working”.

5.5 Discussion

Clare writes about the tensions between “the wisdom that tells us the causes of the injustice

we [disabled people] face lie outside our bodies, and also to the profound relationships our

bodies have to that injustice” [28]; the relationship between the body and built environment

is evident in the experiences of people with da/ccs in performing PT. Our work highlights

the tensions and intersections between social- and physiological-based barriers in PT access.
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For example, in-person PT can be inaccessible for people due to lack of public transporta-

tion (social barrier) because they can’t drive due to their da/cc symptoms (physiological

barrier). While solutions like performing more at-home PT or sparsely attending in-person

PT mitigate some of these issues, they introduce new access barriers. At-home PT can be

difficult to complete if the person’s da/cc symptoms are fluctuating or if there are concerns

with safety and injury. Upon first glance, barriers like lack of transportation and fluctuat-

ing symptoms could be construed as individual barriers or compliance failures. However,

when viewed from an accessibility perspective, the locus of responsibility for addressing such

barriers may shift (such as reconsidering the accessibility of the transportation system as a

social responsibility) as can the strategy for addressing challenges (such as expanding tech-

nology from monitoring to addressing fluctuating symptoms). In the words of P11, “I’m just

overwhelmed, and if technology can help make sort of a systematic way to address chronic

illness challenges and hopefully the medical system will follow suit, I think that would be a

huge benefit to people like me”.

5.5.1 Design Recommendations to Support PT With Technology

People with da/ccs who are doing PT inherently face physiologically-based barriers to PT ac-

cess: symptoms of the chronic condition that they are doing PT for. Although a traditional

medical interpretation of such physiological barriers to PT access suggests a physiologically

based solution (e.g., improve motivation and engagement through tracking and gamification

of the PT exercises), considering both physiological and social access barriers, and how such

barriers can be reinterpreted to focus on the individual’s lived experience is important for

developing technology that holistically supports the person’s PT goals. We present three de-

sign recommendations (flexibility, movement tracking, community building) and one tension

(insurance) that highlights the nuanced interplay between social and physiological access

barriers and how technology solutions to PT access barriers can be reconsidered to take into

account the lived experience of people with da/ccs. Although we do not specifically call

out accessibility as a design recommendation, we emphasize that first and foremost, any

PT technology must be built with digital accessibility (e.g., screen reader accessibility) in
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mind from the start to prevent further inaccess to PT [134]. Technologies that continuously

adapt to the person’s abilities [6] and enable accessible inputs and calibration [7, 72] are

ideal.

Recommendation: Design with Flexibility in Mind

Perhaps the most complex and pervasive issues mentioned in our interviews focused on the

physiological barriers that arose between PT and a person’s body. These barriers included

feeling too symptomatic to perform exercises, exercises triggering symptoms that persist

throughout the day, fluctuating symptoms, and complex interactions with multi-faceted

and/or multiple conditions. Such barriers are traditionally considered “adherence issues”,

both externalized by physical therapists who encourage adherence by encouraging patients

to remember their larger goals for doing PT [72] and internalized by the patients themselves,

who can have feelings of guilt when they do not adhere to the exercise routines.

However, if we adopt an accessibility lens, we can view the lack of adherence as not

an physiological issue, but one that arises from a mismatch between the prescribed PT

exercises and how the individual is feeling on that day. This mismatch can be especially

potent for people who have multiple conditions. For example, an exercise that alleviates

one impairment or symptom may exacerbate another, or an individual is tasked with doing

an insurmountable number of PT exercises for each of their multiple conditions. These

complex, contradictory health needs could be alleviated with attentive care and guidance

from a physical therapist that can adapt exercises to match people’s abilities for that day

or holistically evaluate a person’s multiple conditions. However, this barrier can often be

compounded by social barriers like insurance preventing people from accessing in-person PT

or the structure of the medical system making it challenging for a person to get a holistic

evaluation and exercise recommendations for their multiple conditions.

In such scenarios, the individual doing the PT is the expert in their own condition.

Technology that supports people with da/ccs doing PT should ensure that people can

flexibly adapt the exercises and the number of repetitions to match what they need for

their body on that day and provide people with the data they need to make those decisions.
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For example, applications to support PT should be built in a way that records the abilities

(e.g., pain level less than 4/10, dizziness less than 3/10) and time needed to complete

the exercise. Then, when a user chooses to perform PT, the exercises and the number of

repetitions can be tailored based on the individual’s symptoms and abilities to increase the

odds of success. To fully and holistically support people in managing their da/cc, flexibility

must be built-in to technology supports.

Recommendation: Allow for Tracking Movement Quality and Progress

Due to recent advances in wearable sensors and decreased computing cost, technology is

opportunistically situated to enable tracking for movement quality and exercise progress.

Tracking movement quality was a highly requested feature that our participants felt would

help ensure safety and prevent injury. Tracking exercises to prevent injury using wearables

or camera-based technology is currently being explored in literature [72], but not necessarily

within a PT context [133]. With the ability to track the quality of PT exercises, at-home

PT becomes more accessible to people with da/ccs who are concerned about the potential

for muscle or joint injury without physical therapist supervision.

Additionally, technology can reduce the burden of tracking exercise progress and com-

pletion to highlight people’s successes and improve motivation, aid in self-experimentation

and adaptation of PT exercises, and open the door to having conversations with physical

therapists about adapting exercises. Self-tracking can be burdensome and another way that

managing a medical condition can shorten the day for people with da/ccs [45, 168]. To

alleviate this time-burden, wearable sensors or camera-based technologies can be used to

automatically track the type and number of exercises completed. Algorithmic methods that

enable safe and automated tracking of PT exercises is an unsolved issue that requires fur-

ther research. During algorithm development, it is important to consider our participants’

concerns about purchasing additional hardware. Therefore, supporting tracking with wear-

able technologies that people may already own such as smartwatches or enabling tracking

with solely software-based solutions using a smartphone may make it easier for people to

incorporate automated tracking into their PT exercise routines.
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Recommendation: Create Technology That Encourages Community-Building

Our participants felt that being accountable to a community, whether it be with other

people doing PT or with a physical therapist, is helpful for staying motivated to complete

their exercises. In one study of a community-building PT application, participants found

that the community was helpful for improving motivation and for comparing their PT

exercises to other people who had similar conditions so they could experiment with new PT

exercises [97]. Although there were concerns with misleading information [97], information

sharing could be a useful work-around for when people are unable to see a physical therapist

to get updated exercises. Additionally, virtual communities could facilitate encouragement

and engagement between users, especially those who have rare or multiple conditions [97].

Facilitating supportive interactions between the person and their physical therapist

through sharing of PT progress between in-person sessions may also increase familiarity

and a sense of accomplishment between the patient and the physical therapist. It can be

challenging for physical therapists to keep track of how patients are doing in-between ses-

sions [72]. Consistent data-sharing could help catch issues with the PT routines in a timely

manner and prevent communication issues. In situations where people are doing less than

the prescribed number of exercises, it is important to frame the incomplete adherence as

a sign that the PT routine is too time consuming, hard, or challenging because of other

symptoms, rather than simply an adherence issue, to prioritize the lived experiences of the

person doing PT. This reframing highlights where the PT routine might not be the best

suited for the person, not that the person is primarily or solely to blame for non-adherence.

These discussions, supported by data tracking, will hopefully lead to more appropriate ex-

ercise selection given a more holistic view of the person and lead to increased PT success,

and therefore, adherence.

Tension: Designing with Insurance in Mind

Finally, to support tracking of PT with technology, we cannot ignore the constant presence

of insurance concerns. Insurance was a major barrier to PT access for many participants,

all of whom were located in the US. While technology could help participants work around
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the in-person limits insurance imposes, participants were concerned about the ability for

data collected with technology to be used against them. Therefore, technology that is built

to support PT must be built with data privacy and use in mind.

Difficulties with and mistrust of insurance were near-ubiquitous in our interviews. The

first major barrier to PT that many people faced was lack of coverage. Generally, one needs

to be employed to receive benefits that include PT coverage, which already excludes a consid-

erable number of disabled people from receiving PT. Even if someone with a da/cc wanted

more flexible work hours or less working hours to better manage their symptoms, that is

often not feasible because benefits are directly tied to the job. While health insurance

is available in the US for unemployed individuals, navigating that infrastructure with a

da/cc can be challenging, and the coverage can be insufficient [135, 122]. One major

improvement that could be made in this area is to deploy (accessible) technology to help

navigate finding and obtaining insurance that provides sufficient coverage for people’s needs.

Further, these problems around achieving and maintaining PT coverage were so pervasive

in our participants’ lives that it affected their willingness to use technology to support

PT. While a few participants thought a PT system that tracks progress and movements

could serve as evidence for skeptical doctors or physical therapists, many other participants

were uncomfortable with the PT app tracking progress because of the potential insurance

ramifications; they were concerned that their progress, or lack thereof, could be acquired by

insurance companies and used to deny coverage. Therefore, though technology can be part

of the solution for increasing the accessibility of PT, insurance politics indubitably need to

change before the access challenges are fully removed.

With these insights in mind, technology that supports PT must consider data privacy.

Most work on data privacy in healthcare focuses on securing medical data collected by

the healthcare industry against security breaches [121, 4] Our results bring up intriguing

considerations for data privacy policies and systems to protect private patient data from

being misused by the healthcare system, including insurance companies. Further, our work

uncovers complex ethical considerations when creating such technology. If technology that

could have negative consequences for users is built and adopted by insurance companies as

“required for coverage,” the technology we use and the data it collects could actively harm
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participants with respect to PT and healthcare access.

5.5.2 Limitations and Future Work

One area of PT that we did not discuss in this paper is the rising popularity of telemedicine

or virtual PT, where the physical therapist and the individual receiving care meet on video

call for diagnosis and to receive care [36, 144]. Similar to reflections on virtual workplaces

[86, 107, 104], a new, virtual setting for PT can improve some accessibility issues while

introducing new challenges. Telemedicine can alleviate some aspects of the physical inac-

cessibility of in-person PT, such as removing the need to find transportation and the risks

of exposure for people with weakened immune systems. However, similar barriers to at-

home PT such as the potential for injury, lack of equipment, and lack of safety without the

physical presence of the physical therapists exist in the virtual setting [160]. Additionally,

virtual PT can be difficult because video calling can only provide so much information to

properly diagnose and provide recommendations to the person doing the PT exercises [160].

Here, new and emerging sensors such as wearables and 3D cameras could be leveraged to

provide the physical therapist with the information they need to care for their patients.

Additionally, PT access is not only challenging for people with chronic health condi-

tions. People who are blind or low vision, d/Deaf or hard-of-hearing, and/or neurodiverse

could also need PT access for acute (e.g., breaking a leg) or chronic (e.g., having a stroke)

conditions. Consequently, the accessibility of non-visual PT, for example, is a key part of

injury recovery for people who are blind or low vision, but it is not the focus of current

accessibility research or standards. Although technology can never replace the knowledge

and expertise of physical therapists, our study begins to identify potential ways in which

technology can improve PT access, particularly if technologies are designed with access in

mind from the start.

In the broader context of our conversations with our participants, many of the social

and physiological PT access barriers that participants mentioned were barriers to healthcare

access in general. Yet, accessibility research in healthcare remains limited. Our work

highlights the many areas (reminders, tracking, motivational rewards, data security) where
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technology could improve healthcare access for people with da/cc.

Lastly, beyond PT access, our study revealed several HCI areas in which needs arose at

the intersection of social and physiological access barriers for people with da/ccs. For exam-

ple, mental health was a PT barrier for many participants and is generally an understudied

chronic condition in HCI accessibility literature [91] that limits participation in daily life

due to both social and physiological barriers [117]. Further, almost all of our participants

discussed overlapping social and physiological access barriers to performing their jobs, such

as having to limit work hours due to chronic pain. We also suggest taking a post-modern

lens of disability to other important situations for people with da/ccs, such as education,

leisure activities, or care work. Given the pervasiveness of access barrier stemming from the

body and society in many areas of life for people with chronic conditions, we see the inter-

section of physiological and social access barriers as a rich area of future HCI accessibility

research.

5.6 Conclusion

Through our interview study with twelve individuals who self-identify as having a disabil-

ity and/or chronic condition (da/cc), we gained insights into the complex issues that this

group of individuals face at the intersection of social and physiological barriers when ac-

cessing physical therapy (PT). Our findings characterize both in-person and at-home PT

as imperfect solutions due to transportation, insurance, safety, and equipment issues and

identify barriers that technology could help alleviate. Notably, PT routines that do not cen-

ter the daily experiences of people with da/ccs are inherently challenging and less effective.

For example, daily symptom fluctuations can make it difficult or impossible to complete

prescribed PT. Through our study, we characterized factors that influence a person’s PT

experience including motivators and access challenges, which outline a clear set of needs

that technology can fill to support PT. Building technology that is motivating and adapt-

able between and within users and that includes key factors (e.g., tracking progress, data

privacy) may support PT accessibility. Finally, our work highlights the tightly interwoven

threads of social and physiological barriers to PT access. Our analysis would be incomplete

looking at one or the other, and they cannot be disentangled. We call for other researchers
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to thoughtfully consider the nuanced inter-relation between physiological and social access

needs in accessibility work moving forward, particularly when studying people with chronic

conditions.
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Chapter 6

CONCLUSION AND FUTURE WORK

This dissertation provides an important contribution toward applying control theory

methods to improve accessibility and health for people with and without disabilities. To

achieve this, I developed individualized HMI models (Ch 2), quantified how EMG interfaces

could enhance HMI control (Ch. 3), leveraged co-adaptation to design interfaces that adapt

to individual users’ needs (Ch. 4), and identified how technology could improve accessi-

bility and health for individuals with disabilities (Ch. 5). Below, I summarize the main

contributions of each chapter and identify avenues for future work.

6.1 Individualized HMI Model for Continuous Interactions

The objective of Chapter 2 was to develop a predictive model for continuous HMIs and

leverage the model to quantify how handedness affects learned feedforward and feedback

controllers. We found that a combined feedforward and feedback model predicted user’s

interactions with a dynamic machine better than a solely feedback model [181]. We addi-

tionally found that handedness does not affect learned controllers, and feedback controllers

adapt, but feedforward controllers do not [186]. Future research based upon and informed

by this work could include:

6.1.1 How is learning of feedback and feedforward controllers affected by neurologic injury

or neurologic disorders?

In motor control literature, researchers have identified that neurologic disorders like Hunt-

ington disease [154] and cerebellar ataxia [155] affect the learning of feedback and feedfor-

ward mechanisms during a center-out reaching task using a robotic manipulandum. The

experimental method developed in Chapter 2 demonstrates potential to similarly sepa-

rately quantify how feedback and feedforward controllers are affected by neurologic disor-
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ders. While the center-out reaching tasks enable researchers to identify disorders that affect

learning of feedback and feedforward control, there are no clear methods to predict and

augment the person’s affected controller with an intelligent agent. The methods investi-

gated in this dissertation demonstrate how control theory and game theory could be used

to develop predictive models of HMI and use those models to enhance HMIs. Chapter 4

in particular suggests how we could begin to augment a user’s feedback controller using

co-adaptation assuming that we can first model the person’s feedback controller. Future

work on extending co-adaptation for people with disabilities will first require identifying

how learning of feedback and feedforward controllers are affected by neurologic injury or

neurologic disorders to determine whether continuous tracking tasks produce similar results

to the well-studied center-out reaching tasks.

6.1.2 How does time-scale affect learned feedback and feedforward controllers?

Although we observed that learned controllers transferred between the left and right hands

for the prescribed task, there are many real-world examples where learning does not transfer

between hands. One example of this is writing. For many individuals who are right- or left-

hand dominant, writing with the opposite hand is a challenging and frustrating experience.

One area of future work would be to have participants interact with our experimental setup

over a much longer time scale than what we have investigated so far (∼30 minutes) to

identify how learning of feedback and feedforward controllers and transfer of learning is

affected by the length of time that participants have to learn a task. For example, although

we did not observe changes in feedforward controllers over the 30-minute task, previous

studies have shown feedforward controller adaptation when participants learn the tracking

task over a two-week period [192]. Identifying the time-scale in which learning of novel

dynamical systems no longer transfers across hands would be important to develop HMIs

that are easy to use regardless of the hand used to interact with the machine.
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6.2 Electromyography as Machine Input for People With and Without Dis-
abilities

The objective of Chapter 3 was to determine whether EMG interfaces improve continuous

cursor control and whether disability affects EMG versus manual control. We found that

EMG interfaces improve feedforward model formulation for a second-order task but not

a first-order task [187]. This seemed to be due to participants being able to track much

higher frequencies with the EMG interface compared to the manual interface. We addition-

ally found that while participants with disabilities performed much worse than participants

without disabilities, participants with disabilities had similar feedforward models as par-

ticipants without disabilities [187]. This suggests that EMG interfaces could be useful for

acceleration-based tasks like flying a drone or driving a car and that EMG interfaces could

improve interface accessibility if we augment the person’s feedback controller. Several future

directions could build on this work:

6.2.1 How can EMG and manual interfaces be smartly combined?

We identified that EMG interfaces may be useful for high-frequency acceleration-based tasks.

An exciting avenue for future work is to consider how EMG and manual interfaces could

be smartly combined depending on the task at hand to enhance performance. For example,

if the user is controlling a drone flying through a forest (a high-frequency acceleration-

based task), the user could rely more heavily on the EMG interface, whereas if the user

was controlling a powered wheelchair (a low-frequency velocity-based task), the user could

rely more heavily on the manual interface. Having a smart interface that could identify

situations where one interface may perform better than another and seamlessly combine

the two interfaces optimally could improve user performance and improve user interactions.

6.2.2 How can co-adaptation improve EMG interfaces?

Because biosignal-based interfaces like EMG interfaces suffer from variability within and

between individuals, co-adaptation could be a useful strategy for ensuring that the EMG

interfaces are continuously calibrated. The time-scale of how often the EMG interface would
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need to co-adapt to the individual and how quickly the co-adaptation should occur are open

questions that must be answered before such interfaces could be deployed in the real world.

Additionally, understanding how often users would be willing to calibrate an EMG interface

and how they would like to be prompted to do that are also open questions that need to be

answered.

6.3 Enhancing HMIs with Co-Adaptive Learning

The objective of Chapter 4 was to determine whether game theory could be used to aug-

ment the person’s feedback controller and to understand what differences exist between a

co-adaptive interface and a baseline. We found in experiment that participants converged

to different interface controllers, and performance and human effort improved for the 1st

order interface controller with co-adaptation compared to baseline. We additionally found

in simulation that a 2nd order human controller at medium human penalties approximates

our experimental results of improved performance and human effort. This suggests that

co-adaptive interfaces could improve user interactions by improving performance and de-

creasing user effort with appropriate parameterization. Future research that can build on

this work includes:

6.3.1 How can we develop a more accurate model of human interface co-adaptation?

The human interface co-adaptation model simulated in Ch. 4 simplifies the HMI to solely

the stimulated frequencies. However, our experimental investigations demonstrate that

adaptation of the user response at non-stimulated frequencies also plays an important role

in improving performance. Future simulation and modeling work should investigate how

time- and frequency-domain models can be developed that take into account how the human

adapts to an adaptive interface and fixed machine at both stimulated and non-stimulated

frequencies. Additionally, we did not investigate the effects of modeling the human as a

higher-order controller. Modeling the human as a more complex dynamical system than a

second-order system may be more effective at simulating our experimental results.
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6.3.2 Can we shape user learning by changing penalty terms and learning rates?

In my dissertation work, I solely tested one penalty term and learning rate experimentally.

Future studies should consider how penalty terms and learning rates affect performance

and human and interface effort and whether we can shape user learning by adapting these

parameters. Being able to shape user learning has implications for healthcare applications in

particular, as being able to predictably adapt user effort could be beneficial for rehabilitation

applications.

6.4 Supporting Accessibility and Health with Technology

The objective of Chapter 5 was to identify how biosignal-based interfaces could best be

leveraged to improve accessibility and health for people with disabilities. We found that

biosignal-based HMIs that provide continuous feedback from the human and the machine

could be useful in supporting people’s health [183] but the way people wanted to interact

with the technology differed from individual to individual. The study also highlighted

the importance of co-developing accessible and health-focused interfaces with people with

disabilities. Several future directions that could build on this work:

6.4.1 How can individualized and adaptive HMIs support people’s accessibility and health?

This dissertation laid the groundwork for how continuous interactions can be modeled and

enhanced when adults without disabilities use manual interfaces like joysticks, sliders, and

cursors. Potential areas for future work is to identify how we can adapt these modeling

techniques and algorithms to be used with people with disabilities to improve device acces-

sibility. For example, we can develop adaptive HMIs where the human and the interface

can continuously co-adapt to a task at hand despite fluctuations in the user’s abilities due

to a disability or situational impairment. Key to this approach is to holistically consider

not just optimal algorithm parameters for the task, but also what movements users find

comfortable and intuitive to perform during human-machine interaction. Additionally, it

is important to consider the placement of biosignal sensors such that it enables accessible

input for the individual based on their abilities.



123

6.4.2 How can we ensure that multi-channel biosignals-based HMIs are accessible to people

with disabilities?

To maximize the potential of individualized and co-adaptive HMIs, they must be translated

to be used in daily life and broadly disseminated. This could be achieved by developing

toolkits that enable application developers to include accessible biosignals-based HMIs as a

plugin to their applications. Such toolkits on the developer side could enable plug-and-play

HMI control that matches each user’s abilities and needs. This includes both continuous

HMIs, like controlling the movements of a virtual avatar in VR, and discrete HMIs, like

tapping on an icon or gripping an object in VR.

6.4.3 How can we leverage HMIs to improve healthcare?

Always-available multi-channel biosignals present exciting opportunities for continuous mon-

itoring and analysis of the person’s abilities and health as they fluctuate over time. Cur-

rently, the standard of care is to diagnose and treat people’s health based on the person’s

symptoms when they go to a doctor’s office. Technology that closes the loop by continually

monitoring, adapting, adjusting, and reporting on the person’s health could help individ-

ualize treatments, potentially improving treatment outcomes and decreasing negative side

effects. One domain of healthcare that I have begun to assess user needs in this dissertation

is physical therapy [183]. With continuous monitoring of biosignals with wearable sensors,

rehabilitation movements can be tracked, monitored, and adjusted based on the person’s

progress and goals. Additionally, rehabilitation movements can be integrated into people’s

daily interactions with technology and could help improve adherence and function.

6.5 Human-machine Interfaces for Accessibility and Health

The goal of this dissertation was to develop the necessary tools to build individualized,

adaptive HMIs for people with and without disabilities. The key contributions of devel-

oping a predictive model for continuous HMIs, leveraging the model to identify how EMG

interfaces could improve HMIs, and building a game-theoretic framework for co-adaptive

interfaces provide a strong foundation for applying closed-loop biosignals-based interfaces
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towards real-world accessibility and health applications. In addition, my work on identifying

user needs highlight the need for co-adaptive and individualized HMIs for accessibility and

health for people with disabilities. The potential future work outlined here provides ways

in which my dissertation work can be extended to build better predictive HMI models and

begin to translate adaptive interfaces into the real world.
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Ölveczky, and Maurice A Smith. Temporal structure of motor variability is dynami-

cally regulated and predicts motor learning ability. Nature Neuroscience, 17(2):312–

321, 2014.



146

[181] Momona Yamagami, Darrin Howell, Eatai Roth, and Samuel A Burden. Contribu-

tions of feedforward and feedback control in a manual trajectory-tracking task. In

IFAC Conference on Cyber-Physical-Human Systems (CPHS), volume 51, pages 61–

66. Elsevier, 2018.

[182] Momona Yamagami, Darrin Howell, Eatai Roth, and Samuel A Burden. Contribu-

tions of feedforward and feedback control in a manual trajectory-tracking task. In

Proceedings of the 2018 Conference on Cyber-Physical Human Systems, volume 51,

pages 61–66. IFAC, 2019.

[183] Momona Yamagami, Kelly Mack, Jennifer Mankoff, and Katherine M Steele. “I’m

just overwhelmed”: Investigating physical therapy accessibility and technology in-

terventions for people with disabilities and/or chronic conditions. arXiv preprint

arXiv:2202.02281, 2022.

[184] Momona Yamagami, Maneeshika Madduri, Benjamin Chasnov, Hsiao-Yang Chou,

Lauren N Peterson, and Samuel A Burden. Co-adaptation for human-in-the-loop

control systems. In Preparation.

[185] Momona Yamagami, Keshia Peters, Ivana Milovanovic, Irene Kuang, Zeyu Yang,

Nanshu Lu, and Katherine Steele. Assessment of dry epidermal electrodes for long-

term electromyography measurements. Sensors, 18(4):1269, 2018.

[186] Momona Yamagami, Lauren N Peterson, Darrin Howell, Eatai Roth, and Samuel A

Burden. Effect of handedness on learned controllers and sensorimotor noise during

trajectory-tracking. IEEE Transactions on Cybernetics, 2021.

[187] Momona Yamagami, Katherine M Steele, and Samuel A Burden. Decoding intent

with control theory: Comparing muscle versus manual interface performance. In

Proceedings of the 2020 CHI Conference on Human Factors in Computing Systems,

pages 1–12, 2020.

[188] Kaiwen Yang, Luke Nicolini, Irene Kuang, Nanshu Lu, and Dragan Djurdjanovic.



147

Long-term modeling and monitoring of neuromusculoskeletal system performance us-

ing tattoo-like EMG sensors.

[189] Bo Yu, R Brent Gillespie, James S Freudenberg, and Jeffrey A Cook. Human control

strategies in pursuit tracking with a disturbance input. In 53rd IEEE Conference on

Decision and Control, pages 3795–3800. IEEE, 2014.

[190] Rui Zhang, Fali Li, Tao Zhang, Dezhong Yao, and Peng Xu. Subject inefficiency phe-

nomenon of motor imagery brain-computer interface: Influence factors and potential

solutions. Brain Science Advances, 6, September 2020. Publisher: SAGE Publications

Ltd.

[191] Xingye Zhang, T Michael Seigler, and Jesse B Hoagg. The impact of nonminimum-

phase zeros on human-in-the-loop control systems. IEEE Transactions on Cybernetics,

2020.

[192] Xingye Zhang, Shaoqian Wang, Jesse B Hoagg, and T Michael Seigler. The roles

of feedback and feedforward as humans learn to control unknown dynamic systems.

IEEE Transactions on Cybernetics, 48(2):543–555, 2017.

[193] Xu Zhang, Xiang Chen, Yun Li, Vuokko Lantz, Kongqiao Wang, and Jihai Yang. A

framework for hand gesture recognition based on accelerometer and EMG sensors.

IEEE Transactions on Systems, Man, and Cybernetics-Part A: Systems and Humans,

41(6):1064–1076, 2011.

[194] Yu Zhong, Astrid Weber, Casey Burkhardt, Phil Weaver, and Jeffrey P Bigham.

Enhancing android accessibility for users with hand tremor by reducing fine pointing

and steady tapping. In Proceedings of the 12th Web for All Conference, page 29.

ACM, 2015.

[195] Kemin Zhou, John Comstock Doyle, and Keith Glover. Robust and Optimal Control,

volume 40. Prentice Hall, 1996.

[196] Katie Z Zhuang, Nicolas Sommer, Vincent Mendez, Saurav Aryan, Emanuele For-

mento, Edoardo D’Anna, Fiorenzo Artoni, Francesco Petrini, Giuseppe Granata, Gio-



148

vanni Cannaviello, et al. Shared human–robot proportional control of a dexterous

myoelectric prosthesis. Nature Machine Intelligence, 1(9):400–411, 2019.

[197] Amanda M Zimmet, Di Cao, Amy J Bastian, and Noah J Cowan. Cerebellar patients

have intact feedback control that can be leveraged to improve reaching. eLife, 9,

October 2020.



149

Appendix A

APPENDIX

A.1 Aim 1 Appendix

A.1.1 Computing User Input Prediction

To evaluate Hypothesis 2, where we use data from the linearity experiment to compare the

predictive accuracy of B-only and B + F models, we partitioned data from the conditions

in TABLE 2.2 into disjoint train and test subsets as follows. First, we compute B at each

stimulated frequency for each participant by averaging (2.6a) across the ten (0, d) trials.

Subsequently, for the B+F model, we use each participant’s estimated B to compute their

F at each stimulated frequency by averaging (2.6b) across the ten (r, 0) trials. Thus, the

train dataset consisted of ten (0, d) trials and ten (r, 0) trials. We applied (2.5) to predict

the (frequency-domain) user response for the B +F model in the last ten (r, d) trials using

the user’s B and F estimates.

For the B-only model, we set F = 0 in (2.5) so that

û(ω) =
B̂(ω)

1 + B̂(ω)M̂(ω)︸ ︷︷ ︸
T̂ur(ω)

r̂(ω) +
−B̂(ω)M̂(ω)

1 + B̂(ω)M̂(ω)︸ ︷︷ ︸
T̂ud(ω)

d̂(ω). (A.1)

We can again compute B at each stimulated frequency for the ten (0, d) trials by averag-

ing (2.6a). Then, we used (A.2) to compute B during the ten (r, 0) trials, and took the

average to obtain an estimate of B.

B̂(ω) =
T̂ur(ω)

1 + T̂ur(ω)M̂(ω)
(A.2)

We applied (A.1) to predict user response for the B-only model in the last ten (r, d) trials

using the user’s B estimates.



150

By performing this analysis at each stimulated frequency for each of the ten (r, d) trials

for each participant, we obtained a predicted user response ûpred which we compared to the

measured user input ûmeas. Thus, the test dataset consisted of ten (r, d) trials.

A.1.2 Computing R2 for User Input Prediction

We used the coefficient of determination R2 [60, Eqn. (3.9)] to assess prediction accuracy

of the user input û at each frequency. For each set of ûpred and ûmeas obtained from the

(r, d) trials (see Appendix A.1.1), we computed an R2 value at each stimulated frequency

for each trial i with the equation,

R2(ω) = 1−
∑

i |ûmeas,i(ω)− ûpred,i(ω)|2∑
i |ûmeas,i(ω)− ¯̂umeas(ω)|2

. (A.3)

We defined ¯̂umeas(ω) as the average user input of the measured input in the ten (r, d) trials

that were used to make a prediction. We computed each of these quantities in the frequency

domain using complex numbers, so we computed an R2 value at each stimulated frequency

that represents deviation in both magnitude and phase. If the predictions perfectly match

the measured user inputs, then R2 = 1. If the predictions do no better than predicting the

mean of the observed user inputs, then R2 = 0. If the predictions are worse than predicting

the mean of the observed user inputs, then R2 < 0.

A.1.3 Wilcoxon Signed-Rank Test

The Wilcoxon signed-rank test is a non-parametric paired t-test for data that is not normally

distributed [30, Sec. 5.7]. Parametric statistical tests like the paired t-tests come with several

assumptions that must be verified, such as that the data must be normally distributed [30].

We determined that the assumption of normality does not hold for our dataset using the

Shapiro-Wilk test (α = 0.05) [132]. Therefore, we chose to use the Wilcoxon signed-rank

test.

The Wilcoxon signed-rank test compares whether the differences between two conditions

for a single group of N individuals have statistically different medians or not. The test does
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this by ranking the absolute difference between the two conditions for each participant, with

1 being assigned to the individual with the smallest difference, and N being assigned to the

individual with the largest difference. Then, the rank for each individual is multiplied by

1 or −1 depending on whether the difference between the two conditions were positive or

negative. The test statistic Z is computed as the sum of the signed ranks, and the p-value

can be defined from the computed Z value [30, Sec. 5.7].

Because the test compares differences between all samples from two datasets, it is gener-

ally not possible to determine whether there is a statistically significant difference between

the two datasets using only the median and interquartile statistics represented in box plots.
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