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Introduction
Beginning in 2004, the Centre for the Study of African Economies at the University of Oxford conducted a labour force survey for a panel of households in Ghana. The selected clusters were sampled from the national census, and households were randomly selected from each cluster at the second stage. The survey is representative of the urban population only. The first two waves of the survey used a substantially different questionnaire design from subsequent years, and Computer Assisted Personal Interviewing (CAPI) was introduced in the third wave. The final round of the survey was completed in 2013.
In each wave, all available individuals of working age were administered an ‘Individual Questionnaire’, collecting information on education, activities, and a series of other characteristics specific to the individual. In all waves after 2005, a ‘Household Questionnaire’ was also conducted with the head of the household, or another willing and able respondent from the household. This collected household-level information, as well as filling in a roster containing basic individual-level data on all household members, regardless of their age.[footnoteRef:1]  [1:  In 2008, a separate ‘Recall Questionnaire’ was also administered to individuals during their Individual Questionnaire interview. The data, however, ] 

The data are now presented in three cleaned panels:
1. Individual Labour Force Panel (LF_Panel.dta) – contains information collected in the Individual Questionnaire
2. Household Panel (HH_Panel.dta) – contains household-level information collected in the Household Questionnaire
3. Roster Panel (Roster_Panel.dta) – contains basic individual-level information collected in the Household Questionnaire
The cleaned information is also available alongside the raw variables from each wave separately, in the ‘Data to Publish' folder. 
Raw Data
From 2005 onwards, the raw data for the GHUPS were collected using handheld computers, equipped with the survey software ‘Pocket Survey’.[footnoteRef:2] These data were downloaded onto laptops in the field, and then assembled by CSAE staff into raw Stata .dta files, which included information for all questions available for each wave. Some of these raw files underwent transformations, such as creating extra variables and merging together different components of the questionnaire (e.g. individual and household).[footnoteRef:3]  [2:  The 2004 questionnaire was conducted on paper, but raw Stata .dta files for this wave created analogously.]  [3:  As such, the original Stata .dta files were not ‘raw’ from Pocket Survey.] 

The raw Stata .dta files used to assemble the cleaned panels are listed in Table 1.  



Table 1 – Raw Stata .dta Files used in Panel Creation
	Wave
	Individual Questionnaire
	Household Questionnaire

	2004
	‘ghups_public_2004.dta’
	N/A – no Household Questionnaire administered

	2005
	‘ghups_public_2005.dta’
	Data missing

	2006
	‘ghups_public_2006.dta’
	‘ghups_public_2006.dta’ – Possible to extract some Household Questionnaire information from this file

	2008
	‘ghups_worker data_public_2008.dta’
	‘ghups_household data_public_2008.dta’

	2009
	‘ghups_worker data_public_2009.dta’
	‘ghups_household data_public_2009.dta’

	2010
	‘ghups_worker data_public_2010.dta’
	‘ghups_household data_public_2009.dta’

	2012
	‘Full_LF_2012.dta’
	‘Full_LF_2012.dta’ – Individual and Household Questionnaire data pre-merged

	2013
	‘LF_Individual_2013.dta’
	‘LF_Household_2013.dta’




Individual Labour Force Panel
Appending
The Individual Labour Force Panel is assembled using a master do file named ‘LF_Panel_Creation_JL.do’. 
This master do file calls a series of smaller do files, which implement separate elements of the cleaning process.
To begin, the raw .dta files from wach wave must be transformed to make the data suitable for appending – the do files implementing these transformations are named ‘rename_`wave’.do’. The following tasks are carried out by these do files for every wave:
· Ensuring variables capturing the same question are given the same name.
· Dropping administrative variables, which carry no information.
· Reshaping the data into wide format with respect to the multiple individuals, which individuals may undertake. These allow individuals to report a primary activity (1), and secondary activities (2 and 3).[footnoteRef:4] [4:  In the raw .dta files for 2006 and 2012, there was only one observation per individual. Prima facie, this implies there was only one activity recorded for each individual. For some individuals in these raw datasets, however, self-employment activities were recorded in the same observation as wage-employment activities, so multiple activities could be recovered.] 

· Fixing duplicates.
After calling the renaming do files, LF_Panel_Creation_JL.do appends the data to produce a single panel. The following cleaning is then undertaken.

Cleaning 
Preliminary administration
Immediately after appending, the master do file LF_Panel_Creation_JL.do:
1. Extracts raw information on respondent names and areas, to fill in missing data in the Household Panel and Roster Panel.
2. Corrects the format of the identification variables.
3. Drops unneeded administrative variables.
An important set of fixes are then applied to the original worker and household identifiers, ‘wid’ and ‘hid’ respectively. During the years in which the survey collected, a number of different adjustments have been made to the identification variables in order to cater of the possibility of household splits. This lead to a number of confusing ‘long IDs’, 10-15 digits long. Although the raw worker ID and household ID variables are maintained as ‘wid_original’ and ‘hid_original’, four new identification variables are created to allow household and individuals to be identified in a more coherent way. These cleaned identifiers are generated according to the following arrangements: 
1. ‘hid_start_cleaned’: necessarily four digits long – the ‘hid’ of the original household in which the individual resided.
2. ‘wid_start_cleaned’: necessarily six digits long – the original ‘wid’ for the individual. For individuals that started with a long ‘wid’, ‘wid_start_cleaned’ returns a new six digit identifier, based on ‘hid_start_cleaned’ with a new two digit individual id number at the end.
3. ‘hid_cleaned’: necessarily six digits long for splinter households, four digits long for original households. When households split off, two digits are put in front of ‘hid_start_cleaned’ to create the new household identifier. A ‘1’ and another number determining which splinter household this is. (e.g. for the third household to split off from 1001, ‘hid_cleaned’ ==131001.)
4. ‘wid_cleaned’: necessarily six digits long if individual is in original household, eight digits long if they move to splinter household. Adds a two-digit suffix to ‘hid_cleaned’ to number off individuals within each household. Will be the same as ‘wid_original’, if ‘wid_original’ is six digits long. (e.g. for the fourth individual in splinter household 131001, ‘wid_cleaned’ ==13100104.)

Cleaning categories and time-invariant information
A do file named ‘clean_categories.do’ is run.  This cleans the categories needed to create the categorical variables relating to individual characteristics such as ethnicity, sex, and education. Where categories could not be easily be assigned an ‘Other’ option was selected, and a ‘Please specify’ variable, adding an ‘s’ to the variable name, was created. 
Using the education categories, variables capturing individuals’ years of education are created. 
A do file named ‘children.do’ is then run to extract the number of biological children the individual has.
Extra information from the Household Questionnaire about respondent names and enumeration areas are merged into the panel, to help alleviate missing data issues.
Time-invariant variables are cleaned and made consistent across the waves of the panel. A special fix is applied to the education variables to ensure that individuals cannot ‘lose’ years of education once they have reached their maximum years of education. Similarly, the marriage variable is only carried forward, rather than backward, as it is not time-invariant in the same sense as other variables such as ethnicity and sex.
Income and job status
A series of core variables relating to income and job status are generated using the do file named ‘income_jobstatus.do’.
These variables focus on the following issues:
· Is individual working? Separate variables are created depending on whether work in the last 12 months, and jobs to which the individual may return, are to be included.
· Is individual self- and/or wage-employed? A dummy is created looping across the potential activities, returning 1 if that activity was wage-employed or self-employed, and 0 otherwise. In order to ascertain whether the activity described was done in the last 7 days, last 12 months, or was a job to which the individual would return, the working_yn* variables must be utilised. The variable jwageself*, which was unreliable, was cleaned here.
· Occupational Status. A categorical variable was created, based on individuals’ combination of activities. 
· Income variables – incomes from self-employment, wage-employment, and other sources were calculated at the weekly and yearly level.[footnoteRef:5]  [5:  Currently, these variables scale everything to the weekly and yearly level in the same away across all individuals. Users of the panel may wish to exploit the days and hours per week variables to refine the calculation of incomes.] 


Some censoring was carried out on the income figures to ensure reasonable responses. Values corresponding to more than 3000 (New) Cedis a week are divided by 10,000 on the assumption that respondents were reporting figures in the old currency, even after 2007. 

Job description categories and industries
This do file named ‘job_cat_industry.do’ creates standardised variables for job description categories and industries. Looping over all potential activities, separate variables are created which capture:
1. Job description categories (job_cat*) – a set of very detailed descriptions, which allow both wage- and self-employment activities to be grouped.[footnoteRef:6]  [6:  These are separated out for self-employment services, manufacturing, and trading activities in job_cat_seserv`num', job_cat_semanuf`num', job_cat_setrade`num' respectively.] 

2. Job industries (job_cat_industry*) – a coarser categorisation, giving the broad industry in which the activity took place.

Hours worked and firm size
The do file ‘hours_firmsize.do’ calculates firm size for all job activities. For the wage-employed, this means a category indicating broadly the number of individuals also working at the firm or organisation. For the self-employed, this captures the number of people employed.
Hours and days worked per work are also recovered and cleaned.


Deflation
The information on interview date is cleaned and merged with data on inflation and exchange rates to create deflated/USD versions of the Cedi variables. The relevant do file here is named ‘deflate.do’.[footnoteRef:7] [7:  This do file creates a variable called ‘year’, which is not synonymous with ‘wave’. The former refers to the year in which the interview happened, which may differ from the wave of the survey, because many interviews for the 2009 and 2010 surveys occurred after the end of the calendar year.] 

Inflation numbers were taken from: Bank of Ghana.
Exchange rates were taken from: http://www.oanda.com/

Labelling
A series of labelling do files were created. Taken together, these label all variables in the data with either the relevant question or the label from the Data Dictionary.[footnoteRef:8] The relevant labelling do files for the Individual Labour Force Panel are: [8:  The only exception is 2004 – these variables are simply labelled with their names, as they are not widely used at present, given the prevalence of missing data.] 

· ‘final_labels_2006_2013.do’
· ‘final_labels_2005.do’
· ‘final_labels_2004.do’
· ‘extra_labelling.do’

Finalising
After labelling, the master do file carries out the following tasks:
· Drops variables not to be retained in the cleaned panel.
· Replaces ‘Don’t know’ codes (such as 999) with missing entries.
· Orders retained variables, and adds divider variables to delineate groups of variables.
· Labels the values of dummy variables coded as 1 and 0 with ‘Yes’ and ‘No’. 
Two extra do files are now run to remove so-called ‘nonsense’ values from the data. These are values that appear implausible and undermine the credibility of the cleaned panel:
· ‘indiv_chars_lfs.do’: replaces any dates of birth before 1925 or after 1999 as missing.
· ‘nonsense_lfs.do’: winsorises the top 1% of all monetary variables, and replaces their values with the median.
 A version of the panel is then saved, both before encoding categorical string variables (‘LF_Panel_preencode.dta’) and after (‘LF_Panel.dta’).

Household Panel
Appending
The Household Panel is assembled using a master do file called ‘HH_Panel_Creation_JL.do’. Again, this master do file calls a series of smaller do files, which undertake separate cleaning tasks.
As in the Individual Labour Force Panel, the raw .dta files from wach wave must be transformed to make the data suitable for appending. The do files which do this are named ‘renamehh_`wave’.do’. The following tasks are carried out by these do files for each wave:[footnoteRef:9] [9:  In 2004 and 2005 there is no specialised Household Questionnaire data. We therefore maintain the household IDs from the Individual Questionnaire data, and nothing else, in the Household Panel.] 

· Ensuring variables capturing the same question are given the same name.
· Dropping administrative variables, which carry no information.
· Fixing duplicates.
· Separating out household-level variables from individual-level variables – the latter are included in the other panels.
After running these do files ‘HH_Panel_Creation_do’ appends the waves of the data together, ready for the following cleaning.

Cleaning
Preliminary administration
The cleaning of the Household Panel begins by:
1. Extracting raw information on respondent names and areas, to fill in missing data in other the Household Panel and Roster Panel.
2. Correcting the format of the raw household identifier.
3. Dropping unneeded administrative variables.
The same vital fixes are then applied to the household identifier, as in the Individual Labour Force Panel. A .dta file called ‘hhpanel_idtranslator.dta’ is merged onto the appended data, using the raw household identifier. This results in the same three household identifiers:
· ‘hid_original’
· ‘hid_start_cleaned’
· ‘hid_cleaned’
There are some problematic observations which only appear in the data from the 2008 Household Questionnaire, and have a long household identifier. These observations cannot be tracked in either the Roster or the Individual LFS Panels. To pick out these datapoints, they are given a new six digit value for ‘hid_start_cleaned’ and a ‘hid_cleaned’ starting with a ‘9’.

Cleaning categories and time-invariant information
The cleaning of categories begins by running two sub-do files:
1. ‘clean_categories_hh.do’: cleans information on Enumeration Areas and dwelling characteristics, by ensuring data conforms to pre-existing categories.
2. ‘clean_hh_head.do’: raw information on the household head is spread across a number of variables. This do file isolates these variables, and extracts ID, name, and telephone number of the household head.
Extra data from the Individual Questionnaire about areas and cities are merged into the panel to reduce missing data points, and the time-invariant variables are then made consistent across the waves of the panel.

Assets
An asset index is then created using Principal Component Analysis on the asset dummies, which record whether or not the household owns a series of consumer durables. This occurs in the do file named ‘hh_assets.do’. 

Deflation
The monetary variables are deflated using a do file named ‘hh_deflate.do’. Again, inflation numbers were taken from: Bank of Ghana, and exchange rates were taken from: http://www.oanda.com/

Labelling
The variables are labelled with the relevant question or the label in the Data Dictionary where possible. There are just two do files that do this for the Household Panel variables:
· ‘hh_labelling.do’
· ‘extra_labelling.do’

Finalising
The master do file conducts a number of finishing tasks:
· Drops variables not to be retained in the cleaned panel.
· Replaces ‘Don’t know’ codes (such as 999) with missing entries.
· Orders retained variables, and adds divider variables to delineate groups of variables.

Specific then receive finer cleaning and some censoring in the following do files:
· ‘dwelling_services.do’
· Cleans categorical household dwelling and services variables into suitable categories.
· Replaces ‘time_location’, the duration that the household has occupied their current dwelling, as missing if it exceeds 100 years.
· Replace ‘hshousevalue’, the dwelling’s value, as missing if it exceeds 100,000 USD.
· ‘agri_livestock’
· Cleans categorical variable relating to agricultural assets and livestock.
· Censors ‘hatractor’, the household’s number of tractors, at 10 (replaces with missing otherwise).
· Censors the land ownership variables (‘halandh’ and ‘halandnonh’) at 1000 acres.
· ‘shocks.do’
· Cleans categorical variables relating to shocks to the household.
· ‘incomefin.do’
· Cleans categorical variables relating to household incomes and finances.
· ‘gps.do’
· Re-labels GPS variables.
·  ‘location_hh.do’
· Drops further location variables from which information cannot be extracted.
· Combines variables from different waves containing the same location and prompt sheet information.
· ‘nonsense_money.do’
· Winsorises all monetary variables, replacing the top 1% with the median value.
· Winsorises variables relating to number of rooms in the dwelling, and distances/travel times to public services, replacing the top 1% with the median value.
The main do file finishes by labelling variables, cleaning 999 cases, and saving (both before and after encoding the key categorical variables, and extracting extra information on areas to fill in other panels).
As with the Individual Labour Force Panel, a version of the Household Panel is saved both before and after encoding the categorical variables (‘HH_Panel_preencode.dta’ and ‘HH_Panel.dta’ respectively).
Roster Panel
Appending
The Roster Panel is assembled by a master do file named ‘Roster_Panel_Cration_JL.do’. As in the other panels, this beings by calling a number of files to transform the raw .dta files ready for appending. For each wave, these are named ‘renameroster_`wave’do’.[footnoteRef:10] They perform the following tasks: [10:  In 2004 and 2005 there is no specialised Household Questionnaire data. We therefore maintain the household and individual IDs from the Individual Questionnaire data, and nothing else, in the Roster Panel.] 

· Ensuring variables capturing the same question are given the same name.
· Dropping administrative variables, which carry no information.
· Fixing duplicates.
· Picking out individual-level variables specifically related to the Household Roster.
· Reshaping any datasets stored in wide form with respect to individual household members into long form. In the cleaned Roster Panel, each datapoint corresponds to an individual-wave, rather than a household-wave.
The resulting data from each wave is then appended by the master do file, ready for cleaning.
 
Cleaning
Preliminary administration
A number of initial cleaning tasks are conducted immediately after appending the data:
1. Extracting raw information on respondent names and areas, to fill in missing data in the Household Panel and Roster Panel.
2. Corrects the format of the identification variables.
3. Drops unneeded administrative variables.
The individual and household identification variables are also fixed as in the other two panels. To do this, a separate .dta file named ‘rosterpanel_idtranslator.dta’ is merged into the panel.

Clean categories and time-invariant information
The master do file calls a sub-do file called ‘clean_categories_roster.do’. This do file cleans the following categorical variables, returning an ‘Other’ option where no categorisation was possible, and creating a separate ‘Please specify’ variable for such cases:
· ‘area’: enumeration area.
· ‘wehighest’: highest level of education.
· ‘hhrelation’: household member’s relation to the household head.
· ‘hhrwage’: self-employment or wage-employment as household member’s main activity.
· ‘hhrnotwork’: household member’s job status.
Again, it is possible to construct a years of education variable, using the same code as for the Individual Labour Force Panel. 
As in the other master do files, extra information is merged in to fill in any data gaps with respect to respondent names, enumeration areas, and cities. Time-invariant variables are also made consistent across waves of the Roster Panel, where possible.
Some individual characteristics then receive specialised cleaning:
· Respondent names (conducted in ‘clean_names_roster.do’):
· Takes information from all possible variables that capture data on names.
· Produces ‘name_cleaned’, a single variable concatenating all relevant information on name.
· Ensures names invariant across individual IDs.
· Respondent sex (conducted in ‘clean_sex_roster.do’):
· Corrects data on respondent sex using names as a guide in ambiguous cases. 
· Respondent age:
· Ensures age increases by 1 each year.
· Censors any reports of individuals over 99 years old, replacing with missing.

Labelling
Variable labelling is undertaken by two do files: ‘roster_labelling.do’ and ‘extra_labelling.do’.

Finalising
The master do file finishes by:
· Dropping variables not to be retained in the cleaned panel.
· Replacing ‘Don’t know’ codes (such as 999) with missing entries.
· Ordering retained variables, and adds divider variables to delineate groups of variables.
There is also some focussed final cleaning of particular sections in the following sub-do files:
· ‘healh_roster.do’
· Converts all measures of health (height, weight, arm circumference) into metric units.
· Replaces implausible values as missing:
· Weight >120kg
· Upper arm circumference >100cm
· ‘absence_roster.do’
· Cleans variables relating to household member absence.
· ‘nonsense_roster.do’
· Winsorises the number of children variable, ‘hhrkidsnum’, replacing the top 1% with the median value.
A version of the Roster Panel is saved before encoding categorical variables (‘Roster_Panel_preencode.dta’) and after (‘Roster_Panel.dta’).

Cleaned Waves
Cleaned waves from the Individual LFS, Household Panel, and Roster Panel are created using clean_waves.do, clean_waves_hh.do, and clean_waves_roster.do respectively. Whereas the three panels contain information from 2004-2013, these cleaned waves contain information from one wave only. 
For the Individual LFS, this involves extracting all the cleaned information on the core variables from the Panel by isolating each wave, and merging this back into the reshaped raw data from each wave. This way, both the cleaned core variables and the raw variables from each wave of the panel are retained.[footnoteRef:11]  [11:  The cleaned core variables from the panel overwrite the raw variables from each wave, where possible. ] 

For the Household Panel and the Roster Panel, the cleaned waves are simply created by keeping the relevant year of the panel and saving, since there are other raw variables of interest.  

Final Data Files
The resulting final data files are summarised in Table 2.
Table 2 – Final Data Files 
	File
	Description

	LF_Panel.dta
	Contains cleaned core variables from the Individual LFS in from all waves in panel format. Data is formatted wide with respect to multiple activities.

	HH_Panel.dta
	Panel of all household-level data. One observation per household-wave.

	Roster_Panel.dta
	Panel of all individual-level information stored in the household rosters. One observation per individual-wave.






