A Proposal for an English-query Multilingual Patient Information Retrieval Engine
STATEMENT OF THE PROBLEM:

 As medical knowledge and the complexity of medical care expand, the need for medical providers to have access to written patient education (PE) material increases.  PE documents allow providers to achieve more in time-limited encounters with patients by replacing some of the verbal communication in which providers might engage to educate patients about diagnoses, treatments, and tests.  PE documents may also serve to heighten patient empowerment, reduce patient anxiety, and increase patient compliance with providers' care plans.

 PE documents in electronic format offer several advantages over paper PE documents: reduced storage space, increased durability, and, (in the case of Internet-based PE documents, easier updatability.  In addition, they can be accessed by information retrieval (IR) systems.  Integrated, peer-reviewed PE document collections have been made available (see, for instance, http://www.patienteducation.com/).  

 A trend in health care in the United States parallel to the increased need for PE documents is the increasing ethnic and linguistic diversity of the population.  As people from more and more diverse countries emigrate to the United States, the health care system has needed to adapt to meet their health care needs.  One of these needs is for PE documents written in the primary language of the patient.

 The Internet, particularly the World Wide Web (WWW), provides a rich, though disorganized, source for non-English PE (NEPE) documents.  These tend, in the author's experience, to be created by small organizations, often community service organizations, small medical groups, or academic institutions, and posted on those organizations' websites.  They are rarely indexed or tagged with metadata.

 Locating WWW-based NEPE documents is difficult.  There is no comprehensive, centralized web catalog of these sites.  In addition, any such catalog would be very difficult to maintain because of the constant addition of new NEPE documents to the WWW.  There is a need for a system that combines web crawling, WWW-based cross-language information retrieval (CLIR), and analysis of retrieved documents to identify them as PE documents.  The system would accept queries in English and return PE documents in a specified target language.  This is a proposal for such a system.
 Oard (Oard 1996) divides CLIR systems into two main categories: Exact-match (which uses controlled vocabularies and exact-match searching, usually on a manually-indexed document collection), and free-text (which use partial-match searching on the full text of queries and documents).  He further subdivides free-text CLIR systems into thesaurus-based systems (which use a thesaurus to translate terms from one language to another) and corpus-based (using computational linguistic techniques and “training corpora” of identical documents translated into more than one language to automatically “discover” meanings across languages, then apply these to other documents).  The proposed system described in this paper, the English-query Multilingual Patient Information Retrieval Engine (EMPIRE), would have characteristics of both exact-match and thesaurus-based free-text CLIR systems.
OVERVIEW:

 EMPIRE would have the following components, each of which will be discussed below:

1. A WWW-based interface for users to enter queries and to specify the desired language for retrieved documents.

2. An automated engine to match English query terms to terms in the National Library of Medicine's Medical Subject Headings (MeSH) terminology.

3. Use of the National Library of Medicine's Unified Medical Language System (UMLS) Metathesaurus to access term translations in the five languages for which translations of MeSH terms have been performed.
4. Use of electronic cross-language dictionaries to translate the terms of the MeSH concept(s) matching the query into the target language if the target language is not one of the languages for which translations of MeSH terms have been performed.

5. A WWW-crawling system to locate documents on the Internet and build a word index of those documents [EMPIRE would make use of an existing commercial WWW search engine for this function].

6. Addition of search terms to allow for retrieval of PE documents as opposed to documents created for other than PE purposes.

7. Automated construction of a query to the WWW search engine using the target-language search-terms generated in steps 3, 4, and 6
PART ONE: USER INTERFACE

 The user interface for EMPIRE would be simple, with a text window to enter the query and a drop-down menu to select the target language.  The drop-down list would include that subset of the International Standards Organization (ISO) Standard 639 set for languages for which term translation was implemented in EMPIRE (Anonymous, 2002A).
PART TWO: TERM MATCHING

 EMPIRE would match query terms to MeSH concepts.  This serves the purpose of disambiguating the user query, and hopefully increasing both recall and precision compared with using translations of unmodified user query words.  To achieve this matching, EMPIRE would use the the SAPHIRE system, a concept-matching system designed to match free-text queries and documents to UMLS Metathesaurus concepts.  The SAPHIRE system works by matching individual words in the free-text document to the “strings” in the UMLS that constitute lexical variants of various synonymous terms for concepts in the metathesaurus.  Output is in the form of a list of UMLS Metathesaurus concepts along with a weight for each concept (Hersh and Donohoe 1998).  The weighting, however, would not be used in EMPIRE.
 SAPHIRE has several features beyond simple text string matching that helps improve accuracy of mapping free text sources to concepts.  For instance, for words that occur most commonly in the metathesaurus, SAPHIRE will only map to terms (and hence, to concepts) for which another, non-common, word in the input string also matches.  In addition, SAPHIRE will not output concepts corresponding to terms for which fewer than half the term words appeared in the input text.
 MeSH is selected as opposed to other health care-related controlled vocabularies because it is specifically designed for use with medical literature.  Other health care-related controlled vocabularies, such as SNOMED (designed for encoding patient-specific clinical data) would be less likely to have the appropriate conceptual framework for identifying the content of PE documents.  In addition, MeSH has, unlike other health care-related controlled vocabularies, already been translated into several languages (Hersh and Donohoe 1998).
PART THREE: TERM TRANSLATION WITH UMLS

 For several languages (German, French, Russian, Spanish, and Portuguese), translations of MeSH terms exist in the UMLS Metathesaurus (Nelson 2000).  If the user selects one of these as the target language, EMPIRE would retrieve from UMLS the translated forms of the all terms for the MeSH concepts retrieved from SAPHIRE and use these as the search terms in Part Seven (see below).

PART FOUR: TERM TRANSLATION WITH NON-MEDICAL CROSS-LANGUAGE DICTIONARIES

 For languages not covered in Part Three, EMPIRE would make use of generic (i.e. non-medical) cross-language dictionaries.  Many of these are commercially available in electronic format (see, for instance, www.ectaco.com) and could be accessed on an automatic basis.  Each word in the query text would be individually translated and all retrieved target-language words would be included as search terms in Part Seven.
 Languages that use non-Roman character sets present a special situation, though not an unsurmountable obstacle.  For almost all such languages, electronic character sets and accompanying fonts exist which would allow for electronic handling and display of search terms in these languages.  A difficulty might arise, however, in using such search terms in standard search engines (see Part Seven).
PART FIVE: WWW-CRAWLING AND DOCUMENT INDEXING

 As described above, PE documents are scattered widely across the WWW.  Retrieving them will require extensive WWW-crawling and indexing.  It would not be feasible to design and implement an application just for this purpose as part of EMPIRE, and it is not necessary.  A standard commercial WWW search engine, with its underlying broad-based WWW-crawling and word indexing functions, could be used for this purpose.
PART SIX: ADDITION OF SEARCH TERMS TO NARROW FOCUS TO PE DOCUMENTS

 Steps Three and Four would give EMPIRE a list of query terms in the target language.  To these would need to be added terms to ensure retrieval of PE documents as opposed to non-PE documents.  This is particularly important because health-related content on the WWW, in the author’s experience, is predominantly either commercial in nature or directed towards health professionals.
 One approach to this component of EMPIRE would be to select target-language versions of phrases that intuitively would seem to indicate that a document is a PE document, such as “information for patients.”  However, this might not actually serve adequately to discriminate PE from non-PE documents.  Instead, EMPIRE would use a computational approach to identify the terms to add for this step in the process.
 To achieve this, collections of sample PE and non-PE health-related documents in each target language would need to be assembled.  Then, discrimination values would be calculated on each term in both collections of documents, using the techniques developed by Salton (Hersh, in press).  This would allow identification of words which, in the target language, would tend to appear more commonly in PE documents than non-PE health-related documents, and vice-versa.
PART SEVEN: AUTOMATIC QUERY CONSTRUCTION AND SUBMISSION TO SEARCH ENGINE

 The final query would be constructed as follows:

· Terms arrived at in Parts Three and Four, listed without any Boolean operators, followed by

· a Boolean AND operator then, in parentheses and joined by OR operators, the words from the first component of Part Six (terms tending to occur more in PE documents than non-PE health-related documents), followed by

· a Boolean AND NOT operator then, in parentheses and joined by OR operators, the words from the second component of Part Six (terms tending to occur more in non-PE health-related documents than PE documents)

 For searches in languages that use non-Roman character sets, the search engine will of course need to accept search terms in those character sets.  Among currently available major online search engines, the one that appears to have the broadest applicability in this area is AltaVista (www.altavista.com) which allows queries in Chinese, Greek, Hebrew, Japanese, Korean, and Russian.

 The query would be passed to the search engine by means of a URL constructed according to the syntax of the search engine and the search engine would display the results.

ANTICIPATED SHORTCOMINGS AND CHALLENGES:

 Like any system that makes use of partial-match searching on word-indexed collections, EMPIRE would be faced with the challenges of polysemy in query words, content not being reflected by the words in target documents, contextual information in queries not appropriately influencing the search, and varying granularity between the expressions of concepts in the query versus the document collection.  In addition, the following shortcomings and challenges can be anticipated:
· Use of a commercial search engine.  By using a commercial search engine, EMPIRE would sacrifice control over the indexing and document-retrieval algorithms, which might not be optimal for the purposes proposed.  In addition, commercial search engines usually use proprietary algorithms whose details are not released to the public and which might even change with time, confounding attempts to perform evaluations of the EMPIRE system. 
· Assessing the quality of the retrieved document.  If the user is not fluent in the target language they may not be able to tell if a retrieved document is high-quality or even relevant.  One proposed approach to this challenge is using automated machine translation of the title and other metadata of the document as well as the first few lines.  Machine translation might be accurate enough to enable a basic assessment of retrieved documents (Oard 1996).

· Possible retrieval of documents in languages other than the target language (e.g. because of cross-language cognates or because of documents using words or phrases from another language, e.g. in quotations)
POTENTIAL EXTENSIONS/ENHANCEMENTS BEYOND THE BASIC MODEL:

· Adding lexical variants to the foreign-language search terms.  This query-expansion technique would likely improve recall.  It would require that EMPIRE include algorithms specific to each target language for processing of terms after translation into that target language.
· Exploitation of cross-language cognates.  One approach to supplement use of cross-language dictionaries is to make use of the fact that many English words have cognates in other languages.  Therefore, a stemmed but untranslated English query term might appropriately match a stemmed word in a target document in a different language.  This has been demonstrated in at least one study (Buckley et al. 1997).  This approach could not be used with the EMPIRE system as proposed, since generic search engines such as used in EMPIRE are very unlikely to perform stemming of documents in languages other than English, if they perform stemming at all.  Stemming rules are specific to the language of the document, and an automatic indexing system which were to use stemming on a multilingual document collection would need some way algorithmically to “sense” the language of each document to determine which set of stemming rules to apply.  However, were EMPIRE extended to include its own WWW-crawling and indexing module, this approach would be feasible.  Of course, this would then raise the problem of “false-cognates” (which are spelled identically in different languages but refer to different concepts).
· Semantic processing of user queries.  Doing this on a limited basis could alleviate the problem of polysemy.  For instance, natural language processing algorithms to detect part-of-speech for words in user queries could be used to limit the number of inaccurate terms in the target language, provided that the translation dictionaries used included part-of-speech data.

· Include the capability of translating user queries as phrases.  This would require phrase-translation dictionaries for common phrases in health care.  This approach was shown in one study to improve effectiveness of CLIR (Hull and Grefenstette, 1992).
· Handling of metadata.  The author was not able to determine how commercial search engines handle metadata, and this was not felt to be a crucial feature for the basic system, since the majority of PE website probably are not tagged with such data.  However, this might be a fruitful extension of the EMPIRE model, especially if any WWW-based PE documents are tagged with MeSH terms.

· Incorporation of a corpus-based approach.  The corpus-based approach, where word translations are inferred by comparison of parallel collections of documents (corpora), is usually done using a document collection limited to a particular domain, since differences commonly occur in word meanings across domains (Oard 1996).  Applying this approach to CLIR for PE documents is limited by the availability of parallel corpora.  The author is aware of one parallel corpus of PE materials, from the commercial vendor Clinical Reference Systems (www.patienteducation.com), which includes parallel patient education documents in English and Spanish.  The technique of Fluhr (Fluhr, 1995), similar to relevance feedback, might apply here.  Using a parallel collection in French and English, he took user queries in either language and determined the most relevant documents in the collection of the same language as the query, using the standard TF*IDF method of term weighting.  Then taking the documents in the language different from that of the query, corresponding to the most relevant documents retrieved in the original search, he concatenated them and used their concatenated text as for a secondary search of a separate monolingual collection in that language.  As parallel PE collections become increasingly available, this approach might be applied to EMPIRE.
· Add capability of non-English user queries.  Since the translations of MeSH terms contain a minimum of lexical variants, this would require some tools to reduce lexical variation in non-English user query words, e.g. by stemming.

POSSIBLE EVALUATION STUDIES:

 The use of CLIR systems to retrieve NEPE documents is new, as far as the author is aware.  Standard evaluation using batch-type queries on document collections scored a priori for relevance could be performed, allowing calculation of Mean Average Precision scores.  This would require new document collections allowing a focus on discrimination of PE versus non-PE documents.
 Since PE documents differ from non-PE health-related documents in subtle ways that reflect the intended audience for the document, it is possible that many aspects of the CLIR system used to retrieve them could affect the performance of the system.  The following are a few comparisons which might be attempted to evaluate the performance of different configurations of EMPIRE:
· The utility of the step described in Part Six to narrow the focus of the retrieved documents to PE documents could be assessed by comparing the results with and without that step.  In addition, since there is a MeSH concept referring to patient education (#D010353), the approach of adding that concept (when the target language is one for which a MeSH translation exists) to the terms for a search could be compared to the “standard” EMPIRE approach described above.
· Adding Boolean operators to the target-language words arrived at in Parts Three and Four, so that multiple words corresponding to a single concept (for MeSH-translated target languages) or a single query word (for other languages) would be joined by OR operators and the sets of such words by AND operators.  For example, with a user query “A B” where A and B are two English words, if A were mapped by the translation dictionary to words X and Y in the target language and B were mapped to Z in the target language, the search engine query would be “(X OR Y) AND Z” as opposed to “X Y Z” in the standard EMPIRE approach.  This would presumably improve precision at the expense of recall.
· For queries whose target language has a MeSH translation, compare the standard EMPIRE approach to an approach which adds target-language words retrieved from a translation-dictionary approach to those translations retrieved from UMLS.
· Compare use of general-purpose search engines to search engines that use a selective approach to inclusion of documents encountered during WWW-crawling, limiting inclusion to documents likely to have medical content.  An example of this is the Health on the Net’s MedHunt search engine which makes use of MARVIN, a WWW-crawling and indexing application that only indexes documents that contain medical terms.  MARVIN includes some multilingual functionality by including medical terms in non-English languages (Danish, Dutch, German, Italian, Portuguese, Spanish, and French) (Anonymous 2002B)
CONCLUSION:
 This proposal describes a system, EMPIRE, that could be used to locate NEPE documents on the WWW.  The author has experienced the need for such documents and the difficulty in locating them in his own practice.    Commercially available NEPE document collections are becoming more available but it seems likely that they will remain for at least several years limited both in the languages offered and the scope of subject matter.  Ad hoc searching using standard WWW search engines and intuitively-selected English-language search terms is likely to have less yield than a system that uses search terms in the target language and includes terms that would discriminate PE from non-PE health-related documents.
 The approach used by EMPIRE has characteristics both of an exact-match CLIR system (since users are required to select search terms from a controlled vocabulary) and a thesaurus-based free-text CLIR system (since the controlled vocabulary terms, after translation using UMLS or an electronic cross-language dictionary. are used in a partial-match search engine).  The former would hopefully help to disambiguate queries and result in selection of appropriate search terms in the target language.  The latter would allow use of commercial search engines that crawl and index a vast array of WWW-based documents, which would likely result reasonably high recall without the expense of duplicating the technology required for such systems.
 The challenges posed by the EMPIRE model include those common to all systems using partial-match searching as well as those resulting from use of a commercial search engine and the difficulties presented to the user in evaluating the quality of retrieved documents whose language he or she may not be familiar with.  There are numerous ways that the basic model could be extended or enhanced with possibly higher-quality results, and the usefulness of such enhancements could be evaluating with comparative studies.
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