SISG Module 3
Computing for Statistical Genetics

Session 8: Bioconductor #1
(Note: all these exercises follow the class examples closely. Once you get the hexbin example working, try one which is close to your interests in genetics)
Hexbin

1) (Getting started with Bioconductor)


Ensure you have Bioconductor installed. 


Install the hexbin package from Bioconductor, and load it into your current session, with library("hexbin")

Open the hexbin vignette with openVignette("hexbin"). (openVignette() is in the Biobase library, part of the default Bioconductor installation)

Run the example from page 2 of the vignette (it uses simulated data)
2) Using the niehs data from session 5, use hexbin to plot the mean log-expression levels for the treatment against mean log-expression for controls, at all 1907 genes. Compare this to a ‘plain’ plot of the same thing.

snpMatrix
(The printed version of the slides are slightly out of date. Please refer to the online version of the slides for up-to-date snpMatrix commands)
Install the snpMatrix package from Bioconductor, and load it into your current session
Download the file AMDchrom1.Rdata from the course site, and load it into your current session with 

> load("AMDchrom1.Rdata")

- this will create an object called amd1. This is a snpMatrix representation of the chromosome 1 data from a (small) genome-wide association study, with 96 AMD cases and 50 controls. Make an R representation of the case-control status with e.g.

> cc.status <- rep(1:0, times=c(96,50) )

Using the session 8 slides as a guide, and the snpMatrix vignette to help you, gives summaries of SNP-by-SNP and subject-by-subject quality-control measures for this data. Using the whole dataset, compute association tests of case/control status with all SNPs. How long does this take compared to your code for session 5?
siggenes

Ensure you have Bioconductor installed. Download the siggenes library from Bioconductor;

biocLite("siggenes") 

Load it into your R session (for the sam() command). Also load the multtest library (for the golub dataset), which you downloaded as part of the Bioconductor core.
1. Repeat the sam analysis from the slides. Change the 'seed' for the random number generator; are your results altered? What happens if you increase B, the number of permutations? 

2. (Another SAM analysis) Download the data.vsn dataset (available as a .CSV file at faculty.washington.edu/kenrice/sisg/data.vsn.csv) This is an extract of vsn-normalized data from 11 chips file, from a study of primate fibroblast gene expression from (Karaman et al., Genome Research 2004). This study examined three groups, human, bonobo and gorilla expression profiles on Affymetrix HG_U95Av2 chips.

Read the data into R, using read.csv()
Also read in the annotation data (same site, annt.txt file)


Comparing human versus other primates, perform a SAM analysis for the two class unpaired case, assuming unequal variances. Use ?sam to access the help files for the sam() command. What differences do you find?

(Hint; some code to set up the class labels is below)

# SAM of human versus non-humanoid primate


sam.c1<-as.character(annt$Donor)


sam.c1


sam.c1[!sam.c1=="Hsa"]<-"other primate"

sam.c1

limma

(for keen people) limma reads data directly from .spot files. Here are the pre-processing commands for the limma example; all data files are available at http://faculty.washington.edu/kenrice/swirl.zip 

You will need to download and unzip this file, then set your R session's working directory to wherever you unzipped them.


library(limma)


files <- dir(pattern=".spot")


RG <- read.maimages(files, source="spot")


RG$genes <- readGAL()


- the readGAL() function reads its information from the .gal file in the current directory.


RG$printer <- getLayout(RG$genes)


- adds information about the layout of the microarrays (i.e., which genes are printed where, and in what order) to the RG object using


imageplot(log2(RG$Rb[,1]), RG$printer)


- plots the image of the background values for the red intensities from the first microarray (see slides for the commands to do the actual analysis)
Another limma example, including data, is at

http://www.bioconductor.org/workshops/2005/BioC2005/labs/lab01/ApoAI.html
Here, instead of loading the data into R, use setwd() to set the working directory to be wherever you unzip the data file. After creating a 'design' matrix (recall our use of lm.fit) you can use limma's lmFit command as before.
