SISG
Computing for Statistical Genetics

Session 4: Model Fitting
Download the 'bpdata' dataset. It is available at http://faculty.washington.edu/kenrice/sisg/bpdata.csv,  you can load it into R using read.csv(…)
1. Using lm(), perform a linear regression of  systolic blood pressure (sbp) on SNP3 in the dataset. Contrast the estimates, intervals and p-values you get using

additive (linear) model 

dominant model 

recessive model

2 parameter model

(hint; for each case, first use the commands on slide 3 to define the 'x' variable you need, then do the regression with lm())

R also has a 'formula' syntax, frequently used when specifying multivariate regression models, with many predictors. To regress outcome on several covariates, the syntax is

outcome ~ covariate1 + covariate2 + covariate3

- giving you, for example, the association of outcome with covariate1, adjusted for covariate2 and covariate3.
2. Using bpdata again, regress blood pressure on SNP12, using the additive model, but this time adjust for dbp and BMI


3. What problem occurs if you try to put the "counting the minor alleles" step (slide 3) into the lm() formula? (Note than one can use I() in formulae to avoid this problem; here I is for insulate)


4. Repeat 1 & 2, but with sbp>140 (ie, hypertension) as the binary outcome; you will need to use glm() with the option family=binomial. The coefficients (and intervals) are for log-odds ratios; exponentiate them with exp() to calculate odds ratios - the scale usually used for reporting.


