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INTRODUCTION

A typical discrete-time sequential decision
problem involves a system whose state is
assumed to evolve either deterministically or
probabilistically over time-periods that are
often called stages. This evolution is affected
by the decisions a planner makes at the
beginning of each stage after observing the
system state. The decision maker’s goal
then is to optimize some measure of system
performance over a certain time-horizon.
For example, in a typical production and
inventory management problem, the system
state is given by the inventory on hand at
the beginning of a stage, and the decision
corresponds to the production level in that
stage. The inventory beginning the next
stage equals the old inventory plus the
production quantity minus the stochastic
demand filled. Unsatisfied demand may be
lost. The planner’s goal may be to maximize
the expected total discounted profit, where
revenue is generated by selling the product,
and costs are incurred for production,
inventory holding, and shortage.

The dynamic systems in such optimiza-
tion problems often do not have a predeter-
mined time of extinction. Thus, using a finite
planning horizon typically introduces end-
of-study effects on early decisions. Indeed,
a finite horizon formulation of a produc-
tion planning problem essentially amounts to
assuming that the demand in all subsequent
time-periods after this horizon is zero. Then
the decision maker is likely to plan initial pro-
duction such that the inventory ending this
finite horizon is zero, forcing him/her to pro-
duce additional units later when the actual
demand beyond the initial study horizon is
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revealed. In fact, if the production costs in
these later periods turn out to be high, the
decision maker may realize rather late that
it would have been optimal to produce more
earlier on and carry inventory forward to
later periods. More generally, finite horizon
formulations of dynamic optimization prob-
lems can lead to short-sighted decisions, and
therefore, infinite horizon versions of such
problems are studied extensively.

The literature on infinite horizon opti-
mization is vast and encompasses diverse
fields including electrical engineering, espe-
cially control systems; economics/finance;
operations research/management science;
statistics; and mathematics. It spans both
discrete as well as continuous-time prob-
lems, and includes research where the
states and decisions may belong to abstract
infinite-dimensional spaces. Here, we focus
only on discrete-time models under the
assumption that both the state and decision
sets are finite because these appear to be
more common in the operations research
and management science literature (see
Refs 1 and 2 for continuous-time and/or
metric space extensions). Within this
context, there are two somewhat distinct
bodies of research—stationary models and
nonstationary models.

A majority of the work assumes that
the data do not change over time, leading
to stationary infinite horizon problems.
More specifically, stationary infinite horizon
Markov decision problems (MDPs) with the
expected total discounted reward criterion
are the most studied and best understood
among such models. Extensive theoretical
and algorithmic treatments of such models
along with their diverse applications as well
as discussions of MDPs with other optimality
criteria, and their continuous-time and
semi-Markov extensions can be found in
Refs 3–7; these will be reviewed in detail
elsewhere.

A considerable amount of research on
the other hand focuses on nonstationary
infinite horizon problems. Here, we are
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interested in truly nonstationary problems
in contrast to problems in which data trends
over time can be completely specified with
a finite set of parameters. These problems
present notoriously difficult challenges that
are circumvented by (the time-homogeneity)
assumption in stationary problems. While
computing an optimal policy in a stationary
infinite horizon MDP can be reduced to a
finite-dimensional problem through Bell-
man’s equations, a nonstationary problem
is necessarily infinite-dimensional. Even
in a deterministic nonstationary problem,
computing only a first period decision that
is infinite horizon optimal may require
knowledge of an infinite number of data
parameters, for example, a reward function
for every time-period, rendering the task
impossible. The question arises as to whether
it is possible to forecast data parameters
for only a finite number of periods N, and
compute an N horizon optimal (with respect
to these specific N period data parameters)
first period decision that remains optimal for
all infinite horizon problems no matter what
future data parameters for periods N + 1 and
beyond are revealed. A finite horizon with
this property is called a forecast horizon. In
short, when data parameters beyond period
N are irrelevant to computing an infinite
horizon optimal first period decision, N is a
forecast horizon.

In the fortunate case where such a
forecast horizon exists and can be discov-
ered using a finite procedure, we could
implement the corresponding first period
decision and then roll forward to construct
a new infinite horizon problem with a
new initial state. The process could then
be repeated recursively ad infinitum to
deliver an infinite horizon optimal strategy.
This rolling (or receding) horizon procedure
renders the nonstationary infinite horizon
problem ‘‘solvable.’’ When such horizons
fail to exist, it may be possible to obtain
horizon-dependent bounds on the error
induced by solving finite horizon truncations
of the infinite horizon problem [8–10]. These
ideas go at least as far back as early work on
production planning problems in the 1950s
[11–14]. Since then, a range of theoretical,
algorithmic, and application-specific papers

in areas such as production planning and
inventory management [15–28], equipment
replacement [29–31], capacity expansion
[32–35], research and development planning
[36], and cash management [37] have
appeared in the infinite horizon optimization
literature. An extensive review of these
works with a detailed classified bibliography
of over two hundred articles is available
in Ref. 38. Below we outline some of the
main ideas in this field. We focus on dis-
counted deterministic problems and only
briefly mention extensions to their stochastic
counterparts.

CHALLENGES IN NONSTATIONARY
INFINITE HORIZON OPTIMIZATION

Owing to infinite data requirements, it is
not in general possible even to completely
specify an instance of a truly nonstationary
infinite horizon problem. We must instead
speak of a class � of nonstationary infinite
horizon problems characterized by certain
structural properties of their data parame-
ters. For example, � could be the class of all
discounted deterministic cost minimization
production planning problems with station-
ary discount factors strictly less than one and
the following cost and demand data prop-
erties: (i) linear production and inventory
holding costs, (ii) strictly positive integer-
valued unit production and unit inventory
costs bounded above by given positive inte-
gers c and h respectively, and (iii) strictly
positive integers-valued demands bounded
above by a given positive integer d. For
N ≥ 1, let φN denote the data parameters
for the first N periods from a forecast φ in
�. For instance, in the above class of pro-
duction planning problems, φN corresponds
to specific values of discount factor 0 < α <

1, integer-valued unit production costs 0 <

c1, c2, . . . , cN ≤ c, integer-valued unit inven-
tory holding costs 0 < h1, h2, . . . , hN ≤ h, and
integer demands 0 < d1, d2, . . . , dN ≤ d. Let
φ(N) be the set of all forecasts θ in � whose
data parameters for the first N periods match
that of φ, that is, θN = φN .

The idea of a forecast horizon can then be
made more precise as follows: N is a forecast
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horizon for φ if there exists a first period
decision optimal to φN that remains optimal
to all infinite horizon forecasts θ in φ(N).
According to this definition, the discovery
that N is a forecast horizon can be made
based on the knowledge of specific values of
data parameters in the first N periods as well
as on properties of class �; it must however
be made without any reference to φ. Such a
forecast horizon could be viewed as a forecast
horizon for all forecasts in φ(N).

The weaker notion of a solution horizon
arises when the class � is a singleton forecast
φ: N is a solution horizon if a first period deci-
sion optimal to φN is also optimal to φ. Note
here that whether N is a solution horizon for
φ or not may depend on data parameters in
φ in periods N + 1 and beyond, whereas this
is not allowed in the definition of a forecast
horizon.

A stronger notion is that of a forecast hori-
zon for class �: N∗ is a forecast horizon for
class � if it is a forecast horizon for every φ

in �. Hence, the conclusion that N∗ is a fore-
cast horizon for class � must be drawn based
solely on the defining properties of � with-
out reference to any specific data parameter
values. Finally, if N∗ is a forecast horizon
for class �, then so are all horizons longer
than N∗. Therefore, it is of some interest
to find the minimum forecast horizon owing
to the computational difficulties and costs
involved in forecasting data parameters for
the distant future. The above ideas also spe-
cialize to finite horizon problems [38]. See
Refs 38–41 for complete formal details on
forecast and solution horizons.

Five main sources of these horizons were
identified in the classified bibliography in
Ref. 38. These are (i) cost structure, (ii) con-
straints, (iii) discounting, (iv) turnpike prop-
erties, and (v) ergodicity. For instance, the
relative value of fixed costs in relation to hold-
ing costs is an important factor in existence
of forecast horizons in the dynamic lot-size
model of Wagner and Whitin [14]. Nonnega-
tivity and warehouse capacity constraints on
inventory values lead to forecast horizons in
the wheat-trading model of [42]. The turn-
pike property, well studied in the economics
literature for a long time [43], can also lead to
solution horizons [28,44,45]. This arises when

the problem horizon is sufficiently long with
given initial and terminal states and an opti-
mal trajectory quickly passes from the initial
state to a steady-state, remains there for a
long time, ultimately returning to the final
state as late as possible. This is typical in
maximization problems with concave objec-
tive functions and state dynamics functions.
Chand et al. [38] comment that unfortunately
researchers often do not explicitly identify the
precise source of forecast and solution hori-
zons as they result from complex interactions
between several problem characteristics.

A portion of the literature over the years
has attempted to establish general condi-
tions for existence of solution and forecast
horizons and on developing algorithms for
their discovery. It is often easy to estab-
lish that for any forecast φ in class �, the
finite horizon optimal values v∗(φN) converge
to the infinite horizon optimal value v∗(φ)
as N → ∞. Uniqueness of an infinite hori-
zon optimal solution x∗(φ) to a forecast φ is
then sufficient for solution and forecast hori-
zons for forecast φ to exist. See Refs 36,
41, 46–49 for detailed formal discussions of
sufficiency of unique infinite horizon optima.
Unfortunately, uniqueness is often impossi-
ble to verify and is especially rare in discrete
optimization problems [1,49,50]. Researchers
have thus attempted to instead establish con-
vergence of sets of finite horizon optima to the
set of infinite horizon optima and then have
applied tie-breaking procedures to force solu-
tion convergence [1,49]. Here, we discuss an
alternative approach that circumvents this
issue for a class of problems where optimal
first period decisions are monotone in hori-
zon length—a property succinctly described
as policy monotonicity.

EXPLOITING POLICY MONOTONICITY

We illustrate the main ideas in this type of
work through a production planning example
taken from Ref. 27. Let � be the class of
all infinite horizon production planning prob-
lems with the following defining characteris-
tics:

1. Non-negative integer demands.
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2. Convex non-negative production cost
functions where
• the cost of not producing in a period

is zero,
• the marginal cost of production is at

least c > 0,
• the marginal cost of production is at

most γ .
3. Convex nonnegative inventory holding

cost functions where
• the cost of not holding inventory is

zero,
• the marginal cost of holding is at

least h > 0.
4. Discount factors fixed at 0 < α < 1.
5. Nonnegative initial inventory.
6. There exists at least one production-

inventory schedule with finite total dis-
counted infinite horizon cost.

Any specific forecast φ from this class
results in the following infinite horizon pro-
duction planning problem over time-periods
n = 1, 2, . . .

(Pφ) min
∞∑

n=1

αn−1[cφ
n(xn) + hφ

n(in)]

i0 given

in−1 + xn − dφ
n = in, n = 1, 2, . . .

xn ≥ 0, n = 1, 2, . . .

in ≥ 0, n = 1, 2, . . .

xn integer, n = 1, 2, . . .

in integer, n = 1, 2, . . . .

Here, cφ
n(·) and hφ

n(·) are production and
inventory cost functions, dφ

1 , dφ

2 , . . . is the
demand stream, and iφ0 is the initial inven-
tory on hand, all specific to forecast φ

in �. The production schedule is denoted
x1, x2, . . . and given the initial inventory
and the demand stream, it induces the
inventory schedule i1, i2, . . .. Note however
that for a truly nonstationary problem, we
can never entirely specify φ and therefore
problem (Pφ) is only an abstract entity. We
instead focus on its finite-horizon truncations

(PφN ):

(PφN ) min
N∑

n=1

αn−1[cφ
n(xn) + hφ

n(in)]

i0 given

in−1 + xn − dφ
n = in, n = 1, 2, . . . , N

xn ≥ 0, n = 1, 2, . . . , N

in ≥ 0, n = 1, 2, . . . , N

xn integer, n = 1, 2, . . . , N

in integer, n = 1, 2, . . . , N.

A well-known monotonicity result on con-
vex production planning problems [51] pro-
vides that an optimal response to a unit
increase in one of the demands is to increase
optimal production by one unit. More for-
mally,

Lemma 1 [51]. Suppose x∗
1, x∗

2, . . . , x∗
N is

an optimal production schedule for demands
d1, d2, . . . , dN. If one of these demands is
increased by one unit, it is optimal to increase
one of these production levels by one unit.

A special case of this monotonicity result
that is presented in Ref. 4 was employed in
Ref. 27 to first prove monotonicity of optimal
production levels in horizon length and then
establish the existence of forecast horizons
for class �. Specifically, they embedded
an N horizon problem (PφN ) in an N + 1
horizon problem by setting demand in the
N + 1st period to zero. Because it is optimal
to end period N with zero inventory in the
N horizon problem, an optimal production
schedule for (PφN ), when appended with
zero production in period N + 1, results
in an optimal production schedule for the
embedded N + 1 horizon problem. Then, if
we increase the demand in the N + 1st period
to its actual value dφ

N+1, one unit at a time,
it is optimal to increase production levels
unit by unit. This leads to the conclusion
that increasing the problem horizon does not
decrease optimal production levels.

The idea of vanishing tail costs in dis-
counted problems and the fact that optimal
production levels remain bounded (owing to
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strictly positive marginal production costs)
were then used in Ref. 27 to prove value
convergence of finite horizon truncations:
optimal finite horizon costs denoted C∗(φN)
converge to the optimal infinite horizon cost
denoted C∗(φ) as N → ∞. Finite horizon
optimal production levels x∗

n(φN) incremen-
tally constructed using the above procedure
then converge monotonically upward to an
infinite horizon optimal production level
x∗

n(φ) for every period n as N → ∞ without
requiring uniqueness of infinite horizon opti-
mal production schedules. In fact, because
production levels are integers, convergence
implies that for some horizon N∗(φ) that is
long enough,

x∗
1(φN) = x∗

1(φ) for all N ≥ N∗(φ). (1)

Thus N∗(φ) is a solution horizon for φ (see
Ref. 27 for proofs and other details).

It is even more interesting that mono-
tonicity leads to closed form formulas for
forecast horizons. For instance, note in
the above production planning situation
that when the horizon increases from N
to N + 1, optimal first period production
either increases or remains the same. If
the first period production must increase,
then the horizon cannot be longer than a
certain length. To see this, observe that if
the first period production increases as a
result of an increase in horizon length, this
extra production in the first period must be
carried all the way to period N + 1 (because
optimal production levels in intermediate
periods are nondecreasing in horizon). This
implies that carrying inventory forward from
the first period to the N + 1st period must
be cheaper than producing in the N + 1st
period. In particular, the least expensive way
of producing in the first period and carrying
inventory forward to period N + 1 must be
cheaper than the most expensive way of
producing in period N + 1. This leads to the
following inequality:

c + h
1 − αN

1 − α
≤ γαN . (2)

In other words, if optimal first period produc-
tion must increase as a result of the increase

in horizon length from N to N + 1, then N
cannot be more than N∗ given by [see formula
(29) in Ref. 27]

N∗ =
⌈

(1 − α)c + h
(1 − α)γ + h

⌉
, (3)

where �y� denotes the smallest integer
strictly greater than y. Intuitively, N∗ is
the longest number of periods over which it
may be optimal to carry inventory forward;
the first period decisions are thus decoupled
from periods beyond N∗. Most importantly,
this closed form formula does not depend
on any specific data parameter values but
rather only on properties of class �. That
is, N∗ in Equation (3) is a forecast horizon
for class �. More strongly, it was proven in
Ref. 21 that this N∗ is the minimum forecast
horizon for class �, that is, it is not possible
to provide a shorter forecast horizon without
explicitly knowing specific data parameter
values. Numerical illustrations in Ref. 27
demonstrate that N∗ is often very short, that
is, a few days or a few weeks.

The above device of embedding an N hori-
zon problem in an N + 1 horizon problem
and appealing to optimal production level
monotonicity in demand to establish opti-
mal production level monotonicity in horizon
length may not always work. For example,
it fails when backlogging is allowed. This is
because even though it may be optimal to
end the N horizon problem with zero inven-
tory, it may no longer be optimal to end the
Nth period of the embedded N + 1 horizon
problem with zero inventory. In particular,
it may be optimal to carry negative inven-
tory, that is, to backorder in the Nth period
of the embedded problem. Analysis similar
to the one presented above however was
successfully carried out in Ref. 21 for the
backlogging case by embedding the N horizon
problem in an infinite horizon problem with
zero demand in periods N + 1 and beyond.
This was possible because the embedded infi-
nite horizon problem reduces to an N + M
horizon problem with zero terminal inven-
tory, where M is an upper bound on the
number of successive periods in which inven-
tory may be optimally backordered. Lemma
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0 then extends to this N + M horizon prob-
lem with backlogging leading to a closed-form
forecast horizon formula.

SOME NEW RESULTS AND FUTURE
DIRECTIONS

The idea of exploiting policy monotonicity
has also been extended to stochastic prob-
lems. For example, a closed form formula
for a forecast horizon in production planning
problems with stochastic demands and linear
costs was provided in Ref. 20. A general
theory for employing policy monotonicity to
algorithmically discover forecast horizons in
a class of nonhomogeneous infinite horizon
MDPs is presented in Ref. 40. The results
in Ref. 40 use classic work on establishing
monotone optimal policies in MDPs through
supermodular functions [52]. There does
not seem to be too much work, however, on
identifying diverse applications where the
first period decision is monotone in horizon
length, and this may be a fruitful direction
for research in the near future. The close
connection between Bellman’s equations
for stationary MDPs and finite-dimensional
linear programs has recently proven quite
helpful in approximate solution of large-
scale stationary MDPs earlier considered
intractable [53]. Unfortunately, the linear
programs that arise from nonstationary
MDPs have a countably infinite number of
variables and a countably infinite number
of constraints, and hence present several
mathematical difficulties [54–56]. However,
there has been some recent progress in
better understanding algebraic and geomet-
ric properties of such infinite-dimensional
linear programs [57–63]. These results may
provide an interesting foundation for further
exploring nonstationary infinite horizon
optimization problems.
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