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Abstract

State-of-the-art methods for optimizing cancer treatment over several weeks of external beam
radiotherapy take a static-deterministic view of the treatment planning process, mainly focusing
on spatial distribution of dose. Recent progress in quantitative functional imaging as well as
mathematical models of tumor response to radiotherapy is increasingly enabling treatment plan-
ners to monitor/predict a patient’s biological response over weeks of treatment. In this paper
we introduce Dynamic Biologically Conformal Radiation Therapy (DBCRT), a mathematical
framework intended to exploit these emerging technological and biological modeling advances to
design patient-specific radiation treatment strategies that dynamically adapt to the spatiotempo-
ral evolution of a patient’s biological response over several treatment sessions in order to achieve
the best possible health outcome. More specifically, we propose a discrete-time stochastic control
formalism where we use the patient’s biological condition to model the system state and the
beam intensities as controls. Three approximate control schemes are then applied and com-
pared for efficiency. Numerical simulations on test cases show that DBCRT results in a 64-98%
improvement in treatment efficacy as compared to the more conventional static-deterministic
approach.
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1 Introduction

The goal in external beam radiotherapy is to maximize tumor cell-kill while limiting toxic ef-
fects on nearby organ(s)-at-risk (OAR). This is achieved through spatial localization and temporal
dispersion of radiation dose. While significant progress has recently been made in ensuring an
exceptional degree of spatial localization through Intensity Modulated Radiation Therapy (IMRT)
[Shepard et al., 1999, Ling et al., 2000, Langer et al., 2003, Webb, 2005, Yang and Xing, 2005,
Romeijn et al., 2006, Ehrgott et al., 2008], little attention has been paid to the complex interac-
tion between the spatial and temporal aspects. Specifically, once a spatial distribution of dose is
obtained by solving a “fluence-map” problem to optimize radiation beam intensity profiles at the
beginning of the treatment planning process, it is broken into a series of equal dosage fractions
delivered daily over 4-9 weeks of therapy to give healthy cells time to recover between sessions.
Although different competing schedules including hypo- and hyper-fractionation have been devised
and clinically tested, all of them prescribe some constant daily dose. From a radiobiological per-
spective however, a number of temporal and uncertain factors such as repair of sublethal damage
in normal tissue, and redistribution, repopulation, and reoxygenation of tumor cells influence an
individual’s response to fractionated radiotherapy [Hall and Giaccia, 2005]. Thus, owing to their
static-deterministic character, state-of-the-art planning methods cannot adapt to spatiotemporal
evolution of a patient’s actual biological response.

Emerging methods of quantitative functional imaging can provide valuable information about
an individual’s response to radiation over time [Bading and Shields, 2008, Cappuccio and Herrero,
2008, Eschmann et al., 2007, Lind and Brahme, 2007, South et al., 2008, 2009, Sovik et al., 2007, Titz
and Jeraj, 2008, Toma-Dasu et al., 2009]. For example, PET or MRSI can be used to assess tumor
clonogen1 density. Such images can be used not only directly to quantitatively monitor a patient’s
biological condition over weeks of treatment but also indirectly to better estimate parameters of
mathematical models of tumor response [South et al., 2008]. At the same time, mathematical
models of tumor response are becoming more sophisticated and accurate than ever [Barazzuol
et al., 2010, Hanin, 2004, Powathil et al., 2007, Rockne et al., 2009, Swanson et al., 2008].

Dynamic Biologically Conformal Radiation Therapy (DBCRT) envisioned in this paper is in-
tended to exploit these newfound imaging and mathematical modeling capabilities to achieve the
best possible health outcome for each individual patient by optimally adapting to the spatiotempo-
ral evolution of that patient’s actual biological response to radiation over several treatment sessions.
To the best of our knowledge, DBCRT is the first mathematical method to pursue such a biolog-
ically motivated, dynamic, and integrated spatiotemporal approach to external beam radiation
therapy. As the first effort of its kind, our goal here is not to investigate all practical complexities
that would need to be tackled for a clinical implementation of this dynamic planning process, but
instead to build the requisite mathematical foundation for fluence-map optimization in DBCRT.

We model the DBCRT planning process using a discrete-time control framework. We view the
patient, or more specifically, the cancerous target and the OAR as parts of a stochastic dynamic
system whose states encapsulate spatial distribution of relevant biological information at the be-
ginning of each treatment session. The controls relate to radiation beam intensity profiles to be
employed in that session after observing the system state. After treating the patient with radiation,
the biological state of the system evolves by the next treatment session, and the process repeats
until all treatment sessions are completed. The objective in this control problem is to maximize a
quantitative measure of the efficacy of dynamic treatment strategies. In this paper, we assume for
simplicity that the state is observed in a quantitative functional image taken prior to each treat-

1Clonogen is a cell that can divide to produce identical cells.
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ment session and thus the phrases “treatment session” and “time-period” are used interchangeably.
From a clinical or an economical point of view, it may not be feasible (or necessary) to obtain
an image before each session; with a minor re-interpretation of the phrase “time-period” to imply
the time between two successive imaging sessions, our mathematical framework applies to the case
where only a few images are taken over the treatment course.

The paper is organized as follows. In the next section we design a general stochastic control
formulation of fluence-map optimization for DBCRT. This formulation allows for random noise
in state dynamics to accommodate uncertainties in biological response. A special case of this
model with cell-based tumor states and dose-based OAR states is then developed in Section 2.1.
The objective in this formulation is to minimize the expected number of tumor cells at the end
of the treatment course while limiting toxic effects on OAR. Owing to non-linearities in OAR
response to radiation, it is difficult to mathematically ensure that toxic effects on OAR are within
an acceptable range when the treatment strategy is determined dynamically as in DBCRT. We
achieve this by developing a novel constraint technique rooted in the concept of Biologically Effective
Dose (BED) [Hall and Giaccia, 2005]. This formulation is carefully designed to ensure that its
deterministic special cases in Section 2.1.1 are convex (Proposition 2.2). These are important in
practice when the planner believes that tumor response is well-captured by a deterministic model.
Moreover, deterministic problems appear as sub-problems within the three approximate solution
algorithms for stochastic control in DBCRT in Section 2.2 and hence their convexity is important for
computational efficiency. Results on L-shaped and U-shaped tumor-OAR geometries and a head and
neck case study are presented in Section 3. These results demonstrate DBCRT’s ability to balance
delicate spatiotemporal tradeoffs in radiotherapy. DBCRT results in over 70% improvement in
treatment efficacy in the L- and U-shaped test cases. Similarly, in the head and neck cancer case
study, depending on the intra-tumor heterogeneity level, DBCRT leads to a 64-98% improvement
in treatment efficacy compared to the more conventional static-deterministic optimization.

2 A general stochastic control formulation

In line with standard practice for stochastic control problems as for example in Bertsekas [2007],
we employ the following notation and terminology in DBCRT:

1. T : the number of treatment sessions.

2. xt: state (vector) of the tumor-normal tissue system at the beginning of session t = 1, 2, . . . , T .

3. St: the set of all possible states before treatment session t.

4. k: number of radiation beamlets (each radiation beam is segmented into beamlets in mathe-
matical models of treatment planning).

5. ut ∈ Ut(xt) ⊆ <k+: beamlet intensities, i.e., controls chosen for session t after observing state
xt; here, Ut(xt) is called the set of controls feasible in state xt.

6. Stochastic state-dynamics equations given by xt+1 = ft(xt, ut, θt), where θt is a noise vector
whose probability distribution may depend on xt and ut but not on values of previous noise
vectors.

7. Feasible policies: π = (π1, . . . , πt, . . . , πT ), where πt is a mapping that assigns feasible control
πt(xt) ∈ Ut(xt) to state xt ∈ St; Π denotes the set of all such sequences π.
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8. Rt(xt, ut, θt): intermediate reward obtained between treatments t and t+ 1 when the tumor-
normal tissue state beginning treatment t is xt, the feasible control chosen in that session is
ut, and the noise vector equals θt.

9. RT+1(xT+1): terminal reward obtained at the end of treatment if the tumor-normal tissue
state at that time is xT+1.

10. Jπ(x1): total expected reward obtained when initial state is x1 ∈ S1 and feasible policy π is
implemented.

The total expected reward Jπ(x1), using E[·] to denote expectations, is given by

Jπ(x1) = E

[
T∑
t=1

Rt(xt, πt(xt), θt) +RT+1(xT+1)

]
. (1)

Note here that x2, . . . , xT+1 is a sequence of random state vectors induced by the policy π and
random noise vectors θ1, θ2, . . . , θT given that the initial state vector is x1. Let J∗(x1) denote the
maximum total expected reward obtained in treatment sessions 1, 2, . . . , T starting with initial state
vector x1. Then our stochastic control problem is stated as follows:

J∗(x1) = max
π∈Π

E

[
T∑
t=1

Rt(xt, πt(xt), θt) +RT+1(xT+1)

]
, (2)

xt+1 = ft(xt, πt(xt), θt), t = 1, 2, . . . , T.

We have not yet taken any position on what the states stand for, what the state dynamics
are, what constitutes the sets of feasible controls, and what the reward functions correspond to.
The specific structure of control problem (2) and hence the algorithms used for its solution will
depend on these choices. To illustrate our methodology in concrete detail, we henceforth commit
to a specific choice of states, state dynamics, feasibility constraints, and reward functions; note
however that DBCRT is by no means limited to these choices. We assume that there are n tumor
sub-regions and m OAR sub-regions (sub-regions may or may not come from the same tumor or
OAR anatomy). We reserve one component of the state-vector for each sub-region. In particular,
we use the n-dimensional vector xτt to denote the tumor components of the state, whereas the
m-dimensional vector xφt denotes the OAR components of the state at the beginning of treatment

session t. Thus the combined tumor-OAR state vector is given by xt =

[
xτt
xφt

]
.

2.1 A specific model with cell-based tumor cells and dose-based OAR states

Cell-based states are used for tumors; the notion of Biologically Equivalent Dose (BED) [Hall and
Giaccia, 2005, Zavgorodni, 2004] is used to define OAR states. We emphasize that BED does not
make the simplifying assumption common in the literature that doses are additive across treatment
sessions [Chu et al., 2005, Ferris and Voelker, 2004, Sir et al., 2009]. BED is also employed to
characterize feasible controls — this novel idea results in convex feasible regions and provides a
dynamic measure of treatment risk in our models. The objective is to minimize the number of
tumor cells by the end of treatment.
Tumor state definition and dynamics
Let xτt,i represent the clonogen density in tumor sub-region i beginning treatment session t. Different
options are available for modeling temporal evolution of this density [Hanin, 2004, Rockne et al.,
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2009, Schneider, 2009, Stavreva et al., 2009, Swanson et al., 2008]. For instance, according to the
linear-quadratic model of tumor response to radiation, the logarithm of the fraction of tumor cells
surviving one treatment session with dose d is −αd−βd2 where α and β are tumor-specific constants
[Hall and Giaccia, 2005]. Williams et al. [1985] surveyed forty eight different types of tumors and
found that the α/β ratio for thirty six of these forty eight tumors was high (between 6-14 Gy)
indicating that their logarithmic cell kill is relatively linear over the dose range of clinical interest.
This log-linear dose response behavior is especially common in early responding tumors for which
quantitative functional imaging technology is more likely to be feasible than for late responding
tumors. Consequently, we use a log-linear cell-kill model here. A random variable is used as the
parameter of this cell-kill model to incorporate uncertainties in tumor response into the planning
process. In particular, if the dose delivered to tumor sub-region i in treatment session t is dt,i, then
the cell density in that region is assumed to change according to the following equation

xτt+1,i = xτt,i exp(−ατt,idt,i), i = 1, 2, . . . , n, (3)

where ατt,i > 0 are random variables specific to tumor sub-regions i and independent across treat-

ment sessions t as well as across sub-regions2. The assumption of independence across tumor sub-
regions is made for simplicity and is natural when these sub-regions come from distinct tumors.
Independence of noise vectors over time is a standard assumption in stochastic control [Bertsekas,
2007]. The probability distribution of ατt,i is allowed to depend on t to capture temporal variations
in a tumor’s response to radiation, for example, situations where the tumor becomes progressively
radio-resistant. Let Aτ denote the n × k dose deposition matrix for the tumor sub-regions by all
beamlets. That is, when beamlet intensities ut ∈ <k+ are employed in treatment session t, the dose
deposited in sub-region i of the tumor equals the ith component of the non-negative vector Aτut.
This dose is denoted by [Aτut]i for i = 1, 2, . . . , n. With this notation, (3) can be rewritten as

xτt+1,i = xτt,i exp(−ατt,i[Aτut]i), i = 1, 2, . . . , n. (4)

OAR state definition and dynamics
Unlike the tumor state definition above, we use dose-based states for OAR because the density
of cells for an OAR is difficult to observe and is not an adequate measure of its function. More
specifically, we employ the concept of Biologically Equivalent Dose (BED) [Hall and Giaccia, 2005,
Zavgorodni, 2004] obtained from a linear-quadratic cell-kill model to quantify the effect of dose

on the OAR. Let αφj and βφj denote the coefficients of the linear and quadratic components of the
linear-quadratic cell-kill model respectively for OAR sub-region j. Suppose dose delivered to OAR
region j in fractions 1, 2, . . . , t − 1 equals d1,j , d2,j , . . . , dt−1,j respectively. Then, the BED at the
beginning of fraction t, denoted by BEDt,j , is defined as

αφj BEDt,j = αφj

t−1∑
l=1

dl,j + βφj

t−1∑
l=1

d2
l,j , that is,

BEDt,j =

t−1∑
l=1

dl,j +
1

αφj /β
φ
j

t−1∑
l=1

d2
l,j .

For j = 1, 2, . . . ,m, we define xφt,j to equal BEDt,j . Starting with xφ1,j = 0 for all j, we have

xφt+1,j ≡ BEDt+1,j =

t∑
l=1

dl,j +
1

αφj /β
φ
j

t∑
l=1

d2
l,j =

t−1∑
l=1

dl,j +
1

αφj /β
φ
j

t−1∑
l=1

d2
l,j + dt,j +

1

αφj /β
φ
j

d2
t,j , that is,

2For instance, ατt,i can be thought of as ατ εt,i or as α
τ+εt,i where α

τ is a deterministic constant and εt,i is random
noise independent across i and t.

5



xφt+1,j ≡ BEDt+1,j = BEDt,j + dt,j +
1

αφj /β
φ
j

d2
t,j ≡ x

φ
t,j + dt,j +

1

αφj /β
φ
j

d2
t,j . (5)

Let Aφ be the m× k dose deposition matrix for the OAR sub-regions. That is, when beamlet
intensities ut ∈ <k+ are employed in treatment session t, the dose deposited in sub-region j of the
OAR equals the jth component of the non-negative vector Aφut. This dose is denoted by [Aφut]j ,
for j = 1, 2, . . . ,m. With this notation, can be rewritten for j = 1, 2, . . . ,m as

xφt+1,j ≡ BEDt+1,j = BEDt,j + [Aφut]j +
1

αφj /β
φ
j

([Aφut]j)
2 ≡ xφt,j + [Aφut]j +

1

αφj /β
φ
j

([Aφut]j)
2. (6)

Feasible controls and policies
We consider a choice of beamlet intensities to be feasible for a treatment session if the resulting
BED of the sequence of doses delivered to the OAR by the end of that treatment session is less than
the BED of a conventional constant dose fractionation schedule that the OAR is known to tolerate.
Suppose sub-region j is known to tolerate total dose Dtol,j = N × c, that is, dose c per session
delivered in N sessions. The BED for this schedule is denoted by BEDj(c,N) and is calculated

from αφj BEDj(c,N) = αφjNc+βφj Nc
2. Thus we have, BEDj(c,N) = Dtol,j

(
1+ c

αφj /β
φ
j

)
. Henceforth

we use the shorthand c̄j for
(

1 + c

αφj /β
φ
j

)
. The set of feasible controls in state xt is then given by

Ut(xt) =

{
ut ∈ <k+ :

BEDt,j + [Aφut]j + 1

αφj /β
φ
j

(
[Aφut]j

)2
c̄j

≤ Dtol,j , j = 1, 2, . . . ,m

}
. (7)

Notice that the set of feasible controls in state xt only depends on the OAR components of this
state. These sets of feasible controls induce the set Π of all feasible policies π = (π1, π2, . . . , πT ).
Dose uniformity and other constraints common in IMRT can also be incorporated into Ut(xt).
However, we do not include them as they are somewhat distracting to the main theme here.
Reward functions
We set the intermediate rewards to zero and focus entirely on the end-result of the treatment. We
set the terminal reward to equal the negative of the total cell density in all tumor sub-regions.
This implies that our objective is to minimize the total expected number of tumor cells in all of its
sub-regions at the end of T treatment sessions. Letting vi denote the volume of tumor sub-region i,

we express the terminal reward as RT+1(xT+1) = −
n∑
i=1

vix
τ
T+1,i. Note that when there are multiple

tumor sub-regions, i.e., n > 1, minimizing the total number of tumor cells is not the same as
maximizing total tumor dose owing to the non-linear relationship between dose and cell-kill. The
stochastic control model obtained as a consequences of the above choices is presented next.
Resulting stochastic control model
The above discussion leads to the following special case of (2):

J∗(x1) = min
πt(xt) ∈ Ut(xt)
∀xt ∈ St

t = 1, 2, . . . , T

E

(
n∑
i=1

vix
τ
1,i

T∏
t=1

exp(−ατt [Aτπt(xt)]i)

)
(8)

xτt+1,i = xτt,i exp(−ατt,i[Aτπt(xt)]i), i = 1, 2, . . . , n, t = 1, 2, . . . , T,

xφt+1,j = xφt,j + [Aφπt(xt)]j +
1

αφj /β
φ
j

([Aφπt(xt)]j)
2, j = 1, . . . ,m, t = 1, 2, . . . , T.

6



In the next subsection, we discuss a deterministic special case of (8) for two reasons. First, as our
results in Section 3 will show, optimal solutions of the deterministic special case provide insight into
the biological tradeoffs inherent in DBCRT, and more importantly, demonstrate the advantages of
a dynamic optimization approach as opposed to a static one. Secondly, solution of deterministic
sub-problems is an important component of stochastic control algorithms in Section 2.2.

2.1.1 A deterministic special case

For the special case of problem (8) wherein ατt,i are deterministic constants that can depend on
t and i, an open loop policy is optimal, that is, an optimal policy can be found solely based on
the initial state without observing subsequent states. This implies that no more biological images
are required after the first image at the beginning of the planning process, which is an important
practical advantage. Mathematically, it suffices to simply search over sequences of feasible beamlet
intensities u1, u2, . . . , uT instead of feasible policies π = (π1, π2, . . . , πT ) ∈ Π. As a result, (8)
simplifies to the deterministic problem

J∗(x1) = min
u1,u2,...,uT

(
n∑
i=1

vix
τ
1,i

T∏
t=1

exp(−ατt,i[Aτut]i)

)
(9)

t∑
l=1

[Aφul]j + 1

αφj /β
φ
j

t∑
l=1

(
[Aφul]j

)2
c̄j

≤ Dtol,j , j = 1, 2, . . . ,m, t = 1, 2, . . . , T, (10)

ut ∈ <k+, t = 1, 2, . . . , T.

In fact, for any given sequence of intensities (u1, u2, . . . , uT ) in <k+, the left-hand side in inequality
(10) is non-decreasing in t. Therefore, it suffices to enforce this constraint only for t = T as in

J∗(x1) = min
u1,u2,...,uT

(
n∑
i=1

vix
τ
1,i

T∏
t=1

exp(−ατt,i[Aτut]i)

)
(11)

T∑
l=1

[Aφul]j + 1

αφj /β
φ
j

T∑
l=1

(
[Aφul]j

)2
c̄j

≤ Dtol,j , j = 1, 2, . . . ,m, (12)

ut ∈ <k+, t = 1, 2, . . . , T.

The left hand side in (12) will be termed “normalized BED”. We state two simple result proven
in the Appendix. A sequence of beamlet intensity vectors u1, u2, . . . , uT is said to be stationary if
u1 = u2 = . . . = uT ; otherwise it is called non-stationary. This terminology also applies to other
problem parameters such as αt.

Proposition 2.1. Suppose that for all tumor sub-regions i = 1, 2, . . . , n, αt,i equals some (possibly
sub-region dependent) constant αi for all t = 1, 2, . . . , T . That is, suppose that tumor behavior does
not change over time. For every non-stationary sequence of beamlet intensity vectors feasible to
Problem (11), there exists a stationary sequence of beamlet intensity vectors that (i) has an objective
function value equal to that of the non-stationary sequence, and (ii) deposits less normalized BED
in every OAR sub-region j = 1, 2, . . . ,m as compared to the non-stationary sequence (and hence
is feasible to Problem (11)). Note that this implies existence of a stationary sequence of beamlet
intensity vectors optimal to Problem (11) when the tumor behavior is time-invariant.
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Thus, under the assumption that tumor response to radiation is precisely known and time-
invariant, DBCRT recommends constant dose fractionation consistent with the state-of-the-art.

Proposition 2.2. Problem (11) is convex.

Thus, problem (11) can be solved efficiently by standard convex optimization algorithms (see
for example Boyd and Vandenberghe [2004], Bertsekas [2008]). In the next section we discuss three
potential approaches to tackle the stochastic control problem (8).

2.2 Algorithms for the stochastic control problem

A fundamental (conceptual) technique for computing an optimal policy for our stochastic control
problem (8) is that of dynamic programming, or in other words, backward recursive solution of
Bellman’s equations. To understand this approach, let Jt(xt) denote the maximum total expected
reward obtained in treatment sessions t through T given that the tumor-OAR state at the beginning
of session t is xt. Thus J∗(x1) ≡ J1(x1) can in theory be obtained by solving the following Bellman’s
equations recursively in the order t = T, T − 1, . . . , 1:

Jt(xt) = min
ut∈Ut(xt)

E [Jt+1(xt+1)] ∀xt ∈ St, t = 1, 2, . . . , T (13)

xτt+1,i = xτt,i exp(−ατt,i[Aτut]i), i = 1, 2, . . . , n, t = 1, 2, . . . , T

xφt+1,j = xφt,j + [Aφut]j +
1

αφj /β
φ
j

([Aφut]j)
2 j = 1, 2, . . . ,m, t = 1, 2, . . . , T

JT+1(xT+1) =
n∑
i=1

xτT+1,i (boundary condition).

The controls ut ∈ Ut(xt) that achieve the minimum in (13) define an optimal policy for (11).
However, this backward recursion is not implementable in practice because it requires that the
minimization in (13) be performed for an uncountable number of possible state vectors. Thus a
state discretization would be necessary, which is again computationally impractical even for models
with a few tumor and OAR regions due to the curse of state-space dimensionality [Bertsekas, 2007,
Powell, 2007]. Moreover, even if such a state discretization were done, each minimization in a
discrete version of (13) would require the solution of a non-linear stochastic programming problem
which itself is impractical due to the curse of action-space dimensionality [Powell, 2007]. We instead
consider three other approximate dynamic programming techniques that exploit the structure of our
stochastic control problem and do not require discretization. These techniques use a combination
of sample path simulation and non-linear programming.

2.2.1 Certainty Equivalence Control (CEC)

Certainty Equivalence Control (CEC) [Bertsekas, 2007] is an easy to implement approximation
technique for stochastic control problems. It begins by assuming that all future noise in the problem
is replaced by its nominal values, for example, the expected values, thus leading to a deterministic
control problem. This control problem is then solved to obtain an optimal sequence of controls for
all future periods. However, only the control obtained for the first period is implemented while
the others are discarded. The system then evolves stochastically to the next state and the process
is repeated until a terminal state is reached. Thus, in one complete run of CEC, a total of T
deterministic control problems are solved; the first one includes T periods, the second includes
T − 1 periods, and ultimately, the last one involves only one period as formally stated below:
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Algorithm 2.3. One run of CEC
INITIALIZE: Set t = 1 and begin with a given initial state x1

DO WHILE t ≤ T

1. Set initial state to xt

2. Fix ατt,i, α
τ
t+1,i, . . . , α

τ
T,i at “nominal” values α̂τt,i, α̂

τ
t+1,i, . . . , α̂

τ
T,i for i = 1, 2, . . . , n

3. Solve a deterministic problem similar to (11) but over treatment sessions t, t + 1, . . . , T
using the nominal values for tumor parameters to obtain an optimal sequence of controls
u∗t , u

∗
t+1, . . . , u

∗
T . This problem is formally stated as

min
ut,ut+1,...,uT

{
n∑
i=1

(
vix

τ
t,i

T∏
l=t

exp(−α̂τl,i[Aτul]i)

)}
(14)

xφt,j +
T∑
l=t

[Aφul]j + 1

αφj /β
φ
j

T∑
l=t

(
[Aφul]j

)2
c̄j

≤ Dtol,j , j = 1, 2, . . . ,m,

ul ∈ <k+, l = t, t+ 1, . . . , T.

Problem (14) is convex (proof identical to Proposition 2.2).

4. Discard u∗t+1, u
∗
t+2, . . . , u

∗
T and implement u∗t ; for i = 1, 2, . . . , n, sample ατt,i from its proba-

bility distribution and set (see Remark 2.4 below)

xτt+1,i = xτt,i exp(−ατt,i[Aτu∗t ]i), i = 1, 2, . . . , n,

xφt+1,j = xφt,j + [Aφu∗t ]j +
1

αφj /β
φ
j

([Aφu∗t ]j)
2, j = 1, 2, . . . ,m.

5. Update t← t+ 1.

END DO

Remark 2.4. When the CEC approach is “physically” implemented in practice, the control u∗t is
in fact applied to the actual dynamic system in state xt (in our case this entails treating the patient
whose tumor-OAR state vector is xt with beamlet intensities u∗t ) and the system evolves to a new
state xt+1. In that case, no explicit reference to a probability distribution of problem parameters
is needed. The above algorithm is a computer simulation of this physical process based on our
stochastic model of tumor state dynamics.

A major advantage of CEC is that it replaces the (impossible) T stage solution of Bellman’s
equation with the often practical solution of T progressively smaller deterministic control problems.
To estimate CEC performance, we embed it within a Monte Carlo simulation procedure where we
execute N CEC runs and average the terminal rewards obtained at the end of each of these runs.

2.2.2 Open Loop Feedback Control (OLFC)

Open Loop Feedback Control (OLFC) [Bertsekas, 2007] is similar to CEC with one major differ-
ence: future noise is not replaced with its nominal values, but rather an open loop expected value
minimization is performed (contrast problem (14) with problem (15) below). One run of the OLFC
approach can be formally stated as follows.
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Algorithm 2.5. One run of OLFC
INITIALIZE: Set t = 1 and begin with a given initial state x1

DO WHILE t ≤ T

1. Set initial state to xt

2. Find an open loop policy, i.e., a sequence of controls u∗t , u
∗
t+1, . . . , u

∗
T that optimizes the

objective function in a problem similar to (8) but over treatment sessions t, t+ 1, . . . , T . This
problem is formally stated as follows.

min
ut,ut+1,...,uT

E

(
n∑
i=1

vix
τ
t,i

T∏
l=t

exp(−ατl,i[Aτul]i)

)
(15)

xφt,j +
T∑
l=t

[Aφul]j + 1

αφj /β
φ
j

T∑
l=t

(
[Aφul]j

)2
c̄j

≤ Dtol,j , j = 1, 2, . . . ,m,

ul ∈ <k+, l = t, t+ 1, . . . , T.

3. Discard u∗t+1, u
∗
t+2, . . . , u

∗
T and implement u∗t ; for i = 1, 2, . . . , n, sample ατt,i from its proba-

bility distribution and set

xτt+1,i = xτt,i exp(−ατt,i[Aτu∗t ]i), i = 1, 2, . . . , n,

xφt+1,j = xφt,j + [Aφu∗t ]j +
1

αφj /β
φ
j

([Aφu∗t ]j)
2, j = 1, 2, . . . ,m.

4. Update t← t+ 1.

END DO

Notice that in OLFC, T stochastic programming problems (15) are solved. Performance of
OLFC can also be estimated using Monte Carlo.

2.2.3 Open Loop Control (OLC)

While both CEC and OLFC adaptively update open loop policies on the fly, OLC does not. In
other words, an optimal open loop policy for problem (8) is computed only once at the beginning.
That is, we find a sequence u∗1, u

∗
2, . . . , u

∗
T that solves

min
u1,u2,...,uT

E

{
n∑
i=1

(
vix

τ
1,i

T∏
t=1

exp(−ατt,i[Aτut]i)

)}
(16)

T∑
t=1

[Aφut]j + 1

αφj /β
φ
j

T∑
t=1

(
[Aφut]j

)2
c̄j

≤ Dtol,j , j = 1, 2, . . . ,m,

ut ∈ <k+, t = 1, 2, . . . , T.

Performance of OLC can be estimated by a Monte Carlo procedure where we repeatedly execute
the open loop optimal policy u∗1, u

∗
2, . . . , u

∗
T N times while independently sampling ατt,i from their

respective probability distributions for i = 1, 2, . . . , n, and t = 1, 2, . . . , T , and average the terminal
rewards obtained in these N runs. It is known that OLFC, while computationally more demanding
than OLC, performs at least as well as OLC (see Proposition 6.2.1 in [Bertsekas, 2007]). CEC on
the other hand does not have this property.
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3 Results

DBCRT is a novel biologically motivated approach intended to simultaneously optimize spatial
and temporal tradeoffs in radiation therapy. It can also handle uncertainties in a patient’s bio-
logical response to radiation into the treatment planning process. Our initial goal in this section
is to demonstrate these key features of DBCRT through several examples constructed using two
geometries — an L-shaped target and a U-shaped target. Sections 3.1 and 3.2 focus on two cases
where the initial clonogen density is homogeneous over all tumor sub-regions and tumor response
to radiation is invariant over time. These two scenarios provide preliminary validation for DBCRT
and serve as base cases against which results from some other sections are compared. Sections 3.3-
3.5 investigate DBCRT treatment strategies on tumors that have heterogeneous initial clonogen
density levels and are progressively radio-resistant. Uncertainty in tumor response is incorporated
in Section 3.6. The second goal in this section is to illustrate the power of DBCRT using a more
realistic head and neck test case with uncertainty as in Section 3.7. The MATLAB software CVX
[Grant and Boyd, 2009] was used to solve all convex optimization problems.

3.1 L-shaped geometry with spatially homogeneous initial clonogen density and
deterministic stationary tumor dynamics

The geometry for our first example is illustrated in Figure 1 below. Here we have one L-shaped
tumor shown in white and one square OAR shown in gray for easy visual identification. This
shape can often be found in tumors near the brainstem or tumors near the spinal cord. The tumor
is divided into twelve sub-regions and the OAR into four. Each sub-region can be identified by
its horizontal (x) and vertical (y) coordinates listed in the picture. We assume without loss of
generality that all sub-regions have equal sizes and hence drop the volume scaling factor vi from
our objective functions. Two perpendicular beams are used and each beam is segmented into four
beamlets. Thus we have n = 12, m = 4, and k = 8.

Figure 1: L-shaped geometry with homogeneous initial tumor cell density. The tumor is shown
in white and is divided into twelve sub-regions. The OAR is shaded gray and divided into four
sub-regions. Each sub-region can be identified using a horizontal (x) and vertical (y) coordinate
system defined in the picture. For example, the top right hand corner sub-region in the OAR has
coordinates (4,1). Two perpendicular beams with four beamlets each are used.

We use the following parameter settings for the OAR: c = 2 Gy, αφj /β
φ
j = 3 Gy for each sub-
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region j = 1, 2, 3, 4, and Dtol,j = 45 Gy for all j = 1, 2, 3, 4. These numerical values are typical
for the spinal cord. We set the initial clonogen density in all tumor sub-regions to equal 109,
i.e., xτ1,i = 109 for i = 1, 2, . . . , 12. We consider a problem with three treatment sessions, i.e.,
T = 3 (problems with more sessions have the same qualitative behavior and hence it suffices for
illustrative purposes to focus on a problem with an initial session, an intermediate session and
a terminal session). In this first example, we assume deterministic tumor dynamics and in fact
assume that parameter ατ takes the same value for all tumor sub-regions (because here the sub-
regions belong to the same tumor). Moreover, we assume that this parameter α does not change
over time, i.e., it is stationary. Specifically, we set ατ1,i = ατ2,i = ατ3,i = 0.35 Gy−1 for i = 1, 2, . . . , 12
in Equation (4). In this example, the tumor dose deposition matrix Aτ is of size 12 × 8, and the
OAR dose deposition matrix Aφ is 4 × 8. To construct the entries in this matrix, dose per unit
intensity from each beamlet to the nearest sub-region was set to 1.0 without loss of generality. This
(maximum) entry of 1.0 was scaled by the tissue-phantom ratio for 6MV photon beams to obtain
the entries corresponding to other (distant) sub-regions along a beamlet straight-line path. The
dose from each beamlet to sub-regions that are not on its straight-line path was approximated from
the dose deposition kernel as implemented in PRISM [Kalet et al., 1996]. The distance between
any two neighboring sub-regions was assumed to be 1 cm.

The convex optimization problem (11) was solved with the above parameter settings. The
optimal total (over all tumor sub-regions) density of tumor cells remaining at the end of three
treatment sessions was 0.0024. Consistent with Proposition 2.1 the optimal beamlet intensities we
found were indeed stationary. Therefore, the dose deposited in any tumor/OAR sub-region is also
invariant across treatment sessions and it is illustrated for easy visual comparisons in Figure 2 with
the corresponding numerical values appearing in Table 1.

The numerical values in Table 1 also exhibit intuitive spatial patterns. For instance, along any
fixed vertical coordinate, the optimal dose deposited in tumor sub-regions increases as we move
in a horizontal direction away from the OAR. Similarly, along any fixed horizontal coordinate,
the optimal dose deposited in tumor sub-regions increases as we move in a vertical direction away
from the OAR. This monotone pattern can also be observed along diagonal directions moving away
from the OAR. The optimal dose deposited is symmetric with respect to the Northeast-Southwest
diagonal as expected. OAR sub-regions with coordinates (3,1), (3,2), and (4,2) receive 7.2892 Gy
per fraction, which, according to the left hand side in (12) corresponds to a normalized BED of

7.2892× 3 + 1
3 × 3× (7.2892)2

1 + 2
3

= 45.

In other words, because the OAR tolerance dose is 45 Gy, these three OAR sub-regions are “sat-
urated” with dose. This observation is in line with the general intuition that the tumor dose is
limited by the OAR for many cases. The fourth OAR sub-region with coordinates (4,1) however
receives 6.2976 Gy in each fraction corresponding to a normalized BED of

6.2976× 3 + 1
3 × 3× (6.2976)2

1 + 2
3

= 35.1315 < 45.

Thus, this region receives less than its tolerance dose mainly because owing to horizontal and
vertical asymmetries in the L-shaped geometry, it reaches the tolerance level at a slower rate than
other OAR regions.
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Figure 2: A visual depiction of optimal dose deposited in each sub-region in each treatment session
for the example in Section 3.1. For example, the height of the solid bar appearing at (x,y) coor-
dinates (4,1) equals the dose deposited in the sub-region with these coordinates in Figure 1. The
coordinate system is rotated with respect to Figure 1 to better visualize the low dose region.

30.9107 29.4922 7.2892 6.2976

32.4846 31.3084 7.2892 7.2892

61.1202 58.1271 31.3084 29.4922

64.4330 61.1202 32.4846 30.9107

Table 1: Numerical values of optimal dose deposited in each sub-region in each treatment session
for the example in Section 3.1. The orientation of this table is aligned with that of Figure 1; for
instance, the number 6.2976 appearing in column 4, row 1 of this table is the dose deposited in
the (OAR) sub-region with coordinates (4,1) in Figure 1. Dose values in the OAR sub-regions are
italicized to distinguish them from the tumor sub-regions.

3.2 U-shaped geometry with spatially homogeneous initial clonogen density and
deterministic stationary tumor dynamics

The geometric setting here includes one square OAR surrounded by a U-shaped tumor (see FIgure
3). This is an abstraction of the geometry often found in head and neck cancer patients. Three
beam directions, with four, six and four beamlets respectively, were used in this example. The
tumor was divided into twenty sub-regions, and the OAR into four. Thus we have n = 20, m = 4,
and k = 14.

The dose deposition matrix Aτ is 20×14 in this case whereas Aφ is 4×14. These were constructed
in the same manner explained in Section 3.1. All other parameter settings were identical to Section
3.1.

Problem (11) was then solved. The optimal total (over all tumor sub-regions) density of tumor
cells remaining at the end of three treatment sessions was 0.0573. Similar to Section 3.1, and
consistent with Proposition 2.1, a stationary solution is optimal to problem (11) with this U-
shaped geometry, i.e., for a given beamlet, the optimal intensities do not vary across treatment
sessions. Consequently, the optimal dose deposited in each sub-region also does not change over
time. The spatial distribution of optimal dose in each treatment session is illustrated in Figure 4
with the corresponding numerical values appearing in Table 2.
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Figure 3: U-shaped geometry with homogeneous initial tumor cell density. The tumor is shown
in white and is divided into twenty sub-regions. The OAR is shaded gray and divided into four
sub-regions. Each sub-region can be identified using a horizontal (x) and vertical (y) coordinate
system defined in the picture. For example, the bottom left hand corner sub-region in the tumor
has coordinates (1,4). Three beams, with four, six, and four beamlets respectively, are used.

Figure 4: A visual depiction of optimal dose deposited in each sub-region in each treatment ses-
sion for the example in Section 3.2. For example, the height of the solid bar appearing at (x,y)
coordinates (6,1) equals the dose deposited in the sub-region with these coordinates in Figure 1.

Note that the optimal dose distribution in Table 2 is symmetric around a vertical central axis
passing through the tumor and the OAR. Owing to lateral symmetry with respect to this central
axis, every OAR sub-region receives a 7.2892 Gy and hence is saturated with dose as calculated in
Section 3.1. Also similar to Section 3.1, the dose deposited in tumor sub-regions increases as we
move away from the OAR along horizontal, vertical or diagonal directions.

Results in the above two sections serve as preliminary validation of DBCRT and will be viewed
as base cases against which results in the next few sections will be compared. In the rest of this
paper, we continue to investigate examples with one tumor and one OAR but introduce temporal
variations (so that Proposition 2.1 no longer applies) and spatial inhomogenities to demonstrate
the power of DBCRT especially in contrast to state-of-the-art static treatment planning techniques.
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28.4500 26.6317 7.2892 7.2892 26.6317 28.4500

30.9539 28.9276 7.2892 7.2892 28.9276 30.9539

51.7472 49.7180 26.8038 26.8038 49.7180 51.7471

54.8154 52.6510 27.9934 27.9934 52.6510 54.8154

Table 2: Numerical values of optimal dose deposited in each sub-region in each treatment session
for the example in Section 3.2. The orientation of this table is aligned with that of Figure 3; for
instance, the number 28.4500 appearing in column 6, row 1 of this table is the dose deposited in
the (tumor) sub-region with coordinates (6,1) in Figure 3.

3.3 Spatially homogeneous initial clonogen density and deterministic non sta-
tionary tumor dynamics

Tumors often become gradually radio-resistant over treatment sessions [Hall and Giaccia, 2005,
Marks and Dewhirst, 1991]. Then an important question is whether and how the optimal beamlet
intensities and the corresponding dose deposited in various anatomical region should change across
treatment sessions. DBCRT, because it simultaneously optimizes spatial and temporal biological
tradeoffs in treatment planning, can be used to rigorously answer such questions. Specifically, in
our setting, radio-resistant tumors can be modeled using ατ values that decrease over treatment
sessions. In this section, we reconsider the geometric settings in Sections 3.1 and 3.2 but with
ατ1,i = 0.35 Gy, ατ2,i = 0.315 Gy, and ατ3,i = 0.28 Gy for all tumor sub-regions i. That is, for
illustrative purposes, we decreased the value of ατ by 0.035 (10% of 0.35) in each treatment session.
All other parameter settings were the same as in Sections 3.1 and 3.2 respectively. Problem (11)
was then solved with these settings.

For the L-shaped geometry in Figure 1, the optimal total (over all tumor sub-regions) density
of tumor cells remaining after three treatment sessions was 0.0020. If we had ignored the gradually
increasing radio-resistance of the tumor, we would have obtained the solution in Section 3.1 where
the total tumor cell density was 0.0024. Thus in this case, our dynamic optimization approach
results in a 20% improvement in treatment efficacy. The optimal spatial dose distribution resulting
from optimal beamlet intensities for the L-shaped geometry is visually depicted in Figure 5. The
corresponding dose values are listed in Table 3. Only the optimal dose deposited in treatment
sessions t = 1 and t = 3 are shown for brevity. For the U-shaped geometry in Figure 3, the optimal
total (over all tumor sub-regions) density of tumor cells remaining after three treatment sessions
was 0.0504 as compared with the value of 0.0573 obtained in Section 3.2 for the stationary case.
The dynamic optimization approach thus results in a 13.7% improvement in treatment efficacy.
The optimal spatial dose distribution for the U-shaped geometry for treatment sessions t = 1 and
t = 3 is illustrated in Figure 6 with the corresponding numerical values appearing in Tables 4 and
5 respectively.

Tables 3 (a)-(b) demonstrate that the optimal dose deposited in every tumor sub-region is higher
in treatment session t = 1 (because at that time point the tumor is the most radiosensitive) than
in treatment session t = 3 where the rumor is the least radio-sensitive. This is intuitive because
with this treatment strategy, a higher number of tumor cells can be killed in the first treatment
session than in the last treatment session for the same dose to the OAR. Further in line with this
intuition, the decrease in tumor dose over time is far more pronounced near the OAR than the
decrease elsewhere. OAR sub-regions (3,1), (3,2), (4,2) receive 8.2258, 7.25 (table not shown),
and 6.2807 Gy in treatment sessions t = 1, t = 2, t = 3, leading to 45 Gy normalized BED thus
saturating these OAR sub-regions. Owing to asymmetries in the L-shaped geometry as mentioned
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earlier, OAR sub-region (4,1) receives a lower normalized BED. Similar spatiotemporal patterns
in the optimal tumor and OAR dose values are also revealed in Tables 4 and 5 for the U-shaped
geometry. Note as in Section 3.2 however that every OAR sub-region is saturated with dose owing
to lateral symmetry in the U-shaped geometry.

(a) (b)

Figure 5: Optimal spatial dose distribution for the L-shaped geometry in Figure 1 but with a
radio-resistant tumor modeled using ατ1,i = 0.35 Gy, ατ2,i = 0.315 Gy, and ατ3,i = 0.28 Gy for all i
as discussed in Section 3.3. (a) Shows optimal dose deposited in the first treatment session, i.e.,
t = 1. (b) Shows optimal dose deposited in the terminal treatment session, i.e., t = 3.

31.7121 34.0136 8.2258 7.1878

33.2539 36.2092 8.2258 8.2258

66.3959 67.4842 36.2092 34.0136

65.0376 66.3959 33.2539 31.7121

30.3739 24.5486 6.2807 5.3307

32.0064 25.9412 6.2807 6.2807

55.7047 47.8576 25.9412 24.5486

64.5716 55.7047 32.0064 30.3739

(a) (b)

Table 3: Numerical values of optimal dose deposited for the L-shaped geometry example in Figure
5. (a) Lists optimal dose values for t = 1. (b) Lists optimal dose values for t = 3.

The discussion in Sections 3.1, 3.2, and 3.3 indicates that the results for the L-shaped and the
U-shaped geometries follow qualitatively similar spatiotemporal patterns and therefore only the
U-shaped geometry will be examined hereafter.

3.4 Spatially inhomogeneous initial clonogen density and deterministic station-
ary tumor dynamics

Another interesting spatial tradeoff arises when the tumor cell density is not uniform throughout
the tumor volume as observed in a quantitative functional image at the beginning of the treatment
course. To investigate how DBCRT would handle such situations, we considered two cases illus-
trated in Figure 7 (a)-(b). In (a), the initial cell density in tumor sub-regions (shown hatched) close
to the OAR on the left of the central axis is higher than all other tumor sub-regions. In (b) on the
other hand, the initial cell density in tumor sub-regions (shown hatched) far from the OAR on the
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(a) (b)

Figure 6: Optimal spatial dose distribution for the U-shaped geometry in Figure 3 but with a
radio-resistant tumor modeled using ατ1,i = 0.35 Gy, ατ2,i = 0.315 Gy, and ατ3,i = 0.28 Gy for all i
as discussed in Section 3.3. (a) Shows optimal dose deposited in the first treatment session, i.e.,
t = 1. (b) Shows optimal dose deposited in the terminal treatment session, i.e., t = 3.

29.4068 31.9303 8.2258 8.2258 31.9303 29.4068

31.9991 34.7842 8.2258 8.2258 34.7842 31.9991

54.3982 57.4848 29.3007 29.3007 57.4848 54.3982

55.1558 58.4446 28.0531 28.0531 58.4446 55.1558

Table 4: Numerical values of optimal dose deposited in the first treatment session for the U-shaped
geometry example in Figure 6.

left of the central axis is higher. In both cases, the initial cell density in these hatched sub-regions
was set to 1012, whereas the initial density in the other (white) sub-regions of the tumor was 109

as in Sections 3.1, 3.2, and 3.3. In order to single out the effect of inhomogeneous initial tumor cell
density on the optimal beamlet intensities, ατt,i values were not varied over treatment sessions t and

in particular were fixed at 0.35 Gy−1 for all sub-regions i for all t. All other parameters settings
were also identical to Section 3.2. The spatial distribution of optimal dose obtained after solving
problem (11) was stationary over time as in Section 3.2, and is illustrated in Figure 8 (a)-(b) for
the two cases respectively with the numerical values of dose appearing in Table 6 and Table 7. As
seen in Table 6, tumor sub-regions (2,1), (2,2), (2,3), and (3,3), because they have a higher initial
cell density, receive higher doses than what these sub-regions receive in Table 2. Similarly, these
sub-regions receive higher doses than their “mirror images” (5,1), (5,2), (5,3), and (4,3) with lower
initial cell density. However, sub-regions (1,1) and (1,2) that are further away from the OAR but
right next to the higher density sub-regions receives less dose than their “mirror images” (6,1) and
(6,2) in an effort to limit the OAR dose near the higher density sub-regions to its tolerance level.
Similarly, to limit the OAR dose within tolerance, sub-regions (5,1), (6,1), (5,2), (6,2), (5,3), (6,3),
(5,4), (6,4) all receive less dose than what they receive in the spatially homogeneous case in Table
2. A similar trend was observed when the higher density sub-regions are far away from the OAR as
seen in Table 7. The higher density sub-regions receive a higher dose, and the lower density tumor
sub-regions that are right next to the OAR receive slightly less dose on the left side of the central
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27.7233 20.9247 6.2807 6.2807 20.9247 27.7233

30.1618 22.6168 6.2807 6.2807 22.6168 30.1618

49.0743 41.1765 23.9410 23.9410 41.1765 49.0743

55.2284 46.8114 28.3417 28.3417 46.8114 55.2284

Table 5: Numerical values of optimal dose deposited in the terminal treatment session for the
U-shaped geometry example in Figure 6.

axis than on the right side. However, the difference is not as distinct as in the previous case where
the higher density sub-regions are near the OAR. This is because the effect on OAR of employing
higher beamlet intensities to increase the dose in tumor sub-regions with high cell densities is less
pronounced when these high density sub-regions are far away from the OAR.

(a) (b)

Figure 7: U-shaped geometry with inhomogeneous initial clonogen density distribution across the
tumor. The OAR is shaded gray as in Figure 3. The hatched sub-regions of the tumor have higher
clonogen density at the beginning of the treatment course. (a) The tumor sub-regions with high
clonogen density are near the OAR. (b) The tumor sub-regions with high clonogen density are
farther away from the OAR.

3.5 Spatially inhomogeneous initial clonogen density and deterministic non-
stationary tumor dynamics

The combined effect of changing ατt,i over t as in Section 3.3 and having a spatially inhomogeneous
initial tumor cell density as in Section 3.4 is examined in this section. The optimal dose distri-
bution obtained after solving problem (11) for this situation is illustrated in Figures 9-10 and the
corresponding numerical values are listed in Tables 8-11.

In Section 3.3 with homogeneous initial tumor cell density and a radio-resistant tumor, higher
dose was deposited at the beginning than at the end of treatment. The same trend also occurs
here in the tumor sub-regions with higher initial cell density. However, the optimal dose in tumor
sub-regions with lower initial cell density that are further away from the OAR on the left side does
not necessarily decrease across treatment sessions; on the other hand, the optimal dose in their
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(a) (b)

Figure 8: Illustration of optimal dose deposited in every treatment session when the initial tumor
cell density is higher in sub-regions (a) near the OAR as shown in Figure 7(a), and (b) far from
the OAR as shown in Figure 7(b). As discussed in Section 3.4, the ατt,i values are held constant at
0.35 for all treatment sessions t and all sub-regions i.

24.9060 29.7386 7.2892 6.9540 23.3396 25.4710

26.4149 32.0564 7.2892 7.2892 26.0236 28.6927

52.8328 57.2081 29.4150 27.2996 45.5670 46.5252

49.9294 55.1112 25.6872 24.1171 44.4215 46.0026

Table 6: Numerical values of the optimal dose deposited in every treatment session for the example
in Figures 7(a) and 8(a).

34.4549 26.0029 7.2892 7.0785 25.7709 27.5066

37.2459 28.0125 7.2892 7.2892 28.3491 30.4272

57.2149 47.6901 25.9176 26.2179 48.6634 50.9118

70.5526 58.3787 33.1750 31.0969 53.3063 53.6444

Table 7: Numerical values of the optimal dose deposited in every treatment session for the example
in Figures 7(b) and 8(b).

counterparts on the right side decreases over treatment sessions for the same reason provided in
the homogeneous tumor cell density case. This is due to the BED constraint on OAR regions near
the tumor sub-regions with higher initial cell density. In the case where tumor sub-regions with
higher initial cell density are far away from the OAR, the optimal doses in all sub-regions decrease
over treatment sessions. Increasing doses in tumor sub-regions that are far away from the OAR
has less effect on the OAR dose than increasing doses in tumor sub-regions that are near the OAR.
Therefore the optimal doses on the right side are lower in Tables 8-9 than in the Tables 10-11. In
both cases, the optimal dose in the OAR regions excluding the upper right corner sub-region is
8.2258, 7.2533 (table not shown), and 6.2807 Gy in treatment sessions t = 1, t = 2, and t = 3
exactly as in the homogeneous cell density case in Section 3.3. Since the higher cell density sub-
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(a) (b)

Figure 9: Illustration of optimal dose deposited when some tumor sub-regions near the OAR initially
have a higher cell density as in Figure 7(a) and the tumor is radio-resistant as in Section 3.3. (a)
Dose distribution in the first treatment session, i.e., t = 1. (b) Dose distribution in the terminal
treatment session, i.e., t = 3.

regions are on the left-lower side, the optimal dose in the upper right OAR sub-region is less than
the rest of the OAR. These three OAR sub-regions reach their tolerance levels before the upper
right corner sub-region due to higher beam intensity from the left and the lower directions. Note
that the optimal dose in the upper right corner of the OAR is higher when the high-density tumor
sub-regions are far from the OAR than when they are near the OAR.

24.5218 34.4467 8.2258 7.8598 26.7038 26.0990

25.8795 37.1992 8.2258 8.2258 29.8010 29.4754

56.3548 66.4768 33.9414 31.4497 52.4729 49.9305

48.8534 60.2744 25.7914 23.9684 47.4542 45.4471

Table 8: Numerical values of optimal dose deposited in Figure 9 (a).

24.9344 25.1557 6.2807 5.9119 18.9519 24.7426

26.4102 26.9759 6.2807 6.2807 21.2634 28.0189

48.7899 48.0498 24.8618 23.1134 37.6526 43.2611

51.3460 50.4936 25.5575 23.6561 39.3138 45.2458

Table 9: Numerical values of optimal dose deposited in Figure 9 (b).

3.6 Spatially homogeneous initial clonogen density and stationary stochastic
tumor dynamics

All settings in the example discussed here are identical to those in Section 3.2 except that ατt,i is
assumed to be a random variable with a scaled beta-type distribution B(a, b; 0.35) with parameters
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(a) (b)

Figure 10: Illustration of optimal dose deposited when some tumor sub-regions far from the OAR
initially have a higher cell density as in Figure 7(b) and the tumor is radio-resistant as in Section
3.3. (a) Dose distribution in the first treatment session, i.e., t = 1. (b) Dose distribution in the
terminal treatment session, i.e., t = 3.

37.0906 30.4645 8.2258 7.9469 30.4848 28.0684

40.0389 32.8735 8.2258 8.2258 33.6637 31.1864

61.4243 54.1717 28.2610 28.6742 55.8681 53.3434

76.7164 66.5757 36.5362 34.1118 61.0725 55.9023

Table 10: Numerical values of optimal dose deposited in Figure 10 (a).

33.2252 21.1186 6.2807 6.0725 20.5056 27.0450

35.8962 22.6194 6.2807 6.2807 22.5427 29.9488

54.0259 40.1637 23.0559 23.3029 40.5826 48.4605

67.6390 50.8832 30.7868 28.7064 45.3701 51.7742

Table 11: Numerical values of optimal dose deposited in Figure 10 (b).

a = 20, b = 20 and mean 0.35 (earlier sections used this as the typical value) for all treatment
sessions t = 1, 2, 3 and all tumor sub-regions i = 1, 2, . . . , 20. More specifically, we set ατt,i = 0.7Λ,
where Λ has the standard Beta(20,20) distribution (whose mean equals 0.5). The motivation for
using this approach was to construct a probability density function that is symmetric around its
mean, is maximized at the mean, and has a finite non-negative support. Other options such as using
a truncated normal distribution to achieve these properties would create qualitatively similar results
so we only include results for one distribution. The three algorithms (CEC, OLFC, OLC) described
in Section 2.2 were applied in addition to a deterministic approach in the experiments discussed
below for approximately solving the resulting stochastic control problem (8). The deterministic
approach entirely ignores all uncertainty and simply obtains a sequence of intensities u1, u2, u3 by
solving problem (11) with all ατt,i set at the mean 0.35. It thus leads to a stationary optimal solution
mimicking state-of-the-art static-deterministic approaches as a base case for comparison. Every
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instance of problem (14) in the CEC technique was solved using CVX. In the OLFC method, every
instance of the expectation (15) was approximated using Monte Carlo simulation with a sample
size of 20 so that CVX could be used to solve the (convex) stochastic programming problems.
Similarly, the expectation (16) in the OLC approach was approximated using Monte Carlo with
the same sample size of 20. The mean value of 0.35 was used as the “nominal value” in the CEC and
OLFC implementations. All samples for the tumor response parameter in this Monte Carlo process
were drawn from the scaled beta-type distribution described above. The performance of the four
methods was compared by averaging the cell densities at the end of the three treatment sessions
over a hundred independent simulations. Again, samples were drawn from the scaled beta-type
distribution to simulate a state observation in a quantitative functional image.

The average of these hundred numbers, their normalized average, sample variance and normal-
ized computation time are reported in Table 12. Observe that CEC and OLFC result in about
73% and 71% less tumor cells, which is our measure of treatment efficacy, than the deterministic
method. In order to evaluate the computational efficiency of CEC, OLFC, and OLC, the computa-
tion time was normalized to the time that was required by the deterministic method. In Table 12,
the average total densities of tumor cells over all tumor sub-regions resulting from CEC (0.0213)
and OLFC (0.0226) are almost identical and hence treatment efficacy of CEC and OLFC might
be comparable. We therefore tested the statistical significance of the difference between these two
numbers. Mann Whitney U test showed that these numbers are not significantly different with
p ∼ 0.11. Considering the computation time required by OLFC, CEC thus appears to be more
effective overall in approximately solving the stochastic control problem. The deterministic method
is consequently only compared with CEC in the head and neck case study (Section 3.7) below.

The tumor cell densities in each tumor sub-region at the end of the treatment course averaged
over a hundred independent simulations of the four methods are listed in Tables 13-16. The tables
also include normalized BED in each OAR sub-region at the end of the treatment course averaged
over these hundred independent simulations. The tables show that the tumor cell densities in tumor
sub-regions at the end of the treatment course are generally much smaller with CEC and OLFC as
compared to the deterministic method. Also note that the normalized BED in OAR sub-regions
that are far away from Beam 2 is less than the normalized BED in OAR sub-regions that are near
Beam 2 with CEC, OLFC, and OLC as compared to the deterministic method (all OAR regions
are symmetric with respect to Beam 1 and Beam 3). Finally, the spatial distribution of tumor cell
density across different sub-regions is more uniform with CEC, OLFC, and OLC than with the
deterministic method.

method CEC OLFC OLC Deterministic

average cell density 0.0213 0.0226 0.0613 0.0768

normalized average 0.2773 0.2943 0.7982 1

variance 0.0015 0.00075 0.0075 0.0157

normalized computation time 3.2 74.9 27.4 1

Table 12: The total density (over all tumor-subregions) of tumor cells at the end of the treatment
course obtained from the results of a hundred independent simulations.

3.7 Application to head and neck cancer geometry

We now demonstrate the power of DBCRT on a more realistic-scale, head and neck geometry
with seven beam directions and three OAR as shown in Figure 12. The tumor had n = 108
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Figure 11: Total density of tumor cells over all tumor sub-regions at the end of the three treatment
sessions obtained after each of the hundred independent runs plotted for each method.

0.0003 0.0027 42.6668 42.7721 0.0051 0.0005

0.0002 0.0012 45.0000 45.0000 0.0006 0.0002

0.0000 0.0000 0.0049 0.0035 0.0000 0.0000

0.0000 0.0000 0.0013 0.0008 0.0000 0.0000

Table 13: The density of tumor cells in each tumor sub-region and the normalized BED in each OAR
sub-region at the end of the treatment course averaged over a hundred independent simulations
with CEC.

0.0005 0.0042 42.5410 42.5376 0.0033 0.0005

0.0002 0.0010 44.9857 44.9927 0.0006 0.0002

0.0000 0.0000 0.0027 0.0050 0.0000 0.0000

0.0000 0.0000 0.0016 0.0027 0.0000 0.0000

Table 14: The density of tumor cells in each tumor sub-region and the normalized BED in each OAR
sub-region at the end of the treatment course averaged over a hundred independent simulations
with OLFC.

0.0030 0.0121 43.7746 44.1897 0.0089 0.0021

0.0004 0.0014 45.0000 45.0000 0.0012 0.0032

0.0000 0.0000 0.0072 0.0098 0.0000 0.0000

0.0000 0.0000 0.0073 0.0046 0.0000 0.0000

Table 15: The density of tumor cells in each tumor sub-region and the normalized BED in each OAR
sub-region at the end of the treatment course averaged over a hundred independent simulations
with OLC.

sub-regions, the three OAR had a total of m = 44 sub-regions, and k = 192 beamlets. The
cord had a maximum BED constraint of 45Gy and the right parotid and the left parotid had
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0.0022 0.0175 45.0000 45.0000 0.0144 0.0021

0.0003 0.0051 45.0000 45.0000 0.0009 0.0009

0.0000 0.0000 0.0077 0.0086 0.0000 0.0000

0.0000 0.0000 0.0046 0.0095 0.0000 0.0000

Table 16: The density of tumor cells in each tumor sub-region and the normalized BED in each OAR
sub-region at the end of the treatment course averaged over a hundred independent simulations
with the deterministic method.

mean BED constraints of 26 Gy and 28Gy respectively. These tolerance doses are expressed in
the conventional fractionation scheme (c=2Gy/day). Higher risk was accepted for the left parotid
owing to its proximity to the gross tumor volume (GTV). As in Section 3.6, we set ατt,i = 0.7Λ,
where Λ has the standard Beta(20,20) distribution. Cell density heterogeneity within the tumor was
varied for our experiment. When the cell density in the gross tumor volume (GTV) was ten times
larger than in the planning target volume (PTV) (low heterogeneity), the total tumor cell density
left at the end of three treatment sessions averaged over one hundred independent simulations
with the deterministic method was 1.068 × 107 (coefficient of variation 0.19). The optimal dose
deposited by the deterministic method is shown in Figure 14. When the DBCRT approach is
used with CEC, the average total tumor cell density at the end of three treatment sessions was
3.847×106 (coefficient of variation 0.14). This corresponds to a 64% reduction in tumor cell density
as compared to the deterministic method. The average dose that CEC deposited in each treatment
session is shown in Figure 15. When tumor-heterogeneity is increased so that the cell density in
GTV is a thousand times that in the PTV, the ratio of the average cell density with CEC to the
one with the deterministic method was 0.0192 — a 98% improvement in treatment efficacy. The
total cell density left in each of the hundred simulations with the deterministic method and CEC
is plotted in Figure 13.

Figure 12: Head and neck geometry investigated in Section 3.7.
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(a) (b)

Figure 13: Total cell density left after each simulation with the deterministic and CEC approaches
(a) cell density in GTV is 10 times that in PTV (b) cell density in GTV is 1000 times that in PTV.

Figure 14: Optimal dose deposited by the deterministic method in each session (recall that this
conventional method deposits identical dose in every session). Blue = low, red = high.

(a) (b) (c)

Figure 15: Illustration of average dose deposited by the CEC method when the cell density in GTV
is 10 times that in PTV. Blue = low, red = high. Average dose distribution at (a) t = 1 (b) t = 2
(c) t = 3.

4 Discussion

DBCRT provides the first general mathematical framework for dynamically choosing beamlet in-
tensities that optimize biological tradeoffs in radiotherapy both spatially as well as temporally .
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Moreover, DBCRT formally incorporates biological response uncertainties into the planning pro-
cess and has the ability to adapt to the actual response to radiation as observed in biological images
over the course of treatment.

In the past decade, the focus of fluence-map optimization in radiotherapy has been on static op-
timization of beamlet intensities to achieve spatially conformal dose distributions by IMRT [Ehrgott
et al., 2008, Langer et al., 2003, Romeijn et al., 2006, Shepard et al., 1999, Webb, 2005]. A ma-
jority of these static optimization models depend on information obtained from anatomical images
taken at the beginning of the treatment planning process. Some recent work on static optimization
of beamlet intensities has utilized information from biological images taken at the outset of the
treatment course [Alber et al., 2003, Lawrence et al., 2008, Ling et al., 2000, South et al., 2008,
Yang and Xing, 2005]. There has been a recent surge of interest in dynamic optimization models
that compensate for errors in spatial dose distribution induced by day-to-day variation in patient
and equipment setup, patient movements during radiation delivery, and organ displacement [Baum
et al., 2006, Ferris and Voelker, 2004, Rehbinder et al., 2004, Sir, 2007, de la Zerda et al., 2007,
Sir et al., 2009, Yan, 2006]. Dose-based objective functions and constraints are used in all these
optimization models. There have been efforts to use objective functions based on static biological
models of radiation response such as equivalent uniform dose in static optimization in IMRT. In
general, these reports indicate improved plans when compared with dose-based objective functions
especially with respect to normal structure sparing with some degradation in tumor dose uniformity
[Wu et al., 2005, Qi et al., 2009, Semenenko et al., 2008].

In order to capture how tumors and normal tissues respond to radiation and accordingly choose
an optimal treatment strategy, it is important to (i) recognize the temporal-biological components
of radiation effect in addition to the spatial distribution of dose, and (ii) incorporate uncertainties
in radiation response into the planning process. An optimal control approach to dose fractionation
with various cell kill dynamics was attempted in [Swan, 1981], but because that research predated
the appropriate technological developments, it did not consider intensity modulation for spatial con-
formity. A similar approach with more sophisticated (ordinary differential equation-based) tumor
dynamics that modeled radioresistant tumors, but ignored normal tissue and intensity modulation
was pursued in [Wein et al., 2000]. These papers also did not consider uncertainties inherent in
biological response to radiation. We initiated incorporation of biological response uncertainties
into the radiotherapy treatment planning process in our recent work in this area [Kim et al., 2009].
There we took a simplistic approach that ignored spatial tradeoffs introduced by the geometry of
the anatomy in relation to the beams. DBCRT formally integrates the stochastic-dynamic and
geometric aspects of radiation therapy.

The specific model used for tumor and OAR state dynamics, and the L- and U-shaped ge-
ometry settings in this paper provided insights into how DBCRT balances biological tradeoffs in
radiotherapy. A location-dependent constant dose in each treatment session is optimal when tumor
response to radiation is assumed to be precisely known and invariant over time as in Sections 3.1
and 3.2, which resembles the current practice as in IMRT, thus providing preliminary validation
for DBCRT. On the other hand, when tumor response to radiation varies across treatment sessions
for instance because the tumor becomes increasingly radioresistant as in Section 3.3, optimal dose
deposited in different locations changes over time. DBCRT is also able to tradeoff such temporal
variations in tumor behavior simultaneously with spatial inhomogeneities in tumor properties as
illustrated in Section 3.5. Section 3.6 demonstrated how DBCRT can handle uncertainties in tumor
response to radiation by strategically responding to observations of the tumor’s biological condition
in quantitative functional images taken over the treatment course. Finally, DBCRT demonstrated
a 64-98% improvement in treatment efficacy as compared to a static-deterministic method when
applied to a a more realistic head and neck test case with uncertainty.
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Appendix A: Proof of Proposition 2.1

Suppose (µ1, µ2, . . . , µT ) is a non-stationary sequence of intensity vectors feasible to Problem (11).

We show that the stationary sequence (u, u, . . . , u︸ ︷︷ ︸
T times

), with u =

T∑
t=1

µt

T , has the two desired properties.

The objective in (11) for this stationary sequence equals
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which is precisely the objective value of (µ1, µ2, . . . , µT ), thus ensuring property (i). Now consider
any OAR sub-region j = 1, 2, . . . ,m. The normalized BED in this sub-region for the stationary
sequence equals
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where the inequality follows from the Cauchy-Schwartz inequality. The above right-hand side is
the normalized BED deposited by the non-stationary sequence (µ1, µ2, . . . , µT ) in OAR sub-region
j. This ensures property (ii) in the Proposition.

Appendix B: Proof of Proposition 2.2

We need to show that the set of feasible solutions and the objective function in (11) are both
convex. See [Boyd and Vandenberghe, 2004] for well-known results utilized in this proof regarding
operations that preserve convexity. For each t = 1, 2, . . . , T , we define an nT × kT block diagonal
matrix Ãτ where all entries are zero except the diagonal blocks starting at the (n(t − 1) + 1)st

row and column, which all equal Aτ for t = 1, 2, . . . , T . Matrix Ãφ is defined similarly. Let
u = [u1;u2; . . . ;uT ] ∈ RTk+ represent the collated vector of beamlet intensities in all treatment
sessions. Using this notation, the vector Aτut corresponds to components n(t− 1) + 1 to nt of the
vector Ãτu. In particular, [Aτut]i equals Ãτn(t−1)+iu, where Ãτn(t−1)+i denotes the (n(t−1)+i)th row

of Ãτ . Similarly, [Aφut]j equals Aφn(t−1)+ju. To see that the feasible region is convex, first observe

that the function y + 1
αφ/βφ

y2 is convex over y ∈ <. Consequently, for each j = 1, 2, . . . ,m, the

functions [Aφut]j + 1
αφ/βφ

([Ãφut]j)
2 ≡ Ãφn(t−1)+ju+ 1

αφ/βφ
(Ãφn(t−1)+ju)2 are convex over u ∈ <Tk for

t = 1, 2, . . . , T (composition of a convex function over < with the linear mapping Ãφn(t−1)+j : <Tk →

< is convex). The sum
T∑
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)
of these functions is also convex over <Tk,
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and more specifically, because c̄j > 0, the set of defined by the inequality constraint in (12) for
OAR sub-region j is convex. Intersection of these sets for j = 1, 2, . . . ,m is thus convex and so is
their intersection with the convex set <Tk+ . To see that the objective function is convex, first note

that the function hi(z) =
T∏
t=1

exp(−αt,iz) = exp

(
−
(

T∑
t=1

αt,i

)
z

)
is convex for z ∈ <. Therefore,

the function gi(u) =
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exp(−αt,i[Aτut]i) =
T∏
t=1

exp(−αt,i[Ãτn(t−1)+iu]) = hi

(
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)
, being a

composition of a convex function with a linear mapping, is convex. For every fixed initial state xτ1 ,

the objective in (11) is simply the non-negative linear combination
n∑
i=1

xτ1,igi(u) of gi(·), and hence

is convex.
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