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Abstract 
 
Objectives 
To develop a mathematical model for multi-category patient scheduling decisions in computed 
tomography (CT), and to investigate associated tradeoffs from economic and operational 
perspectives. 
 
Methods 
We modeled this decision-problem as a finite-horizon Markov decision process (MDP) with 
expected net CT revenue as the performance metric. The performance of optimal policies was 
compared with five heuristics using data from an urban hospital. In addition to net revenue, other 
patient-throughput and service-quality metrics were also used in this comparative analysis. 
 
Results 
The optimal policy had a threshold structure in the two-scanner case – it prioritized one type of 
patient when the queue-length for that type exceeded a threshold. The net revenue gap between 
the optimal policy and the heuristics ranged from 5% - 12%. This gap was 4% higher in the more 
congested, single-scanner system than in the two-scanner system. The performance of the net 
revenue maximizing policy was similar to the heuristics, when compared with respect to the 
alternative performance metrics in the two-scanner case. Under the optimal policy, the average 
number of patients that were not scanned by the end of the day, and the average patient waiting-
time, were both nearly 80% smaller in the two-scanner case than in the single-scanner case. The 
net revenue gap between the optimal policy and the priority-based heuristics was nearly 2% 
smaller as compared to the first-come-first-served and random selection schemes. Net revenue 
was most sensitive to inpatient (IP) penalty costs in the single-scanner system, whereas to IP and 
outpatient revenues in the two-scanner case.  
 
Conclusions 
The performance of the optimal policy is competitive with the operational and economic metrics 
considered in this paper. Such a policy can be implemented relatively easily and could be tested 
in practice in the future. The priority-based heuristics are next-best to the optimal policy and are 
much easier to implement. 
Keywords: Markov decision process, patient scheduling in diagnostic facilities 
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1. Introduction  

In facilities that perform medical imaging studies on patients with differing degrees of 

urgency, scheduling policies impact operational efficiency and influence service-quality, costs, 

revenues, and health outcomes. Administrators encounter economic and clinical tradeoffs when 

imaging different classes of patients using limited resources. For example, in many radiology 

departments, emergency patients (EPs), inpatients (IPs), and outpatients (OPs) may be scanned on 

the same computed tomography (CT) scanner, but often each patient class must be scanned with 

differing urgency and they may have different revenue/cost implications. In such cases, if an 

imaging time-slot is vacant, an arriving EP is scanned immediately. However, in the absence of 

an EP, schedulers must decide whether to scan a scheduled OP, an unscheduled OP, or an IP. 

Scanning an OP first might lead to an extra day of hospitalization for an IP who is waiting for a 

scan prior to discharge, if there are insufficient resources to scan that IP by the end of the work-

day. Alternatively, overtime costs may be incurred by the imaging facility. Preferentially 

scanning the IP may lead to a perceived loss of service-quality for the OP [1]. Rapid advances in 

imaging technology and increasing demand for imaging services have further compounded such 

scheduling challenges [2,3]. 

Owing to the complexity of these decision-problems, administrators, imaging technologists, 

and physicians commonly use ad-hoc approaches, or at best, rules of thumb determined by trial-

and-error, to make scheduling choices. In this paper, we focus on patient scheduling problems 

that typically arise in computed tomography (CT). Our goal is not to incorporate all details of the 

entire spectrum of issues involved in making scheduling decisions, but rather to highlight several 

key revenue/cost and measurable service-quality tradeoffs in a systematic manner. We first 

provide a brief review of quantitative literature on patient scheduling problems. 

  

2. Literature review 

Patient scheduling problems have been studied over several decades [1, 4-16]. The majority 

of published work focuses on OP appointment scheduling, and different studies have used 

varying performance objectives. Cayirli and Veral [8], and Mondschein and Weintraub [9] have 

surveyed these problems. Recent examples of research on OP appointment scheduling include 

Kaandorp and Koole [10], Muthuraman and Lawley [11], and Vermeulen et al. [12]. In Kaandorp 

and Koole [10], the objective was to minimize the weighted average of expected waiting-times 

and physicians’ idle time. Muthuraman and Lawley [11] built a stochastic overbooking model, 

where patient no-shows were compensated through overbooking. They developed a myopic 

policy for scheduling call-ins and investigated its performance. Vermeulen et al. [12] developed 
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an adaptive approach for their CT scheduling problem, where patients from different classes were 

scheduled to a resource calendar. Their objective was to achieve high service-levels. 

Patrick and Puterman [15] studied a scheduling problem where different types of OPs must 

be scheduled to available future slots, while simultaneously accounting for uncertain IP and EP 

demand over each day. Their objective was to minimize the total penalty cost incurred by the 

hospital when patients had to wait longer than a maximum recommended waiting-time, and the 

penalty cost of rejecting patients. They modeled this as an infinite-horizon Markov decision 

process (MDP) [17], and solved it using approximate dynamic programming (ADP) [18].  

Besides OP appointment scheduling, elective-admissions-control problems have also been 

studied in the literature. For example, Nunes et al. [14] modeled a hospital admissions-control 

problem as an infinite-horizon MDP, and solved it using the value iteration algorithm [17]. In 

their model, the objective was to stabilize hospital resource utilization at desirable levels. 

Green et al. [1] modeled the problem of managing patient demand in a diagnostic facility as a 

finite-horizon MDP. They considered IPs, scheduled OPs, and EPs. Their objective was to 

maximize total expected profit. The profit included revenue obtained from scanning patients, 

minus waiting costs and penalty costs of not being able to scan patients by the end of the work-

day. They used a single CT scanner. Arrival probabilities for IPs and EPs were assumed to be 

stationary over time-slots in a day. Scheduled OPs had a no-show probability. This was also 

assumed to be stationary. They showed that under any appointment scheduling scheme for 

scheduled OPs, a switching-curve policy is optimal for selecting a patient from a pool of waiting 

IPs and OPs. In particular, for a given number of waiting OPs, an IP is selected for service if the 

number of waiting IPs is higher than a threshold. This threshold depends on the number of 

waiting OPs. Similarly, for a given number of waiting IPs, an OP is selected for service if the 

number of waiting OPs is higher than a threshold that depends on the number of waiting IPs.  

Kolisch and Sickinger [16] extended the MDP model of Green et al. [1] in two ways. First, 

they used two identical CT scanners. Second, they considered appointment schedules where the 

number of OP appointments per time-slot can exceed the number of available scanners. Using 

appointment schedules from earlier literature, they evaluated different decision rules by varying 

cost parameters and arrival probabilities. Their analysis concluded that a first-come-first-served 

(FCFS) scheme should be implemented in practice owing to its simplicity and sufficiently good 

performance. 

Outline of our approach  

We developed a finite-horizon MDP to model CT services for EPs, IPs and OPs. The 

performance objective in our MDP was to maximize the expected net revenue over a work-day. 



4 
 

Similar performance metrics have been used in the quantitative literature on patient scheduling [1, 

8, 10, 16, 19]. Since we wanted to capture the “microscopic” service-slot-by-slot behavior of a 

CT service that operates for a fixed amount of time each day, and serves the above three patient-

types, a finite-horizon model, in contrast to an infinite-horizon one, seemed appropriate. An 

infinite-horizon model would be more relevant while modeling the day-by-day evolution of a CT 

service that mainly serves IPs. EPs arrive at emergency departments and often require a CT scan 

as an initial diagnostic step. In practice, not all EPs are critically ill, and hence may not need to be 

scanned immediately. We therefore categorized EPs into the critical (CEP) and non-critical 

(NCEP) categories. CEPs have the highest priority among all types and must be scanned 

immediately after arrival. Requests for IP scans arrive from within the hospital. If an IP is not 

scanned by the end of the work-day, we implicitly assumed that he or she is scanned the next day. 

OPs can be scheduled to appointment slots days, weeks, or months in advance. In addition, 

unscheduled OPs who have more urgent medical conditions may also arrive for a semi-urgent 

scan during the day, and are termed add-on OPs. We assumed that scheduled OPs are scanned by 

a dedicated scanner and thus only included add-on OPs in our model. 

Most of the data used in our analysis were obtained from the Harborview Medical Center 

(Harborview), an academic hospital and Level 1 trauma center in Seattle, which is administered 

by the University of Washington. Data were collected in accordance with the Health Insurance 

Portability and Accountability Act and with permission of the Institutional Review Board of the 

University of Washington. Our data revealed that IP and EP arrival patterns vary considerably 

over the course of a day and therefore unlike most of the existing literature, non-stationary arrival 

probabilities were explicitly used in all calculations. We compared the performance of net 

revenue maximizing policies with several heuristic decision rules. Metrics such as the average 

waiting-time, and the average number of patients who are not scanned by the end of the work-day 

were also considered in the comparative analysis. Both single-scanner and two-scanner cases 

were evaluated to estimate the impact of the number of scanners on system performance. Finally, 

sensitivity analyses were conducted in the form of tornado diagrams [20]. Details of our 

methodology are presented in the next section. 

 

3. Methods  

3.1 Description of the patient scheduling problem 

 We first describe our assumptions regarding the system under consideration, that is, the CT 

service at Harborview during their day-shift.  
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 Requests for CT scans for different patient-types arrive randomly over a day. As mentioned 

earlier, we considered four patient-types: CEPs, NCEPs, IPs, and add-on OPs. Each scan was 

assumed to require a fixed equal duration of time, henceforth called a slot. We assumed that at 

most one request from each patient-type can arrive during a slot. The arrival streams of requests 

from different patient-types were assumed to be independent. Arriving requests are handled by a 

CT technologist who selects the patient(s) to be scanned in the next slot after observing the 

number of waiting patients of each type.  

We assumed that revenue is generated for each NCEP, IP, and OP scan, but the amount varies 

by patient-type (explained further in 3.3). CEP revenue was not included because it would not 

have any impact on the optimal scheduling policy as CEPs are assumed to be medically unstable 

enough to necessitate scanning in the next slot. Similar to Green et al. [1], a waiting cost was 

assumed to be incurred per slot for each NCEP, IP, and OP waiting for service, to reflect 

perceived loss of service-quality.  

We assumed that a penalty cost was incurred for each arriving patient who is not scanned by 

the end of the day. NCEPs and OPs that were not scanned by the end of the work-day were 

assumed to leave the hospital. Thus penalty costs for NCEPs and OPs can be viewed as a proxy 

for perceived loss of service-quality. Penalty costs for IPs were assumed to be higher than other 

patient-types. This reflects the additional complication that an IP who does not get a scan on the 

day it is requested may have to spend an extra day in the hospital. We assumed that waiting 

NCEPs, IPs, and OPs were identical in terms of clinical urgency and focused on making decisions 

so as to maximize expected net revenue during a work-day. 

 

3.2 Mathematical formulation of the patient scheduling problem 

Finite-horizon MDPs are often used to model quantitative decision-making problems in 

systems that randomly evolve through stages, that is, a finite number of discrete time-points. At 

each stage, the system is observed to be in a particular state. A decision (also called an action) is 

chosen in this state and then the system evolves to a new state according to a transition 

probability that depends on the current state, the action, and the new state. The decision-maker 

obtains an expected reward depending on the current state and the action chosen in that state. 

This process continues until the end of the finite planning-horizon. The objective is to find an 

optimal policy, i.e., a decision rule that assigns an action to each state, so as to maximize total 

expected reward earned over all stages. A mathematical description of each of these components 

for our MDP model of the CT scheduling problem is presented below. 
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The stages of the MDP  

Each stage n in our MDP corresponds to a CT scanner time-slot. The letter N is used to denote the 

total number of such slots in a work-day.  

The states of the MDP  

The state of our MDP is expressed as 

( , , , )CEP OP IP NCEPs e w w w= , 

where CEPe  is a binary variable indicating whether a CEP arrived during the previous slot; wj, for 

j=OP, IP, NCEP, is the number of patients of type-j who are waiting to be scanned. 

The actions in the MDP  

The decision (or action) in each state is denoted by 

( , , ),OP IP NCEPa a a a=  

where ja , for j=OP, IP, NCEP, is the number of patients from type-j that are chosen for service in 

the next service-slot. Note that the CT scanners are identical; otherwise the action components 

would include indices for scanners. Furthermore, each action has to satisfy the following 

constraints: 

                                      (1)
,  , , ,                                      (2)

OP IP NCEP CEP

j j

a a a e R
a w j OP IP NCEP

+ + + ≤

≤ =
 

where R denotes number of CT scanners shared by EPs, IPs, and add-on OPs. Constraint (1) 

ensures that the number of patients chosen for service in the next slot does not exceed the number 

of scanners; constraint (2) ensures that the number of type-j patients scanned does not exceed the 

number waiting. 

The transition probabilities in the MDP 

When a feasible action is chosen in a state s in stage n, the system probabilistically transitions to 

state s’ in stage n+1, where  

EP' ( , , , )C OP OP OP IP IP IP NCEP NCEP NCEPs d w d a w d a w d a= + − + − + − , 

and dj, for j=CEP, OP, IP, NCEP, are binary variables indicating whether a request from a type-j 

patient arrived between stages n and n+1.The state transition probability is denoted Pn(s’|s,a), and 

is given by 

( ' | , ) ( ) ( ) ( ) ( ),n n CEP n OP n IP n NCEPP s s a p d p d p d p d= × × ×  

where pn(dj), for j=CEP,OP, IP, NCEP, is the probability that jd (0 or 1) requests from type-j 

patients arrived between stages n and n+1. 

The rewards in the MDP 
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We use the following notation in the sequel: 

• rj is the revenue obtained by scanning a type-j patient, for j=OP, IP,NCEP 

• cj is the end-of-day penalty cost per type-j patient, for j=OP, IP,NCEP 

• hj is the waiting cost per type-j patient per slot, for j=OP, IP, NCEP. 

The reward received on choosing action a in state s is denoted ( , )r s a . It equals the net revenue, 

i.e., CT revenue minus costs, when action a is chosen in state s. It is defined by 

 

{ }, , { , , }

( , ) ( ) .j j j j j
j OP IP NCEP j OP IP NCEP

r s a r a w a h
∈ ∈

= − −∑ ∑  

 

Our objective was to determine a scheduling policy that assigns an action to every state s, to 

maximize total expected net revenue. Let ( )nV s be the maximum total expected net revenue 

generated in stages n onward, and let A(s) denote the set of feasible actions in state s. Also let 

1( )NV s+ denote the terminal reward obtained on ending the work-day in state s. It represents the 

total penalty cost incurred for arriving patients who are not scanned by the end of the day, and is 

given by 

1( ) .N OP OP IP IP NCEP NCEPV s c w c w c w+ = − − −  

The solution of the standard recursive equations 

1( ) '
( ) max ( , ) ( ' | , ) ( ') ,n n na A s s

V s r s a P s s a V s+
∈

⎧ ⎫
= +⎨ ⎬

⎩ ⎭
∑           (3) 

for all s and n=1,2,…,N, yields an optimal policy [15]. 

 By setting revenue values above to zero, one obtains (as a special case) an objective where 

waiting and end of day penalty costs are minimized. By setting the cost parameters h to unity and 

c to zero, one can minimize the total waiting-time. Along the same lines, setting h’s to zero and 

c’s to one yields a model where the total number of patients that the diagnostic facility is not able 

to serve by the end of the day can be minimized. 

 Because our framework is closest in spirit to Green et al. [1] and Kolisch and Sickinger 

[14], we will briefly reiterate the differences. Their models focus on scheduled OPs whereas we 

consider add-on OPs. They assume that all EPs are critical, whereas, we categorize EPs into 

CEPs and NCEPs to better reflect reality.  Motivated by the data we collected, we allow non-

stationary arrival probabilities unlike their models. Unlike Green et al. [1], we consider two 

scanners to more closely represent the fact that most hospitals and sizable radiology facilities 

house multiple scanners. In addition, our analysis also considers performance metrics that are not 
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studied in Green et al. [1] and Kolisch and Sickinger [16]. Moreover, we include extensive 

sensitivity analyses using tornado charts, unlike their papers.  

 

3.3 Data collection for model parameterization 

The number of scanners, R, was set to one or two. Each work-day shift from 7AM to 5PM 

was divided into thirty-minute slots. This implies twenty slots per work-day, per scanner. Arrival 

probabilities for IPs and EPs were derived from data collected at Harborview over a four-month 

period between June and October 2007. For each slot, arrival probabilities for these patient-types 

were estimated using the ratio of total number of patient requests from a particular type to total 

number of work-days in the four-month period. Moreover, arrival probability of an OP request for 

each slot was set to 0.2 in the base-case to reflect low volume of add-on OPs at Harborview. We 

assumed that the arrival probabilities during the final service slot were zero. Figure 1 shows the 

arrival probabilities for each slot. 

     We calculated revenue per OP as the average of the sum of technical and professional Centers 

for Medicaid and Medicare Services (CMS) reimbursement amounts based on the seven most 

frequently requested CTs at Harborview. Unlike OPs, hospital reimbursement for IPs is based on 

diagnosis-related group (DRG) payments, and not on individual procedures performed. This 

means that revenue per OP is calculated based on the number of scans that patient receives, 

whereas the time a patient spends in the hospital is a key determinant for IP revenue. Calculating 

total IP revenue (and exact per scan revenue) based on DRGs was beyond the scope of this 

project, as multiple departments and various hospital services would need to be included in such a 

calculation. Reimbursement revenue per IP was therefore simply assumed to be lower than that 

for OPs. This is consistent with Green et al. [1].  

The base-case waiting cost per slot for each OP, IP, and NCEP was set to 0 similar to Green et 

al. [1]. Given the complexities in estimating “penalty costs” for an IP staying an extra day in the 

hospital, we set the base-case penalty to $500 by assumption. Based on the observations made at 

Harborview, 20% of EPs were assumed to be non-critical. Base-case values of parameters are 

summarized in Table 1. 

Finally, we note that if parameter values change over the course of a day, a corresponding 

optimal policy for the remaining slots in that day can be obtained on-the-spot by resolving 

equations (3) using the new parameter values.  This is owing to the standard feature of dynamic 

programming that past decisions are “sunk” and affect the future only through the current state. 

 

3.4 Experimental design and heuristic scheduling rules 
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Scenarios tested  

By varying revenue, cost, and arrival probability parameters we generated thirty two 

scenarios. For each parameter, two alternative levels were considered. The base-case levels were 

either increased or decreased by 50% for all parameters except the waiting cost for OPs, which 

was increased to $10 per slot in some scenarios as in Green et al. [1]. Table 2 shows the values of 

the parameters for each scenario. 

Heuristic rules for comparison 

The optimal policy obtained by solving the MDP model in equation (3) was compared with 

the following heuristic decision rules that are common in the queuing literature: 

FCFS: Patients are scanned in the order in which their scan requests arrive. 

Random selection-1(R-1): One patient from a randomly chosen type is scanned. 

Random selection-2(R-2): One patient is randomly scanned from the patients that are waiting. 

OP prioritized-1 (O-1): OPs have the highest priority, and NCEPs have higher priority than IPs. 

OP prioritized-2 (O-2): OPs have the highest priority, and IPs have higher priority than NCEPs. 

Using computer simulation coded in Java, we compared the performance of the optimal 

policy found by solving recursive equations (3) with these heuristic rules. We used a simulation 

method that is common for comparing finite-horizon MDP policies [18]. We generated 100,000 

independent day-long sample paths of random events, and then implemented the decisions 

prescribed by the revenue maximizing or heuristic policies over these sample paths. The 

performance outcomes were then averaged over all sample paths. In addition to the net revenue, 

we also considered two other outcome measures: the number of arriving requests not scanned by 

the end of a day because it indicated how adequately the available capacity was serving patient 

demand, and patient waiting-time, as a proxy for patient satisfaction and service-quality. 

 

4. Results 

4.1 Comparative analysis 

For a particular scenario, the percentage gap in average net revenue for any decision rule is 

defined as the percentage difference between the average net revenue (over 100,000 independent 

sample path repetitions as above) obtained by the optimal policy and that obtained by the decision 

rule. It is thus given by 

.   (  ) .   (  )%   .  100.
.   (  )

avg net revenue optimal policy avg net revenue heuristic rulegap in avg net revenue
avg net revenue optimal policy

−
= ×     (4) 

Percentage gap in average net revenue for each scenario for single- and two-scanner cases are 

listed in Table 3 and Table 4, respectively. These tables also include p-values obtained by 
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comparing the performance of the optimal policy with that of the heuristic policy that achieves 

the smallest percentage gap for each scenario. A paired t-test was used in this analysis. Using the 

standard significance level of 0.05, we conclude that the average net revenue values obtained by 

the optimal policy are significantly higher than those obtained by heuristic decision rules for 

scenarios where the smallest percentage gap is higher than 0.3%. Figure 2 depicts the percentage 

gap in average net revenue between each heuristic policy and the optimal policy averaged over all 

scenarios for both the single-scanner and two-scanner cases. Figure 2 clearly shows that this gap 

is higher in the single-scanner scenario. The gap between the optimal policy and the priority-

based heuristics O-1 and O-2 was nearly 2% smaller compared to the other heuristics. Therefore, 

priority-based heuristics appear next-best to our optimal policy for the net revenue metric, and 

can be easily implemented in most radiology practices.   

The performance of the optimal policy in the two-scanner case was similar to the heuristics 

with respect to our alternative performance metrics (Tables 5 and 6). The average number of 

patients not scanned by the end of the day, and the average waiting time of a patient before 

service under the optimal policy are both nearly 80% smaller in the two-scanner case. 

While the optimal policy outperforms all heuristic rules in terms of net revenue, it is 

sometimes inferior in other performance metrics (Tables 5 and 6). For example, the average 

number of OPs not scanned by the end of the day is obviously small for heuristic policies O-1 and 

O-2. When the optimal policy is employed, the number of OPs not scanned by the end of the day 

in the single-scanner scenario is almost three times as many as the two-scanner scenario. The 

number of IPs not scanned by the end of the day drops from nearly ten patients to one patient in 

the two-scanner scenario. The decrease in the number of NCEPs not scanned by the end of the 

day is much smaller with two-scanners. Similar changes were observed in average waiting-times 

with two scanners. Moreover, the average waiting-times of IPs and OPs are very short when two-

scanners are used, while NCEPs wait longer. 

We also performed one-way sensitivity analyses, where the values of individual parameters 

were changed one at a time and the average net revenue obtained by the optimal policy was 

calculated by simulation as before. We tested three parameter levels: low, base-case, and high. 

The low and high values were set to 50% smaller and higher than the base-case value, 

respectively. This range of variation for relevant parameters is shown in Table 1. The results are 

presented as tornado diagrams in Figure 3 and Figure 4 for the single-scanner and two-scanner 

cases, respectively. The average net revenue is most sensitive to changes in IP penalty cost in the 

single scanner case. It is more sensitive to IP revenue and OP revenue when a second scanner is 

available.   
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4.2 Threshold policies  

The matrix in Figure 5 illustrates the structure of the optimal policy we obtained for the two-

scanner scenario with base-case parameter values. The figure corresponds to slot 12 where there 

is no CEP arrival in the previous slot, and the number of NCEPs waiting for service is 5. An entry 

in the ith row and jth column of the matrix represents the optimal action for a state with i-1 OPs 

and j-1 IPs waiting. Number 1 means two OPs are chosen; 2 means one OP and one IP are chosen; 

3 means one OP and one NCEP will be scanned; 4 means each of the scanners will be utilized for 

an IP; 5 means an IP and an NCEP are chosen; and finally 6 means two NCEPs will be scanned. 

The figure shows that when the number of waiting patients of a particular type exceeds a 

threshold value, the optimal policy favors that type. For example, consider the case where two 

OPs and three IPs are waiting. In this case, the optimal policy is to scan one OP and one IP. With 

any increase in the number of waiting IPs, the optimal policy always chooses IPs. More generally, 

the optimal policy always chooses IPs on the area right of the solid line in the figure.  

 

5. Conclusions 

 This paper contributes to the operations research and radiology literature by investigating the 

effect of diagnostic scheduling policies on diverse performance metrics. A mathematical model 

was developed for multi-category CT scheduling problems. Using simulations based on real-

world data, we compared the performance of an optimal policy with several intuitive heuristic 

decision rules, under different input parameter values. One-way sensitivity analyses were 

performed to evaluate the impact of specific parameters on model outcomes.  

 Our findings are summarized below. 

• Figure 5 illustrated the threshold structure of our optimal policy in the two-scanner 

case – it prioritized one patient-type when the number of waiting patients of that type 

exceeded a threshold. 

• The average net revenue gap between the optimal policy and the five heuristic 

decision rules ranged from 5% - 12% for various scenarios. 

• In the single scanner scenario, the average net revenue was quite sensitive to penalty 

cost, particularly those of the IPs, as illustrated by the tornado chart. Owing to our 

assumption that end-of-day penalty costs are high for IPs ($500 in the base-case), the 

tornado charts show a negative net revenue. 

• In the tornado chart for the two-scanner case, the average net revenue was more 

sensitive to IP revenue and OP revenue. This was mainly due to the large volume of 

IPs and a high value of OP. 
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• As expected, the average number of patients not scanned by the end of the day and 

average waiting times dropped dramatically with an additional scanner.  

• The average IP and OP waiting times are somewhat smaller than those of NCEPs in 

the two-scanner case. 

• Priority-based scheduling policies are next-best to our optimal policy and they are 

likely to be much easier to implement. 

Our work has several limitations owing to the complexity of the scheduling problem with 

multiple scanners and multiple patient-types. Simplifying assumptions were required to ensure 

that the MDP model was tractable so that we could obtain preliminary insights into several 

scheduling tradeoffs. The arrival of multiple requests for each patient type during the work day is 

more common in reality, challenging the assumption that at most one request of each type can 

arrive per slot. Our MDP model can be modified to allow multiple arrivals of each type [21]. 

Several delays in the IP flow, such as the time to transport IPs from their wards to the CT scanner, 

are ignored in this model. The assumption of identical slot length may not reflect reality. With 

appropriate state and action definitions, a more complicated MDP model could be developed to 

account for differing examination durations. Cost estimates could be improved through using 

billing data derived from DRG categories. The model could be extended to include night and 

overtime shifts. Multi-way sensitivity analyses could be more insightful.  However, we believe 

that testing individual parameters for high and low values provided sufficient preliminary 

sensitivity information at this stage.  The fact that some of the IPs are not scanned during the day 

and stay overnight could be incorporated more explicitly using an infinite-horizon MDP model. 

Patients could be further categorized into sub-types.  Multiple scanners and different scanner 

types (e.g. magnetic resonance imaging) could be considered.  
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Tables 

Table 1. Base-case and low, high sensitivity values for several parameters. 

Parameters Patient-type Source 

Base-case  value 

(Low value, high value) 

OP IP EP NCEP 
 

 

Revenue 

 

$320 

(160,480) 

$100 

(50,150) 
- 

$320 

(160,480) 

Harborview* 

and assumption 

Waiting cost 

 

$0 

- 

$0 

- 
- 

$0 

- 
Green et al. [1] 

Penalty cost 

 

$100 

(50,150) 

$500 

(250,750) 
- 

$100 

(50,150) 
Green et al. [1] 

Non-critical percentage 

 
- - 

20% 

(10%,30%) 
- 

Harborview and 

assumption 

Arrival probability 

 

0.2 

(0.1,0.3) 
- - - Assumption 

* 2007 CMS reimbursement amounts were used while estimating OP and NCEP CT revenue.  
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Table 2. Scenarios used in this study. 

Scenarios Parameters 

 
IP penalty 

cost($) 

NCEP 

penalty 

cost($) 

IP revenue($) 
OP waiting 

cost ($) 

OP arrival 

probability 

1(base-case) 500 100 100 0 0.2 

2 250 100 100 0 0.2 

3 500 200 100 0 0.2 

4 500 100 50 0 0.2 

5 500 100 100 10 0.2 

6 500 100 100 0 0.4 

7 250 200 100 0 0.2 

8 250 100 50 0 0.2 

9 250 100 100 10 0.2 

10 250 100 100 0 0.4 

11 500 200 50 0 0.2 

12 500 200 100 10 0.2 

13 500 200 100 0 0.4 

14 500 100 50 10 0.2 

15 500 100 50 0 0.4 

16 500 100 100 10 0.4 

17 250 200 50 0 0.2 

18 250 200 100 10 0.2 

19 250 200 100 0 0.4 

20 250 100 50 10 0.2 

21 250 100 50 0 0.4 

22 250 100 100 10 0.4 

23 500 200 50 10 0.2 

24 500 200 50 0 0.4 

25 500 200 100 10 0.4 

26 500 100 50 10 0.4 

27 250 200 50 10 0.2 

28 250 200 50 0 0.4 

29 250 200 100 10 0.4 

30 250 100 50 10 0.4 

31 500 200 50 10 0.4 

32 250 200 50 10 0.4 
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Table 3.  Percentage gaps between average net revenue obtained by the optimal policy and by 

various heuristic rules as per formula (4) for the single-scanner case.  

Scenario FCFS R-1 R-2 O-1 O-2 p-values 

1 7.8 11.0 7.4 16.3 10.9 <10-5 

2 8.5 5.3 8.9 0.0 5.2 0.53 
3 5.9 8.1 5.5 12.6 10.4 <10-5 
4 5.0 7.2 4.8 11.0 7.4 <10-5 
5 4.8 7.3 4.6 10.0 5.0 <10-5 
6 10.6 13.1 10.0 21.1 18.2 <10-5 
7 15.0 9.7 15.3 4.0 16.1 <10-5 
8 13.3 8.3 13.9 0.0 0.0 0.35 
9 15.4 11.0 16.3 0.3 5.3 0.07 

10 10.3 8.0 11.0 0.0 2.7 0.59 
11 3.6 4.8 3.3 7.9 7.1 <10-5 
12 3.0 4.6 2.9 7.1 5.0 <10-5 
13 8.9 10.2 8.3 18.7 17.5 <10-5 
14 2.8 4.4 2.8 5.8 2.4 <10-5 
15 7.2 8.8 6.8 14.2 12.3 <10-5 
16 5.5 7.5 5.3 10.1 7.5 <10-5 
17 19.1 12.2 19.7 0.0 17.9 0.56 
18 18.7 12.5 19.5 1.6 12.9 <10-5 
19 16.9 12.4 17.5 7.0 13.3 <10-5 
20 19.3 13.4 20.4 0.1 8.0 0.31 
21 16.6 12.8 17.7 0.0 4.4 0.56 
22 20.2 17.8 21.6 0.0 2.4 0.5 
23 1.2 1.9 1.2 3.0 2.3 <10-5 
24 5.8 6.5 5.4 12.3 11.9 <10-5 
25 4.1 5.2 3.9 8.4 7.3 <10-5 
26 3.3 4.6 3.2 5.4 3.7 <10-5 
27 22.4 14.9 23.4 0.0 14.9 0.59 
28 22.8 17.1 23.8 6.7 14.5 <10-5 
29 21.6 17.4 22.9 2.4 7.8 <10-5 
30 25.9 22.1 27.6 0.0 4.0 0.46 
31 1.9 2.4 1.8 3.7 3.3 <10-5 
32 26.4 21.1 28.0 0.0 9.5 0.56 
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Table 4. Percentage gaps between average net revenue obtained by the optimal policy and by 

various heuristic rules as per formula (4) for the two-scanner case.  

Scenario FCFS R-1 R-2 O-1 O-2 p-values 

1 6.4 7.1 6.2 10.0 3.6 <10-5 
2 1.2 1.0 1.3 0.0 0.0 0.88 
3 5.5 6.1 5.4 8.3 5.4 <10-5 
4 6.1 6.8 5.9 9.5 3.4 <10-5 
5 6.1 6.7 5.9 8.9 2.5 <10-5 
6 9.5 11.2 9.5 16.6 8.8 <10-5 
7 2.1 1.7 2.3 0.0 5.9 0.3 
8 2.8 2.3 3.0 0.0 0.0 0.89 
9 2.0 1.6 2.1 0.0 0.0 0.74 

10 2.6 1.9 2.6 0.0 0.0 0.99 
11 5.0 5.5 4.9 7.5 6.0 <10-5 
12 4.5 4.9 4.4 6.4 3.5 <10-5 
13 9.5 10.7 9.5 15.6 12.0 <10-5 
14 6.2 6.7 6.0 8.3 2.1 <10-5 
15 8.6 10.2 8.6 15.1 7.9 <10-5 
16 9.4 10.9 9.4 14.3 6.2 <10-5 
17 4.1 3.3 4.4 0.0 9.5 0.51 
18 3.2 2.6 3.3 0.0 5.7 0.78 
19 3.8 2.7 3.8 0.0 7.3 0.80 
20 3.9 3.2 4.1 0.0 0.0 0.85 
21 5.1 3.9 5.2 0.0 0.0 0.75 
22 4.5 3.7 4.5 0.0 2.7 0.97 
23 3.7 4.0 3.7 4.7 3.2 <10-5 
24 8.5 9.5 8.5 13.7 12.0 <10-5 
25 7.8 8.8 7.7 11.8 8.1 <10-5 
26 8.7 10.0 8.6 12.6 5.2 <10-5 
27 5.1 4.2 5.4 0.0 9.4 0.79 
28 6.8 5.0 6.8 0.0 11.0 0.85 
29 5.9 4.6 5.9 0.2 7.1 0.1 
30 7.8 6.2 7.8 0.0 5.7 0.80 
31 6.3 7.0 6.3 8.8 7.0 <10-5 
32 9.2 7.2 9.3 0.0 10.9 0.69 
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Table 5. Number of patients not receiving scans by the end of the day under different policies, 

averaged over all thirty two scenarios.  

Different cases Average number not scanned 

  Optimal policy FCFS R-1 R-2 O-1 O-2 

 (OPs) 

Single-scanner 3.38 3.50 3.27 3.62 1.73 1.73 

Two-scanner 0.72 0.63 0.52 0.64 0 0 

 

 

(IPs) 

Single-scanner 10.13 9.97 10.57 9.85 12.01 11.14 

Two-scanner 1.19 1.39 1.60 1.37 2.33 1.10 

 

 

(NCEPs) 

Single-scanner 1.94 1.99 1.62 1.99 1.71 2.58 

Two-scanner 0.51 0.39 0.29 0.41 0.08 1.31 
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 Table 6. Average waiting-time in minutes of patients before service over all thirty two scenarios. 

Different cases Average waiting-time 

  Optimal policy FCFS R-1 R-2 O-1 O-2 

 (OPs) 

Single-scanner 28 80 74 70 45 184 

Two-scanner 3 4 3 4 0 0 

 

 

(IPs) 

Single-scanner 76 112 95 107 60 245 

Two-scanner 4 3 3 3 5 3 

 

 

(NCEPs) 

Single-scanner 24 56 56 44 36 3 

Two-scanner 12 9 8 10 3 20 
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Figures captions 

Figure 1. Arrival probabilities for each patient-type during a work-day. EP includes both CEPs 

and NCEPs. 
Figure 2. Percentage gap in average net CT revenue between the optimal policy and eac heuristic 

decision rule, averaged over all scenarios.        

Figure 3. Tornado diagram for the single-scanner case. The three values shown next to each 

parameter on the chart are low, base-case, and high values listed in Table 1. The objective-value 

represented by the end of a dark (bright) bar corresponds to the low (high) value of that parameter. 

“Perc.” means percent. 

Figure 4. Tornado diagram for the two-scanner case.  

Figure 5. An illustrative decision matrix for the two-scanner case for slot number 12 when the 

number of NCEPs waiting for service is 5.   


